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Preface

The contents of this volume are contributions from invited speakers at a
workshop entitled “Dynamic Graphs and Cyber Security,” hosted at the
University of Bristol in June 2015. We are grateful for the generous support
of the Heilbronn Institute for Mathematical Research,a which is a national
institute based in the Faculty of Science at the University of Bristol with
diverse interests that include cyber security. Additionally, we are pleased to
acknowledge the generous support of Winton Technology Ventures, which
enabled the organisers to support the attendance and contribution to the
workshop from early career researchers.

Networks have been the subject of extensive study in the last decade
and much progress has been made in both theory and applications. How-
ever, the topic of dynamic networks, in which nodes, edges, or both, exhibit
temporal properties has not been extensively studied. Motivated by cyber
security and particularly network cyber security, this workshop was con-
vened to align cutting edge research in the theory of dynamic networks
with real problems in cyber security. Superficially, data related to computer
network traffic can be represented by a network, where devices (computers,
printers, phones, etc.) are nodes, and communications are edges. However,
these communications have finite temporal extent. Ignoring these tempo-
ral aspects is perilous. As chapters in this volume show, the behaviour of
attackers can often manifest as localised phenomena, both in the graph and
in time. Principled methods for capturing these latter properties have great
potential for generating next generation cyber security tools.

ahttp://www.maths.bris.ac.uk/research/heilbronn institute/.

v
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vi Preface

Computer network traffic is multifaceted and typically arrives at high
frequency. These aspects raise extra modelling and computational chal-
lenges which need to be addressed to provide effective practical solutions.
Another challenging aspect of many types of network traffic data is that the
presence of a strong signal that indicates malicious behaviour is generally
absent. Many authors in this volume take an anomaly detection approach,
where the challenge is to find and combine weak evidence for anomalous
behaviour.

The chapters in this volume range from practical discussions of the
nature of cyber-attacks to abstract, methodological and theoretical contri-
butions about dynamic network structures. We have organised these chap-
ters following this ordering — moving from the practical to the abstract.

In the first chapter, Morgan et al. review the tactics that attackers use
to both gain access and then achieve their objectives within an enterprise
network. This frames a discussion of the utility of anomaly detection meth-
ods — detecting rare events that constitute departures from a statistical
description of normal behaviour. Such approaches are contrasted to the
more familiar signature-based approaches that are presently state-of-the-
art in enterprise cyber security.

Next, Kent introduces a detailed discussion of recently released, public
domain, cyber security data sets. These large, complex anonymised data
sets have been extracted from Los Alamos National Laboratory and may
be the richest and most realistic public domain cyber security data sets
currently available. The chapter provides a detailed discussion of the data,
and carefully notes the data quality issues that are present. Such issues are
endemic in real cyber security problems.

Moving from data and context, in Chapter 3, Turcotte et al. provide an
analytical methodology for modelling user behaviour with data extracted
from computer event logs. Such data can be challenging to acquire and
hence has not been studied in such detail before. The proposed method-
ology uses simple Bayesian models to reason about a multivariate data
stream derived from events logs. The results suggest that such procedures
have great merit for monitoring user credentials and identifying potentially
compromised credentials.

In Chapter 4, Gil presents a cyber security approach inspired by genetic
epidemiology. This approach draws an analogy between disease spread
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(malicious cyber activity) and human genetic vulnerability (services a host
runs). The approach is validated on threat log data generated by intrusion
detection systems running on a large university network.

In Chapter 5, Amor et al. address dynamic properties of the Twitter net-
work with the intention of finding communities and roles. In such applica-
tions, there is an initial, involved stage of data processing in the form of
text analysis. Subsequent to this, the methodology considers dynamic pro-
cess operating on the network, specifically focused on directed graphs to
capture the flow of information in the network. In the case study, robust
communities are detected. Additionally, the roles of some users in direct-
ing information flow can be classified.

In Chapter 6, Rubin-Delanchy et al. develop a general approach for
anomaly detection that is well suited to the characteristics of cyber security.
Two particular notable aspects are addressed. First, the great volume of
data typical of enterprise networks, and second, the fact that any signal
in the data is usually weak. Framing anomaly detection in the language
of statistical hypothesis testing, issues related to the null hypothesis are
considered, along with the critical problem of combining anomalies both
in time and across the network.

Exponential Random Graph models (ERGM) have proven popular and
valuable for static network structures. In Chapter 7, Caimo begins by
reviewing problems that arise in both frequentist and Bayesian approaches
to estimate ERGMs. Then, various discrete-time ERGMs are introduced,
which can handle different types of dynamic changes in a network. A use-
ful review of R software packages for ERGM is included.

Mantzaris et al. consider hierarchical dynamic walks in Chapter 8. This
extends the idea, in a static network, of a walk between nodes — a traversal
between distinct nodes using available edges — to dynamic network con-
texts. At core, this extension uses the idea of an externally imposed order-
ing of the nodes. Such an external ordering can be formalised to determine
whether observed dynamic interactions are consistent with the hierarchy.
The combinatorics of the problem are shown to be represented as an itera-
tive matrix multiplication scheme.

Finally, in Chapter 9, Hagberg et al. develop a class of random temporal
graph models that has tunable dynamic properties. These models are anal-
ysed mathematically to determine the time they take to achieve a specific
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type of graph traversal, when the temporal ordering of edges is respected.
Formal results are obtained, and these lead to new insights about the struc-
ture of dynamic networks.

Niall Adams, Nick Heard July 2015
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Chapter 1

Network attacks and the data they affect

Matthew Morgan∗, Joseph Sexton, Joshua Neil,

Aleta Ricciardi and Joshua Theimer

Ernst & Young, LLP
∗matthew.morgan@ey.com

In this chapter, we discuss techniques to improve the detection of intruders
within a computer network. We begin with an understanding of the behaviours
of intruders, the actions and steps they must take in order to gain access,
and the actions they may take to realise their objectives and the constraints
imposed on them by the systems and networks they target. Each of these actions
leaves evidence in system logs and we show how to use the knowledge of the
intruder behaviour to hone statistical analyses of these logs. By understanding
the sequence and coincidence of an intruder’s actions we improve the accuracy
of detections. When compared against the historical activity within a network,
these rare events, and even rarer sequences of events become highly suggestive.
Our approach contrasts to the so-called signature-based detection, which exam-
ines activity against known attacks. One consequence is that signatures can only
detect what has been seen before. Moreover, signatures are generally used to
detect the initial system breach; they do not address the free-range activity of an
intruder once successfully inside the target network (indeed, detecting malicious
activity from insider threats is a particularly sensitive issue). Statistical analy-
sis of system and network activity, informed by the knowledge of threat actors
behaviour, addresses both these shortcomings.

1. Introduction

The dominant approach to commercial intrusion detection in computer net-
works is based on detecting signatures or indicators of previously uncov-
ered and analysed attacks. Examples include file hashes, known-bad IP

1
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addresses and domains, and traffic characteristics of known Command and
Control (C&C) protocol. When a signature is detected, it may be evidence
of an ongoing intrusion, and typically warrants investigation.

Unfortunately, signature detection can be easily evaded: recompiling
a malicious program with a minor modification will alter its hash, and
changing C&C servers will circumvent the use of blacklists to identify
known-bad IP addresses and domain names. These weaknesses have been
known for many years by both attackers and defenders and recent years
have witnessed a steep rise in the number of successful network intrusions.

Behaviour-based detection is a relatively new approach that uses statis-
tical models to reflect normal behaviour, and alternative hypotheses can be
formed that reflect attack behaviour when deviation from the model is evi-
dent. While the paradigm may be new in practice, the data-centric approach
is not (e.g. Ref. 1 argued in 2013 that extensive network monitoring is
the key to successful detection). This approach requires the analysis of
data from a wide variety of sources. Statisticians have an important role to
play in these developments. The magnitude of the dataa requires automated
approaches to baselining activity, and careful calibration of anomaly scores
to assess activity patterns extracted from data sets with widely varying dis-
tributions. In addition, it is critical that statistical approaches be guided by
security expertise, to ensure that the methods employed are sensitive to
real attacker methodology. Blind application of statistical methods without
subject matter guidance is likely to fail.2, 3

This chapter captures both the attacker’s and the defender’s perspective.
In Section 2, we give a detailed description of the behaviours of attackers
and provide some concrete examples. In Section 3, we describe the types of
evidence these behaviours leave behind in system logs. Section 4 presents
statistical analyses, emphasising ways to make the signal more prominent.
Finally, in Section 5, we introduce the further complication of detecting
insider threats and suggest ways to incorporate indicators of these type of
attacks.

aFor example, from a moderately-sized client network with 90,000 nodes, we collect and examine
24 MB of network meta-data per minute.
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2. Behaviour of Attackers

To develop a behaviour-based approach to detecting attackers, it is
important to understand the general characteristics of an attack. Hutchins4

examined targeted network intrusions, and identified the following seven
steps, sometimes referred to as the attack chain or kill chain:

• Reconnaissance — the attacker gains information about the target to
identify potential sources of entry and intended data and systems to dis-
rupt.
• Weaponisation — the attacker prepares the means of exploit or malware.
• Delivery — how the malware is launched.
• Exploitation — the means by which the attacker actually gains entry.
• Installation — the attacker establishes a base from which to execute.
• C&C — the attacker establishes communication back to its own servers

to receive stolen data or initiate actions from outside the target network.
• Actions — achieving the specific objectives against the target network.

Because the first two steps typically occur outside the target network, we
will focus on the last five steps.

An advanced persistent threat (APT)5 is characterised by the attacker
maintaining access in the compromised network for a long period of
time. As an example, consider a highly publicised attack campaign of
late 2009, dubbed ‘Operation Aurora,’ that successfully targeted, among
others, Google, Adobe, Juniper Networks, Rackspace, Yahoo and Syman-
tec. According to Ref. 6, the attack targeted source code repositories
within the companies, called software configuration management systems
(SCM) (reconnaissance). The attacks typically started with spear-phishing
emails (delivery) including a URL link. When the victim clicked on the
link, a zero-day vulnerability (exploitation) in Internet Explorer resulted
in malware (previously weaponised) being executed (installation) on the
machine. The malware set up a backdoor into the compromised host, which
then initiated a connection back to one of the attacker’s servers (C&C).
The attackers were then poised to carry out the main goal of their attack,
accessing and exfiltrating code from the SCMs (action). Table 1 associates
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Table 1. Operation Aurora attack chain.

Attack phase Mechanism Log visibility

Delivery Phishing w/URL Email/Web
Exploit URL, website w/malicious JavaScript Behavioural malware detection

JS exploited zero-day Internet Explorer
vulnerability
Downloads trojan Roarur.dr

Installation Roarur.dr saves and executes Event logs
%Application Data% \a.exe New process
Downloads roarur.dll, and injects
into svchost.exe, creating service and Registry modification
Reg.Key...\Services\RaS New service
[.. 4 random char ..]

C&C RasMon backdoor connects back Web
ex. 360.home[REMOVED].com New domain traffic

Actions SCM poorly secured
easily accessed by attackers
Downloading entire source-code trees High bandwidth outbound

these steps with the evidence they left in system logs (we will discuss the
evidence in greater detail in Section 3).b

2.1. Understanding network security practices

In order to be truly effective, attackers need to understand the networks
of the enterprises that they target. Often, the culture and business of an
enterprise give hints about the network and resources supporting it, which
in turn suggest vulnerabilities (in both technology and practices) likely
to exist within the network. Conversely, an attacker must perform certain
actions to progress through a network in order to install, establish C&C and
achieve their objectives. Thus, understanding the confines of an attacker
and the stages of an attack lifecycle further contextualise events seen in
system logs; this context helps to prioritise security monitoring resources
and identify that an attack is in progress.

bChen7 studies general characteristics of APT attacks, providing further examples conforming to the
attack chain template.
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While it is reasonable to assume that larger networks can leverage more
sophisticated infrastructure and apply complex security measures in a thor-
ough and consistent manner, the reality is much different. The pace of
growth, both in the improvement of existing technology as well as new
technology being added to replace manual or analog processes and machin-
ery, has made the concept of consistent security service delivery imprac-
tical. Many corporations do not have the resources to keep up with the
changes resulting in asset inventories that are incorrect and incomplete,
patches that are not at recommended levels, non-hardened default config-
urations in production, and unapproved hardware and software existing in
the environment. The current trend in the so-called “Internet of Things”
is to provide network connectivity for all technology, often before even a
cursory vulnerability assessment is conducted. This results in ad hoc secu-
rity practices added onto the technology, rather than those services being
built-in at the design phase. Cyber security is typically handled by a series
of periodic projects based on budget surpluses or drastic events, rather than
a holistic integration with the business.

Attackers continue to seek ways to exploit lack of resources, poor sit-
uational awareness and inadequate security postures. For instance, if an
attacker is able to determine that an organisation’s security department is
understaffed, they may assume the network contains systems that have not
been sufficiently hardened and will prioritise their activities to target vul-
nerabilities in default configurations of common services. Alternately, if
an attacker believes that the administrators of the network are security-
minded but that the organisation as a whole does not provide adequate
security awareness training for its personnel, the attacker may focus their
attention on low-level users as opposed to attempting to gain administrator
privileges at the outset.

This ability to adapt is the main reason the scales are tipped in the
attacker’s favour. Cyber security has traditionally been a cat and mouse
game with security controls being developed and implemented based on the
observed actions of an attacker after the fact. The number of ways an attacker
can attempt to reach their goal is limited only by their own skills, experience
and resources, and it only requires the identification of one of those ways to
be successful. Security practitioners, on the other hand, must balance their
resources to remove as many of the attacker’s options as possible.

||||||||||||||||||||
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Given the size and heterogeneity of modern networks, the main defi-
ciency for security practitioners is situational awareness. Even though log-
ging and detection mechanisms have become more sophisticated, using
them effectively to take command of a network’s security is a daunting
task. Alerting mechanisms typically assign security events to broad cat-
egories (i.e. high, medium and low) based on individual, uncoordinated
thresholds. This leads to an overload of alerts generated from isolated data
sets that neither leverage nor provide context into other anomalies on the
network. As we will show in Section 4, we gain significant performance of
detection systems by analysing events from these multiple sources together
rather than separately.

2.2. Understanding the attacker

Attacks are as varied in purpose as they are in execution. While being able
to obtain the actual identities of attackers is important for litigation, espe-
cially in the case of malicious insiders, security practitioners focus on moti-
vations of the attacker, as well as their methodologies, since identities are
rarely available and trustworthy. By understanding an attacker’s motives,
capabilities and techniques, it is possible to narrow the list of potential tar-
gets and actions taken by an attacker, which will help to focus resources
available for detection and response.

Prerequisites of an attack — communication

The most fundamental need for a remote attacker is the ability to commu-
nicate with network resources on the targeted network, whether directly or
indirectly. Direct network communication occurs when the attacker is able
to define and control the information being sent to resources on the targeted
network. The attacker does not necessarily need to have physical access to
a machine on the targeted network; the emphasis is on the attacker’s ability
to directly define and control information that reaches the target. The act
of chaining access to logically separated networks through a series of com-
promised machines is known as pivoting, and allows the attacker to create
a path from untrusted networks to protected segments. For an approach to
the detection of pivoting, see Ref. 8.

||||||||||||||||||||
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In contrast, indirect network communication is characterised by an
attacker being able to influence network communication to targeted net-
work resources, as opposed to having full control over it. Indirect com-
munication typically occurs in attack vectors that involve web application
infrastructure. The architecture of web-based applications includes several
components that are housed in disparate network segments, with increas-
ing protections and access controls as the communication traverses deeper
in the network. In this architecture, an attacker may have direct access to a
web server that provides the external interface for the application.c The web
server may then communicate with an assortment of protected resources,
such as databases of customer or product information. This allows the
attacker to cause indirect effects on the network via direct effects on the
externally facing web servers.

While security controls may be in place to prevent an attacker from
directly communicating with these backend resources, the web application
itself must act as a broker between an untrusted user’s input and these sys-
tems. Therefore, if a web application does not sufficiently mediate requests
made, an attacker could influence the communication to the protected
resources. Because the attacker must use the application as an intermedi-
ary, the control over the communication is limited by whatever processing
is being performed by the application. For instance, a SQL injection attack
may allow indirect communication with the database, but the attacker’s
ability to use the injection as a form of communication with the database
is limited by the design of SQL statements being performed by the appli-
cation and the use of non-validated user input. Of course, if the indirect
communication path obtained does not allow the attacker to achieve their
goals or the restrictions of channel inhibit future action, the attacker may
focus on using this channel to develop a direct communication channel.

Prerequisites of an attack — command execution

An attacker must also have the ability to either perform or influence the
execution of source code. This could vary significantly, from an attacker
being able to execute arbitrary code provided or generated by the attacker

cSince the web server is intended to be directly accessible from untrusted networks, it is usually
housed in a de-militarised zone (DMZ) along with other network resources that are also prone to
compromise.
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themselves (direct), to subtly affecting how or when a host executes code
that was intended for benign purposes by its designers (indirect). In the
case of a typical denial-of-service attack, the source code being executed is
perfectly legitimate; however, the attacker’s ability to influence the volume
and timing of the execution drives the success of the attack.

In most cases, an attacker prefers to gain direct command execution —
that is, the authority to initiate processes within an operating system, or
threads within a process. As an example of the latter, many services pro-
vide embedded consoles that can be used by an attacker to issue Operating
System (OS)-level commands. In this case the attacker is able to instruct
existing, legitimate services to issue commands to the underlying system.

Authorisation and authentication controls are well established and must
first be overcome by the attacker in order to gain direct command execu-
tion. If an attacker has previously been able to bypass the authorisation
controls or obtain valid credentials (or simply if the attacker is an authen-
ticated insider), command execution is trivial. Even if the attacker has not
gained authenticated credentials, direct command execution may still be
possible by either (1) manipulating those who are authenticated, such as in
social engineering attacks, or (2) manipulating automated services or work-
flows that have implicit authorisation. In the case of social engineering, the
attacker is relying on authenticated users to either provide the attacker with
authorisation or to use the victim’s own authorisation to execute commands
unwittingly. If an attacker is able to gain insight into automated services
and batch jobs running on the target network, it may also be possible to
inject or replace executables that are expected to be executed automatically
by an authorised service or process. In both of these instances, neither net-
work access nor direct communication is required; however, the attacker
does sacrifice having certainty of the timing (if at all) of the execution. In
the case of a phishing attack, the attacker is relying on the recipient’s likely
but not guaranteed behaviour, and has no control over the timing of the user
click and subsequent installation of malware.

If an attacker is not able to obtain command execution directly, it
may be possible to influence or manipulate commands that are run by
other users or services. Injection attacks involve the manipulation of the
commands themselves before execution. Injection exposures are typically
created in situations where commands are generated automatically and

||||||||||||||||||||
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include input from the user. SQL injection, arguably the most well known
of injection attacks, occurs when malicious input from the user is added to
an existing SQL statement without being properly sanitised before execu-
tion. However, the level of control obtained by the attacker is limited by the
structure of the existing statement, and the input provided must conform to
the syntax of the other elements of the statement that are not influenced by
user input.

Another example of indirect command execution involves fuzzing,
where the attacker manipulates or controls the input to the command being
executed, but does not directly execute the command itself. For example,
the attacker can construct input that either causes an executable to produce
output that is beneficial to the attacker or manipulates the contents of RAM
to disrupt the flow of execution. The attacker may then be able to supply
his or her own instructions, potentially gaining direct command execution
in the process, but again, must do so under the confines of the executable
being exploited.d

Indirect command execution, through fuzzing, injection attacks, or
other forms, is not as beneficial to the attacker as direct execution; the
restrictions imposed by indirect access force the attacker to reconcile their
intentions with the constraints inherent to the environment of the exposure.
If the restrictions do not permit direct command execution or do not result
in access or privileges, the benefit of the exposure to the attacker may be
limited to the information gained during the initial reconaissance activities.
However, exposures that provide indirect execution are often more plen-
tiful than those providing direct execution. The nature of indirect expo-
sures involves exploiting corner cases; vulnerabilities are often exposed
only after iterations of sequential testing with multiple variables. Recall-
ing the dichotomy between protecting (closing all avenues) and attacking
(finding just one) networks, the deck is stacked in the attacker’s favour. The

dOther, more subtle forms of fuzzing may manipulate or interrupt sequences of legitimate events.
Consider a web application that includes a multi-step process to accomplish a specific task. By enu-
merating through all possible states of each step within the process, the attacker may be able to iden-
tify a sequence that puts the system in an undefined state. Then, by carefully orchestrating a series of
events within the workflows, the attacker may be able to exhibit some level of control over the system
or application.
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obligation of the defender to focus on breadth of coverage, as opposed to
depth, affords the attacker the best position to uncover these exposures.

3. Evidence of Attacks

Attackers’ actions leave trace evidence in a variety of system logs. Taken
alone, any single piece of evidence may be insufficient to detect an attack
with confidence, but by combining evidence from multiple sources and
understanding the context and means available to attackers a sufficiently
strong signal may be extracted from the data. In Section 4, we exam-
ine three approaches to combining events: across the attack chain, across
events on different hosts and correlating traffic characteristics. To set the
stage, we first describe various data sources available to the network ana-
lyst.

3.1. System logs

System logs are available from the computer systems themselves. We dis-
cuss these data sources in the context of attack behaviour.
Event logs Operating systems (both Windows and UNIX or unix-based)
log events regarding system operation, authentication and security. Though
not initially designed for security, these logs contain a wealth of informa-
tion and are attracting considerable interest.9 Commercial and open source
products are also available that provide logs of similar events that could be
used for data analysis.
Flow data A flow is a summary of a connection between two computers.
Flows are typically tracked by the routers and uploaded to central storage
and analysis machines. Various flow formats are available, but NetFlow is
the most prominent. Typical flow records consist of the start and end times,
the IP addresses of the source and destination, the ports used by both, the
number of packets and bytes sent, and flags set by the transport protocol.
Speratto10 overviews the use of NetFlow to detect security events such as
scanning and denial of service, while others have used flow data to detect
lateral movement through a network.8, 11, 12

Domain Name System (DNS) logs The main use of domain name servers
is to map domain names to IP addresses. However, DNS can also be
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used for covert communication.13, 14 DNS requests are handled by the
authoritative domain server for a domain; if this server is controlled by
attackers the requests can be used to send information back and forth from
a compromised computer, even one that does not have external network
access. Only a limited amount of information can be sent in any DNS
request, meaning that a large number of requests are required for such
covert communication, and this activity is fairly easily identified. While
many legitimate services use DNS tunneling, these are easily identified
and removed from consideration.14 Neil et al.8 show a use of DNS logs to
infer connections in internal networks.
Web logs Web traffic is typically allowed through organisational fire-
walls. This makes http(s) traffic attractive for attackers as a means to com-
municate with malware installed on compromised machines. Luckily for
defenders, enterprise web traffic almost always passes through an organi-
sation’s web proxy, allowing it to be easily stored for analysis. Web access
logs can contain the IP address of the requesting host, the URL being
requested, the type of request (GET, POST, CONNECT, etc.), the time,
duration and possibly the amount of data exchanged.

The above is not exhaustive — logs associated with email, antivirus
products, active directory, endpoint agents, firewall logs and data loss pre-
vention technologies can provide further visibility into the operating net-
work.

3.2. Evidence throughout the attack chain

We will briefly describe how evidence may be manifested throughout the
attack chain; Figure 1 illustrates one example.

3.2.1. Delivery

Email Phishing emails are one of the more pervasive attack vectors for
obtaining initial access. Most organisations maintain logs about corpo-
rate email, including the sender’s and recipient’s addresses, IP address of
the sending server, the existence and type of attachments, and embedded
URLs. By combining this information with other logs (Windows event
logs, antivirus logs, web logs) one can infer whether the email recipient
clicked on an embedded URL, or opened an attachment.

||||||||||||||||||||
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Fig. 1. The attack chain and data sources affected. The circles indicate the phases of the
attack chain, and the boxes give possible logged events related to the attack activity.

Removable media Removable media and peripherals are another common
means of delivering malware. Although physical access to the machine is
required, the malware can be embedded in the device and given to a vic-
tim for physical insertion. This is also very common in malicious insider
activity, since physical access is usually in effect in this scenario. This vec-
tor provides many advantages to the attacker, including the potential for
exposure to multiple machines, and the low level communications with
which the devices interact with the system can provide powerful access
for an attacker. Moreover, vulnerabilities15 for gaining direct access to
the machine’s memory contents have been identified and tools are read-
ily available16 to perform the exploitation without knowledge of the user.
These vulnerabilities are often difficult to mitigate and are often inherent
to the protocols and interfaces for these devices; however, Windows events
are generated when removable media are inserted and ejected, which can
assist in detection.

||||||||||||||||||||
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3.2.2. Exploit

Application crash Crashes of common applications, such as Adobe
Reader or the Microsoft Office suite of tools are reported with Windows
Event ID 1001/4097 and may be indicative of a user having opened a mali-
cious attachment in a phishing email.9 Correlating such crash events with
email logs can refine the search for the specific vector.

We should emphasise two issues at this point. First, this is only one of
a variety of windows event logs that may carry signal when attackers are
present. Second, this is only one type of crash event, and others can be
examined to great effect. We hope to give the reader a flavour of the large
opportunities available in event logs without being exhaustive.
Process anomalies Malware can be injected into processes running on a
system (c.f. the Operation Aurora attack). Windows Event ID 4688/592
are generated when a new process is created. Each process is associ-
ated with a process ID, and is also marked by its parent process (if any).
Although many variations are possible, a typical parent/child process rela-
tionships can give a strong indication of attacker behaviour. For instance,
the existence of a cmd.exe child process for notepad.exe on a Windows
machine is not a typical use case and can be taken as evidence of foul play.
Other indications of process anomalies could involve network traffic being
generated from processes of applications that do not include networking
functionality.

3.2.3. Installation

New Process The execution of a program generates an event indicating a
new process has been created. The name of the process, its process ID and
its parent process all can be logged. From some host agents and Windows
event reporting utilities, file hashes of these can be obtained. Maintain-
ing a list of known programs (names/hashes) is useful. When a previously
unseen program is run, this should be logged, as it might be indicative of
newly installed malware.
New Service The backdoors of many targeted attacks have run as Win-
dow services, as was the case in the Aurora attacks. Logging when new
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services are started and running is important, and can be done similarly as
for process creation events.
New Registry keys Registry keys contain information regarding which
programs are run when the Windows system is booted. These are
often modified by attackers to maintain persistence. Windows event IDs
567/4657 are relevant here.
Virus alert followed by process creation Antivirus alerts are often
ignored by network security personnel. A damaging case in point was
the much publicised Target breach where the alerts from FireEye malware
detectors were not acted upon. One can match virus alerts with process
creation events to identify malicious processes.
Process/Service Termination Attackers often attempt to disable anti-
virus products. These are commonly run as services in Windows and can
be monitored for whether they are running or not. If an antivirus service is
suddenly disabled, this can indicate the presence of an attacker. Windows
Events 7034–7036 are relevant here. A more comprehensive discussion of
process behaviour is omitted for brevity, but process termination is far from
the only event of interest in process logging.

3.2.4. C&C

Beaconing When malware is installed, it commonly communicates back
to its creators to alert them of a successful installation and its readiness
for commands.17 This beaconing often takes the form of brief, frequent,
regular connection attempts and is visible in web logs or DNS logs, among
others.
Traffic patterns When an intruder remotely interacts with a compromised
machine, the traffic characteristics between the compromised host and the
attacker’s server are likely to deviate from the bulk of an organisation’s
external traffic, which is predominantly web traffic. Normal web traffic
shows regularity in requests, bandwidth usage, transaction size and inter-
request delay.18, 19 These differ from command and control channels oper-
ating over DNS.14 In many cases, the attacker’s external server will not be a
domain to which previous traffic from the organisation has been recorded.
Commonality with known C&C protocols There are a number of
common Remote Access Trojans (e.g. PoisonIvy, GhostRAT) that have
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particular traffic features that can be detected.20 Using known C&C
protocols it is possible to hunt for new variants.21

3.2.5. Actions — lateral movement

Irregular logons and connections When an attacker is searching for infor-
mation to steal or accounts to compromise, this can generate unusual
logon activity and connections. In particular, this can generate connec-
tions in flow data that previously have not been seen. Alternatively, user
accounts may be observed logging on to machines they have never previ-
ously accessed. Maintaining a historical record of connections and network
logons is key in order to identify such activity. Lateral movement can be
accomplished using a chain of connections, or with multiple connections
outward from the same compromised machine. The first creates a path
structure in the network,8, 11 while the second an out-star characteristic.
In Ref. 22, an approach based on user-authentication graphs is proposed.
Session tracking Windows events are generated and logged for several
types of user activity. Events are generated when a user logs on to a
machine (Logon type 2), locks and unlocks the terminal (Logon type 7),
and when the screen saver is activated. Collecting these events makes it
possible to track where a user has logged on the computer while being
physically at the keyboard. When combined with network-based logons,
one can create a more comprehensive picture of a user’s activity, also
known as session tracking.

While there are a handful of login types, the most common type of
network based logon, logon type 3, occurs when a user logs onto a host
in the network or connects to a shared folder or printer. Another common
user logon, type 10, captures logons that occurred when a user uses remote
access technology, such as a Remote Desktop or Remote Assistance to
logon to the machine. Even without network connectivity, these logons are
recorded in the even logs where applicable. For example, logon type 11
captures logons that occurred when the device did not have connectivity to
administrative machines used to administer the organisation, known as the
domain controllers.

Session tracking can be useful in the detection of anomalous use of
a machine. For instance, signs of the system in use (process creation/
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deletion, network activity, etc.) while signs of system inactivity (active
screen saver, terminal lock events) may be indications of remote access
to the machine that may warrant further analysis.
Scanning Network reconnaissance is often done by scanning. In horizontal
scanning, multiple hosts are probed for a service on a specific port, while
in vertical scanning, a single machine is probed on multiple ports. Flow
data can be used for detecting this type of activity.10

Staging for exfiltration Attackers often accumulate data to be exfiltrated
in a central place or single host. Again, flow data can be analysed to look
for activity from many hosts to a single one. Even more evidence is given
by a subsequent large data transfer out of the network from this central
host, via either USB events or high-bandwidth internal-to-external com-
munications.
Exfiltration During typical web-browsing activity, most content is being
downloaded from a remote server, with substantially less data being sent
(e.g. most often just http(s) requests) from the client within an organisation.
These ratios are reversed when an attacker is exfiltrating data via http(s)
from the organisation to an external server. One can monitor outbound flow
traffic for similar characteristics.

4. Combining Attack Signals

This section illustrates different strategies to combine events using data
from a network at Los Alamos National Laboratory (LANL), and repre-
sents work to appear in Ref. 23. The network has roughly 20,000 hosts,
and a variety of data sources are logged from it.

• Email This information includes the sender and recipient email
addresses, the IP address of the sending server, URLs and attachment
names (if any) in the emails.
• Host ownership These logs map IP addresses on the network to users

and their email addresses.
• Web proxy All web traffic out of the LANL network goes via a proxy

server, and all requests made by the proxy server are logged. These
contain information on the requesting host IP address, the time of the
request, the duration of the connection, the type of requests (GET, POST,
CONNECT, etc.) and the URL associated with the request.

||||||||||||||||||||
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• DNS All DNS requests are logged and contain the IP address of the
requesting host, the nature of the request, the domain to which an IP is
requested and the time of the request.
• NetFlow In this case, only perimeter-crossing flow records are consid-

ered. These contain source and destination IP addresses, ports associ-
ated, the number of packets and bytes, as well as the start and end time.
• Windows events A variety of events were extracted from Windows event

logs. In particular, we look at: application crash events, network logons,
logon failures, process creation and service start.

4.1. Representation

From these data sources, we can gather evidence of events spanning the
attack chain. Each event is represented with a tuple consisting of the host
generating the event, the event type, the event mark, the start and end
times associated with the event and an optional severity score. This infor-
mation is represented using

(h, e, m, tstart , tend , s),

where h is the IP address of the host, e is the event type, m is the event
mark, tstart and tend are the start and end times (possibly vectors) and s is
the severity score.

Table 2 summarises these events. An Email click event type signifies a
user clicking on a URL in an email. This event is created by matching web
traffic from the machines associated with the user with the URLs in email
that the user receives. The email click is associated with the host from
which that web traffic was recorded. A white list of assumed legitimate
email senders was constructed from a training period, and emails from any
of these were assumed legitimate and thereafter ignored.

A New process event type is generated when a previously unseen pro-
cess is executed on a computer. An unseen process is determined by the
process name from the Windows event log, and a list of all processes that
have been observed on the network.

The New service event is similar. Multiple traffic logs are used to cover
C&C activity. The event type New Web is generated when a host initi-
ates traffic (http(s)) to a domain to which traffic has not been previously
observed. The mark of this event is the domain name to which the traffic
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Table 2. Attack chain data sources. The table gives the event types used by the intrusion
detector, the corresponding data source, the marks associated with the given event types
and the rating type of each event.

Attack phase Source Event type Mark Rating type

Delivery Mail and Web logs Email click URL in mail Network
Exploit Windows logs Application crash Host
Installation Windows logs New process process name Network

Windows logs New service service name Network
C&C Web logs New Web domain Network

DNS logs New DNS domain Network
Flow logs New flow domain Network

Actions Windows logs System commands command name Host
Windows logs Network logon destination IP Host
Windows logs Logon Failure Host

is recorded. The severity score of this event is formed by summarising all
traffic from the corresponding host to the domain, using features such as
number of requests, total duration of requests, the entropy of requests and
sustained activity; these are all features that are similar to those considered
in.18, 19 The summarised score is then standardised by comparing it to the
historical distribution of all such scores, essentially giving a p-value for
the traffic.

The New DNS and New flow event types are similar, though the feature
sets are somewhat different. Finally, the event types covering the Actions
phase of the attack chain are all taken from Windows event logs. Partic-
ular system calls are tracked, as in Ref. 9, to uncover possible reconnais-
sance. These are obtained from process creation events. The event type
Network logon is marked by the destination IP address, i.e. the computer
being logged on to, and is used for uncovering possible lateral movement,
as is the event type Logon Failure.

4.2. Dependence across the attack chain

It is interesting to consider the dependence between the events associated
with the different phases of the attack chain. Intuitively, these phases have
little to do with one another, and thus low dependence between events in
different phases is expected. To investigate this, each host was assigned a
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Table 3. Dependence across attack chain. The table gives
the κ values between the event indicators (described in the
text) corresponding to the attack phases.

Init Exploit Install C&C Actions

Init 1
Exploit 0.00 1
Install 0.00 0.02 1
C&C 0.00 0.02 −0.02 1
Actions 0.00 0.01 −0.06 0.01 1

vector of zeros and ones, with each element corresponding to a particular
phase of the attack chain. A zero was recorded if the host did not have an
event associated with the particular attack phase, while a 1 was recorded if
it did. The dependence across this vector was assessed using the κ statistic.
Letting X and Y be two 0/1 variables, this statistic is defined by

κ ≡ Pr(X = Y )− Prind (X = Y )

1− Prind (X = Y )
,

where Prind denotes the probability assuming X and Y are independent.
The results of the investigation are given in Table 3. These numbers rep-

resent the average of κ statistics computed on single days over a two week
period. It is seen that there is very little evidence of dependence across the
attack chain phases.

The independence exhibited in Table 3 is convenient from a statistical
modelling and scoring point of view, however its implication for intru-
sion detection is more substantial. We know from investigations that an
intruder must generate events across the attack chain to accomplish his
mission, however the independence suggests that corresponding chains of
events may be infrequent under non-attack conditions. This further implies
that while the events associated with each attack phase are non-definitive,
their combination may very well be. To illustrate this point consider the
following.

Example
Suppose a network consists of 10,000 computers, and that the two events
Email click and New process are being monitored. Assume further that
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each event occurs on 200 of the hosts per day. Under independence,
only 4 out of 10,000 machines will register both events per day, since
(200/10,000)2 ∗ 10,000 = 4. If a third event with the same occurrence
frequency is monitored, then this intersection is further reduced to an aver-
age of 0.08 machines per day, i.e. only one machine every 12.5 days. This
rare combination of rare events is key in our approach for reducing false
positives.

4.3. Scoring events

Assigning an appropriate score to the observed event types is key. Two
different approaches are taken here: host-rated and network-rated. In the
former, an event is evaluated in the historical context of the host on which
it has occurred; in the latter, on the number of hosts on which it occurs.
For instance, Network logons should be scored relative to how frequent
a host logs on to a particular computer; Application Crash events can be
similarly baselined, as can the use of the monitored System commands.
However, a New service event is best evaluated in the context of the num-
ber of hosts that initiate the same new service, in order to borrow strength
across the population.

Table 2 details how these map to the monitored events. For a host-rated
event, the important quantity is the rate of the event type and mark on the
particular host. Assuming a predefined unit of time (for example, one hour,
or one day), let h be a host, e an event type and m the associated event
mark, then λem(h) represents the number of times e with mark m occurs on
h within that period of time. For instance, consider e = Network logon to
a destination computer m from host h, then λem(h) summarises the time-
standardised frequency of h issuing a network logon to m.

To score a network-rated event the salient quantity is the number of
hosts that have initiated the particular event, again within the predefined
unit of time. We use nem(N) to denote this quantity. Here, N is the set of
all computers on the network, and the function nem() counts the number
in its argument. Note that nem(h) = 1 if host h has event type e with
associated mark m.

Scoring events is here based on least frequency of occurrence. For
instance, consider scoring all New service events on host h. The set of
new services observed is denoted by me(h) = {m : nem(h) = 1}. Each
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one of these is associated with the score nem(N). In summing these scores,
we consider the probability that a randomly selected host h∗ has a New
service that is at least as infrequent as the least-frequent one associated
with h; that is

pe(h) ≡ Pr{ min
m∈me(h∗)

nem(N) ≤ min
m∈me(h)

nem(N)}.

The quantity pe(h) will be interpreted as the p-value for event type e on
host h. All network-rated event types are scored using this approach.

A similar approach is used to score host-rated events. In particular, we
now define

pe(h) ≡ Pr{ min
m∈me(h∗)

λem(h) ≤ min
m∈me(h)

λem(h)},

where h∗ represents a (fictitious) host whose rate distribution is the same
as that of h.

Host-rated scoring can be problematic when events that have not previ-
ously been observed for a host do occur. In those cases, the naı̈ve estimate
of the rate of occurrence of the event would be 0, which is clearly not
the case. Some approach to borrowing strength across hosts is needed. For
network logons, this could be based on approaches for link prediction, for
others shrinkage estimation could be used. For simplicity, these aspects are
not detailed here.

4.4. Scoring the attack chain

Let Pk denote the set of event types that are monitored in attack phase k.
We can form a combined p-value for these events associated with a host
h via p-value combination.24 Here we combine using the minimum of the
p-values associated with Pk , and define the p-value for the attack phase by

pPk (h) = |Pk | ·min
e∈Pk

pe(h).

Multiplication by the number of event-types monitored in the phase, i.e.
|Pk |, is a Bonferroni correction and provides a valid upper bound for
minimum p-value combination even under dependence of the individual
p-values.
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A score for the entire attack chain is obtained by combining across all
Pk for k = 1, . . . , K . We have used Fisher’s combination method, which
yields the score

a(h) = −
K∑

k=1

log{pPk (h)}.

From Table 2, this combination is justified by independence of the com-
ponent p-values, however due to discreteness the statistic a(h) does not
follow the standard 2 · χ2

2K distribution, see Ref. 24.

4.5. Scoring exemplified

To investigate the detection power of the above scoring scheme, fictional
attack data was inserted into the log data. The attack followed the gen-
eral pattern of the Aurora attacks: a phishing email to a single recipient
containing a URL. When clicked on, the browser was exploited by mali-
cious JavaScript leading to the installation of a new Windows service. The
installed backdoor then initiated a connection back to the attacker server,
generating moderately anomalous outbound traffic. The events generated
were an Email click, a New service and a New web.

The results of the investigation are plotted in Figure 2. The dashed black
line represents maxh∈N a(h) for each day in a 12-day evaluation period,
with a 14-day prior period (not shown) used for training purposes. The grey
dashed line represents the anomaly score of the compromised host. The
box plots give the results of a permutation analysis, where maxh∈N a(h)

was formed on permuted IP events. This was done by randomly permuting
the IP addresses associated with each event type, using a total of 30 per-
mutations. The permutation results agree well with the observed anomaly
score, which is not surprising due to the independence of the attack phase
events.

The event combination considered here has ignored the time ordering
of events. This can be a curse and a blessing. One approach for incorpo-
rating temporal relationships between events is described in Ref. 25. Here,
a descriptive latent state model is used to describe the flow of an attack,
and the observed events that it could generate. The approach creates a tree
structure representation of the observed events representing sequences of
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Fig. 2. Inserted attack. The figure shows the anomaly score, grey curve, of a simulated
intrusion on a single host inserted into observed data along with normal deviation under
the null.

events consistent with the attack model. A recursive p-value combination
approach is used to collapse the tree into a single anomaly score for each
host.

4.6. Host clustering

In many intrusions, more than one machine is targeted. Phishing emails
can be sent to multiple recipients within an organisation, a subset of these
may activate the exploit, a subset of which may be vulnerable resulting in
a malware installation. The malware can initiate communication back to
the attacker server, resulting in the victims recording traffic to the same
domain. Further, to maintain persistence, the attacker may install malware
on additional machines as he moves laterally through the network. Cor-
relating this type of activity can be powerful, and a simple approach is
illustrated here.

An illustration of the type of activity sought is given in Figure 3.
Here, five computers are depicted and arrows are drawn to their associ-
ated events. Event types are depicted by the rectangles, labelled Email,
Web and New program, while the event marks are depicted by the ovals.
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Fig. 3. Event clustering between IP addresses and event types.

Identifying hosts that share a common set of (rare) features is the task. In
the illustration it is seen that hosts 1 and 5 share a common Email, traffic
to the same web domain, and the start of the same program.

To identify clusters of related machines, agglomerative clustering was
used.26 The clustering was applied to the network-rated event types shown
in Table 2. The clustering requires a similarity score between each pair
of hosts. This was accomplished by first computing a similarity score for
each event type, and then averaging across the event types to form an over-
all similarity. The event type similarities were computed using a random
walk on the bipartite graphs of IP addresses and event marks associated
with a given type.27 For each IP address, an event mark was sampled at
random from the set me(h), and then an IP address pointing to this mark
was sampled at random. Repeating a large number of times (1,000) and
computing the fraction of times host h landed at host g gave the similarity.
The agglomerative clustering produced a hierarchical set of clusters, each
one of which was scored.

The scoring of the clusters was done as follows. Let H denote a cluster
of hosts, then nem(H ) denotes the number of hosts in H that have mark m
of event type e. The larger nem(H ) is the more anomalous the cluster is,
for a given value of nem(N), while the larger nem(N) is the less anomalous
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a given value of nem(H ) is. To capture this we scored nem(H ) using

pem(H ) ≡ Pr{∃m∗ : nem∗(H̃) ≥ nem(H ) ∩ nem∗(N) ≤ nem(N)},
where H ∗ is a randomly selected cluster of size equal to that of H , i.e.
|H ∗| = |H |. The assumption underlying pem(H ) is that each host, condi-
tional on |me(h)| selects his event marks at random (without replacement)
from all m observed on the network. The p-value associated with event
type e was set to

pe(H ) = min
m

pem(H ).

In practice computing (4.6) is challenging, and an approximation was used
assuming that each host selected a single m.

Combining across all event types in an attack phase Pk was done using

pPk (H ) = |Pk |min
e∈Pk

pe(H ).

These probabilities were then combined. To make groups of hosts of dif-
ferent sizes comparable, the combination needs to scale with the number
of possible clusters of a given size. We have used

c(H ) =
(|N |
|H |

) K∏
k=1

pPk (H ),

where
(|N |
|H |

)
is the number of possible clusters of size |H | that can be

formed from all computers N in the network.

4.7. An actual attack

The above clustering and scoring approach was applied to a 16-day period
containing an actual network intrusion at LANL. For this period, data on
emails were not available, nor were NetFlow records. The results are given
in Figure 4(a) where maxH − log{c(H )} is plotted (the black dashed line)
for each day in the period, with H ranging over all clusters identified
by the agglomerative clustering. The box plots give results from applying
the method to data generated using the previously described permutation
approach. There is a clear anomaly at day 9 in the 16-day period. This cor-
responds to the day of the real network intrusion. The cluster of machines
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Fig. 4. Real attack results. (a) shows anomaly score corresponding to the most anomalous
cluster over the period containing the attack. (b) depicts that corresponding cluster.

associated with the anomaly score is depicted in Figure 4(b), showing five
machines with traffic to the same web domain and starting the same New
service.

Extensions to the described clustering procedure would be useful. For
instance, an attacker may not necessarily install the same malware on each
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sar eax, 3
push edi
mov edi, [ebp+Dst]
xor esi, esi
push eax      ; Size
push esi      ; Val
push edi      ; Dst
call func_8abd8b9b4c9b25fc5...
add esp, 0Ch
cmp [ebp+arg_8], esi
jle short bb_b262b1dfa3447...
mov edx, [ebp+arg_4]
mov ecx, esi
mov eax, esi
and ecx, 7
mov dl, [esi+edx]
sar eax, 3
shl dl, cl
add eax, edi
or [eax], dl
inc esi
cmp esi, [ebp+arg_8]
jl short bb_15588ae09b308...
pop edi
pop esi
pop ebp
retn 0Ch

Program A
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sar eax, 3
push edi
mov edi, [ebp+Dst]
xor esi, esi
push eax      ; Size
push esi      ; Val
push edi      ; Dst
call memset
add esp, 0Ch
cmp [ebp+arg_8], esi
jle short bb_b262b1dfa3447...
mov edx, [ebp+arg_4]
mov ecx, esi
mov eax, esi
and ecx, 7
mov dl, [esi+edx]
sar eax, 3
shl dl, cl
add eax, edi
or [eax], dl
inc esi
cmp esi, [ebp+arg_8]
jl short bb_15588ae09b308...
pop edi
pop esi
pop ebp
retn 0Ch

Program B

Similarity = 1.00

Fig. 5. Malware from APT1. The plot shows two malware programs from APT1. Boxes
represent subroutines, and arrows the calling structure of the programs. The shaded regions
depict two regions of identical code.

compromised machine. In such cases identifying new programs that share
similarity would be useful, since programs written by the same group of
attackers are likely to exhibit commonalities. This would require some host
agent for identifying new programs and shipping the executables to some
central place for similarity analysis. Products of this sort are commercially
available. The concept of program similarity has been fruitfully exploited
by statistical malware detectors, and an illustration of such similarity is
given in Figure 5. Here two malware programs from the APT1 campaign
are plotted, where the boxes represent the subroutines, and arrows depict
the calling structure of the program. The shaded region shows identical
section of code in the otherwise fairly dissimilar programs.

Furthermore, phishing emails may not be identical, and an approach
to computing similarities of relevant features from emails would be use-
ful. Furthermore, multiple C&C servers may be used in an attack, and
approaches to correlating traffic characteristics would be helpful in uncov-
ering relationships. One approach in the context of botnet detection is
described in Ref. 28.
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4.8. Traffic correlation

Many targeted attacks involve the live interaction of the intruders with the
compromised hosts. To some extent the malicious activities can be auto-
mated, however searching for information and exploring a new network
may be best accomplished with the direct control of the intruders.

This activity can be a powerful signal. For instance, if port forwarding
is being used to relay traffic from a compromised host to other machines
on the network, there will be correlation between the traffic on the out-
bound connection from the compromised machine to the attacker server.
The strength of this signal is heavily dependent on the available data. For
instance, to uncover stepping stones used in an attack, i.e. intermediate
machines from which an attacker launches an attack, packet timing data
has proven useful.29 Stepping stone detection is commonly performed at
the network boundary where such correlation is possible, however such
data is not commonly collected on internal traffic. Instead NetFlow data
may be available, see for instance,12, 30 as might records of network logons
from Windows event logs.

We now discuss one approach where web traffic and outbound NetFlow
is used to capture C&C activity, and the start and end times of network
logons are used to capture internal activity. To illustrate the scoring process,
suppose a host h has an outbound connection to some Internet domain z,
denoted h → z, and additionally has an internal connection to a host g,
denoted h → g. Let p[hz]

out denote the p-value associated with h → z, p[hg]
int

the p-value associated with h → g and p[hzg]
coin a p-value associated with

a summary score of the coincidence of the two connections. The anomaly
score for the connection pair was set to

−2 · log{p[hz]
out p[hg]

int p[hzg]
coin }.

The p[hzg]
coin was computed using a null distribution for the coincidence statis-

tic. This distribution was formed by fixing the connection times of h → z
and resampling connection times for h → g from a pooled empirical distri-
bution. The internal connection p-value p[hg]

int represented the probability of
the connection h → g, which for new connections was based on the prob-
ability of h making a new connection as well as a link prediction-based
score for the connection going to g.
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Fig. 6. Figures (a) and (b) give examples of external connections from a host (dashed
lines) with internal connections made to the host (solid lines). Plot (c) gives the most
anomalous external–internal connection pair over a period containing a network intrusion.
(d) shows the most anomalous internal connection pair over a period containing a network
intrusion.

Figures 6(a) and 6(b) give two examples of external connections made
from a host with internal network logons from that host. The outbound
connections are depicted by the dashed lines, with the solid lines giving the
internal network logons. In Figure 6(a), the two connections do not appear
related, while in Figure 6(b) the coincidence is considerably greater. The
scoring approach was applied to a four week period, the first two being
used for model training, the second two contained a network intrusion
(the same as studied above). The most anomalous connection pair in this
period occurred on day 22 of the evaluation period. This corresponded to a
compromised host, and the external connection was the C&C channel. The
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internal network logon does not appear particularly related to the outbound
activity, and the activity overlap was not deemed anomalous. What was
peculiar was the connection to a machine to which the compromised host
had not previously connected, and according to the link prediction model
was considered highly unexpected.

5. Insider Threats

Applying knowledge of attacker behaviours to the analysis of log data can
powerfully improve the detection capabilities within a corporate network.
The applicability of these discussed methods face significant hurdles when
detection must account for one of the dangers within the organisation: the
insider threat.

The Computer Emergency Readiness Team (CERT) defines a Malicious
Insider Threat as “a current or former employee, contractor, or business
partner who has or had authorised access to an organisation’s network,
systems, or data and has intentionally exceeded or intentionally used that
access in a manner that negatively affected the confidentiality, integrity,
or availability of the organisation’s information or information systems.”
While the activities of the malicious insider regarding an enterprise’s IT
structures — vandalising systems, exfiltrating corporate data and intellec-
tual property, or purposefully weakening system protections share com-
monalities with an outsider, the insider threat presents impactful factors
that must be considered in the statistical analysis of signal.

5.1. The challenges posed by insiders

Several important distinctions complicate detection of insider activity. To
understand the intricacies of the challenges associated with an insider, we
must first grapple with the impact posed by removing evidence of events
spanning the attack chain shown in Figure 1.

A lack of indicators. An insider possesses knowledge of the organisation’s
processes, standard operating procedures, network and system design, con-
trols and vulnerabilities. The anomalous behaviours and strong signals
present in an outsider’s activity are diminished as the insider’s nefarious
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activity is less likely to require much reconnaissance. The search for
credentials, discernment of network topology and segregation controls, or
the hunt for a staging platform that allows wholesale exfiltration of corpo-
rate information may not require the same level of resource commitment.
Instead, the insider may know precisely where to go, what to grab, how
to bypass controls and how to exploit vulnerabilities without ever sending
overtly malicious traffic.

This same information may also be utilised in the same manner to
bypass steps in the attack. In some instances, it may even be possible
to achieve objectives in a single step, “Actions.” The result is that the
sequence or confluence of rare events described in Section 4 that char-
acterises an intruder’s presence throughout the attack chain is greatly
reduced. Detecting the insider can be relegated to detecting activity that
is simply and solely rare for that particular compromised user, role, group,
or asset.

Noise surrounding indicators. An insider, by definition, has legitimate
access to an organisation’s resources. As such, it is difficult to define the
necessary criteria to discern legitimate activity from that which is non-
legitimate. Regardless of how effective anomaly detection is, “anomalous
behaviour can never equate exclusively to misuse or lack of legitimacy.” 31

Context refinement is needed to enable a statistical-security function
to produce consistently accurate results. Even mature organisations with
developed security monitoring incident workflows and aggregated alert
management processes will require involvement from security operations.

Nefarious actions can also be inhibited by resemblance — surrounding
activity and embedding activity within a stream of legitimacy. The increase
in this surrounding noise widens the spread of like occurrences, can falsely
qualify context and diminish signal, and ultimately defeat detection. A
recent example of a system administrator installing backdoor functional-
ity on corporate servers at Hostgator highlights the blurred lines that can
occasionally exist.32 The employee transferred Hostgator’s SSH keys to
hosts under his administration. While the installation of keys is an event
worth scrutinising, a seemingly valid installation of a corporate key may
fall under a seemingly reasonable activity, especially when combined with
administrative processes.
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Using the aforementioned example, many of the characteristics of lat-
eral movement would be visible, though this activity may appear as ille-
gitimate for a host or user, an insider with an administrative role may
commonly create this type of activity. This additional noise minimises the
chance of detection. To further complicate the issue, the insider can work
at leisure, during or outside of regular working hours. As a result, a win-
dow examining anything less than the entire execution history cannot be
guaranteed to contain — let alone detect — related attack actions. The
insider’s attack is asynchronous in that there is no hard bound on the time
between any two nefarious actions. The consequences for detection are a
high false positive rate, and a dramatic increase on the computational and
storage demands.

5.2. Using business knowledge to control and enhance detection

Each of these differences — the narrowed attack activity, the shortened
attack chain, the use of legitimate activity to obfuscate activity, the length-
ened attack window, and the distribution of nefarious activity — combine
to weaken the signal and thereby hinder detection. Ultimately, the degra-
dation of signal requires the identification of notionally relevant material
for meta-analysis and the introduction of stimulus that can help to separate
signal from noise.

As suggested above, one way forward is to define and associate
behaviour models with specific job and role categories. By incorporating
business rules to the analysis one can refine the model of expected or nor-
mal behaviours. This could compensate for lax controls in organisations
that do not adequately protect and segregate data (e.g. an engineer should
not have access to corporate financial projections) though it would be bet-
ter to improve controls. Unfortunately, reliance on controls surrounding
job roles are significantly challenged by insiders who conspire with one
another to bypass business controls designed to establish a segregation of
duties. In such a case, the activities of each actor are distributed, with each
smaller component not, in itself, worrisome; however the sum of the parts
can amount to a full-fledged attack.

Another tactic is to account for human nature in order to identify
and focus on high-risk individuals. This involves building individual
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behavioural profiles in addition to narrowed peer group analyses to identify
those more likely to become insiders. This can address the problem of false
positives and the computational impracticality of unlimited monitoring by
focusing attention on those most likely to be inside threats. A practical
example implemented at a few organisations involves utilising selective
logging resources (proxy and firewall) in order to build a profile of each
user. Using common directory services, such as Active Directory or Light
weight Directory Access Protocol (LDAP), the task is to build groupings
of peer groups and perform clustering to identify the deviation.

Several efforts are underway to detect suicidal intentions from written
languagee and some products are extending this to detect signs of employee
malcontent in corporate email and chat sessions.

There are both technical and privacy-related concerns that arise with
some of these approaches and acceptability varies depending on the indus-
try, work environment and country. An alternate approach seeks to incorpo-
rate non-electronic events. Studies of insider incidents35 have shown that
certain workplace events, such as layoffs, having received a poor perfor-
mance review, or having been party to an employee grievance, prompt
and spur malicious activity. These trigger events are certainly knowable
by those within the organisation, but often remain segregated in Human
Resources and with the employee’s direct manager, and are not brought to
the attention of security. They could be used to identify high-risk individu-
als and temporarily elevate monitoring.

Other trigger events such as financial or family problems are generally
not knowable within an organisation and require access to data sources that
are outside the remit of almost all enterprises. For such external stressors,
evidence suggests that comprehensive support such as Employee Assis-
tance programs are effective pre-emptive measures.

6. Conclusion

This chapter attempts to reflect a view of attack behaviour both from the
perspective of the attacker and the defender. We feel that knowledge of

eClinical psychologists have analysed suicide notes since the 1950s33; an archive of suicide notes
exists is being analysed (see http://pestianlab.cchmc.org); this is being applied to text in social media.34
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both sides of the problem is crucial for the proper application of statistical
methods in the detection of attack behaviour.

We presented common attack motives and behaviour, along with
the data measurable from a computer network that is modified by that
behaviour. We followed that with suggested approaches to detecting these
behaviours. The point was not to provide a comprehensive approach, but
to give the reader an impression of how to approach the quantification and
consolidation of the multiple weak signals introduced in the data during
the conduct of attacks.

Finally, we discussed the insider threat, and considered how their
motives and operations differ from that of the external attacker. This sub-
ject has gained significant momentum as companies continue to incur loss
of intellectual property due to insider behaviour.

It is the authors’ hope that this work provides an impression of the over-
all complexity and opportunity available in network attack detection. An
attacker-oriented approach, awareness of the data sets available, and con-
solidated detection strategy must be employed to have ultimate success.
We face a challenging problem, one worthy of dedicated investigation. The
variability in both nominal and attack behaviours produces fertile ground
for new statistical methodology, and we anticipate many exciting develop-
ments in this field.
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Chapter 2

Cyber security data sources for dynamic
network research

Alexander D. Kent

Los Alamos National Laboratory, Los Alamos, NM, 87545, U.S.A
alex@lanl.gov

The importance of using real-world data to enable and validate dynamic network
research for the purposes of cyber security cannot be understated. Unfortunately,
the use of real-world data in most cyber security research either for motivation
or validation is rare. The majority of useful information technology (IT) data
sources were intended for operational monitoring and not for cyber security pur-
poses. Access for research purposes is even more problematic. From a dynamic
network point of view, they are often lacking in comprehensive coverage, dif-
ficult to integrate across disparate sources, likely have significant noise in vari-
ous forms, and generally lack any form of normalisation. Nonetheless, there is a
rich and abundant potential for useful cyber security data sets. We will discuss
a variety of data source opportunities, usefulness and value, along with potential
problems. In addition, we will provide an overview of a newly released, com-
prehensive, real-world cyber security data set that is now openly available to the
research community.

1. Introduction

Given the fact that cyber security is security within the computing realm,
a world built of data, the idea that these data sources are difficult to
access and use for cyber security analytical purposes seems oxymoronic.
Nonetheless, in real-world environments, comprehensive data for intended
cyber security analysis and research analysis is scarce at best — in many
cases it is completely non-existent. This scarcity exists for several reasons.
The primary reason is that most IT data sources are not intended or col-
lected for cyber security purposes. For example, the majority of computer

37
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and computer network event logs were intended for operational awareness
monitoring. Additionally, in most cases, these data sources are format-
ted for human inspection and not for easy automated parsing of the event
attributes that enable data analytics.

The elements of data analysis techniques for enterprise cyber defense
include the discovery of data sources, assessing their likely value, develop-
ing code for parsing the relevant event attributes into normalised forms and
finally transforming and combining the normalised events into actionable
analysis. Each of these steps require research and development efforts of
varying significance. Unfortunately, the collection and curation aspects of
cyber security data analytics are significantly under-represented in current
research.

In this chapter, we primarily consider and discuss two publicly available
data sets: a nine-month data set of simplified authentication events1 and a
new, more comprehensive enterprise cyber security data set spanning 58
days released in conjunction with this chapter, as discussed in Section 4.
Throughout the chapter we will refer to the nine-month data set as “α data
set” and the new, 58-day data set as “β data set”.

2. Enterprise Cyber Security Data Sources

Sufficiently sized event data sets are necessary to ensure ample sample
sizes for analytical approaches and also help avoid short-term, real-world
data anomalies stemming from unintended data loss and other transient
events. Data relevant to cyber security can come from a large variety of
sources. Valuable internal sources of data we have focused on include:

(1) Event logs from Windows desktops, servers and Active Directory
servers. An example event entry is shown in Figure 1. This type of

Apr 1 12:49:09 aserver.domain 1 2013-04-01T12:48:36-07:00  4769 Microso -Windows-
Security-Audi ng  U1@domain  Success Audit Kerberos Service Ticket Opera ons Account 
Informa on: Account Name: U1@domain Account Domain: domain Service Informa on: 
Service Name: C2.domain Client Address: 192.168.0.1 Client Port: 62201 Addi onal 
Informa on: Ticket Op ons: 0x40810000 Ticket Encryp on Type: 0x12 Failure Code: 0x0 

Fig. 1. An example authentication event log entry showing computer 192.168.0.1 request-
ing a service ticket (TGS) for computer C2. This data looks similar from both the central
Windows servers and the desktop computers.

||||||||||||||||||||

||||||||||||||||||||

https://technet24.ir
https://technet24.ir


February 25, 2016 8:32 Dynamic Networks and Cyber Security 9in x 6in b2273-ch02 page 39

Cyber security data sources for dynamic network research 39

events is configurable and can include everything from user authentica-
tion activity to process starts and stops to various system configuration
change events. Collecting event log information requires configuration
control and local agents to be installed on each computer that events
are collected from.

(2) Event logs from all enterprise-wide Windows-based desktop and server
computers. These are very similar in format to the domain controller
logs (logging mechanisms and collection infrastructure are identical).

(3) Network flow event logs from central routers within the enterprise
network.2 These records indicate network connection events between
computers in the network. Details include the time of the connection,
duration of the connection, the amount of information moved between
the computers and protocol information. These flow records are gen-
erally simplex in nature, meaning a single flow record represents only
one direction of a connection between two computers; a second record
would present the other direction. Network flow data is generally sam-
pled from routers and thus often does not include data about all flows
seen by the router. In addition, network connections that do not cross
a router are not recorded.

(4) Domain name service (DNS) lookup records from internal, enterprise
DNS servers. These event records indicate lookups of computer names
and IP addresses within the enterprise network. These events can be
used to augment network flow data and represent network connec-
tions between computers in the network. However, connection events
using DNS lookups can be missing and noisy due some connections
not using DNS (direct IP connection with no DNS lookup), local sys-
tem and application DNS caching and lookups that do not result in a
network connection.

(5) Web proxy log events for Internet-bound web surfing activity from
nearly all desktop and server computers. An example event entry is
shown in Figure 2.

(6) Antivirus log events from nearly all Windows-based desktop comput-
ers. An example event entry is shown in Figure 3.

(7) Cyber incident response (IR) tickets generated by IR analysts and auto-
mated processes leading to cyber intrusion investigations.
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#Fields: date me me-taken c-ip cs(X-Forwarded-For) sc-status s-ac on sc-bytes 
cs-bytes cs-method cs-uri-scheme cs-host cs-ip cs-uri-stem c-uri-query cs-
username cs-auth-group s-hierarchy r-ip rs(Content-Type) cs(User-Agent) 
cs(Referer) sc-filter-result sc-filter-category x-virus-id s-ip s-sitename r-port

2013-04-01 12:45:46 171 192.168.1.1 192.168.2.1 200 TCP_CLIENT_REFRESH 
50428 987 GET h p news.google.com 192.168.1.1 h p://news.google.com/ 
?output=rss - - DIRECT 74.125.225.98 applica on/xml;%20charset=UTF-8 "Apple-
PubSub/65.28" - OBSERVED News/Media – 192.168.1.1 SG-HTTP-Service 80

Fig. 2. An example web proxy request log entry for an internal computer accessing the
website http://news.google.com. This data is generated for all Internet web activity from an
enterprise network using an Internet-bound web proxy.

Apr  1 12:31:59 SymantecServer srv-a: Virus found,Computer name: c1,Source: Real 
Time Scan,Risk name: Trojan.Webkit!html,Occurrences: 3,****SUMMARIZED 
DATA****,,Actual ac on: Deleted,Requested ac on: Le  alone,Secondary ac on: Le  
alone,Event me: 2013-04-01 13:00:00,Inserted: 2013-04-01 13:00:00,End: 2013-04-
01 13:59:59,Domain: domain.com,Group: My Company 
\Base\Worksta on\MAC,Server: srv-a,User: ,Source computer: ,Source IP: 
0.0.0.0,Disposi on: Good,Download site: null,Web domain: null,Downloaded by: 
null,Prevalence: Reputa on was not used in this detec on.,Confidence: Reputa on 
was not used in this detec on.,URL Tracking Status: Off,,First Seen: Reputa on was not 
used in this detec on.,Sensi vity: Low,0,Applica on hash: ,Hash type: SHA1,Company 
name: ,Applica on name: ,Applica on version: ,Applica on type: -1,File size (bytes): 0 

Fig. 3. An example antivirus log entry generated by individual Windows desktop comput-
ers throughout the enterprise network when malicious software is detected on the computer.
These log events are recorded on a central system as part of Symantec’s Enterprise End-
point Protection (SEP) system.

The first four data sources are used as the basis for data set β to be dis-
cussed in Section 4. The latter three data sets (web proxy events, antivirus
events and incident response records) have been used for various existing
data analytics research. For example, these three data sets have been used
together to examine risky web surfing behaviour and web activity in sim-
ilar timeframes to known compromise events.3, 4 There are also a number
of other, more traditional data sources such as intrusion detection and pre-
vention systems that provide large-scale data analysis opportunities.5

These data sources and many others are collected centrally and used for
a variety of operational purposes by IT personnel — though generally not
explicitly for cyber security and almost never as aggregate analytics. The
file and data formats used for logging operational IT events are extremely
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diverse. Various time periods and sources of data drive distinct event log
files. For example, in some data sources, individual log files represent one
hour of contiguously collected data from a single data source (e.g. one web
proxy server) while for other data sources a single log file represents 24
hours of contiguously collected data from multiple data sources (e.g. all
Windows desktop computers).

We have found that a valuable method of ensuring availability for
research purposes is to make a continuously updated, read-only copy of
these operational data collections to a secondary data store that is used for
research purposes.a This secondary data store also serves as the primary
backup and disaster recovery system for the operational IT collection sys-
tems as required by various regulatory and security policies. It is important
to note that this backup capability provides an incentive for the operational
IT department in facilitating a copy of their data. Enabling this bidirec-
tional value for both research and operational IT is critical in facilitating
access to often elusive data for the research community.

2.1. Data constraints

Three fundamental considerations must be addressed in the collection of
enterprise security data: privacy, practicality and protection.

There is obvious value in collecting cyber defense-relevant event data
that reflects the behaviour of users and computers within an enterprise
computing environment. Nonetheless, as is legally required and ethically
appropriate, the privacy of individual users must be respected. For example,
the interception and decryption of encrypted network traffic for the pur-
poses of cyber defense is fraught with the undesirable potential to intercept
legally protected information. Likewise, the content of email messages or
similar communication formats are other potential data sets which should
be avoided for privacy reasons whenever possible.7

In terms of practicality, data collection must not unduly impact the
operation of IT systems. Users should not be inconvenienced. The cur-
rent reality is that any data collection infrastructure must adapt to existing
operational IT systems and not the other way around. Operational effort
must be considered and minimised in most instances.

aThe continuous copy is created using the rsync tool and protocol.6
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Finally, data collected for cyber security purposes usually have security
sensitivities and require significant security protections. These protections
must extend from the collection mechanisms through the systems conduct-
ing analysis and research. One key consideration is how to implement these
security protection requirements and still enable the publication of research
results. To this end there are a variety of data anonymisation approaches
within the research community.8 The complexities of attribute anonymi-
sation and de-identification are non-trivial with many trade-offs in terms
of content preservation and security for the data originating organisation.9

For the data sets we have released and associated analysis, we have consid-
ered the following guidelines to help facilitate data value while minimising
security concerns:

• De-identify and/or remove IP addresses, hostnames and usernames.
• De-identify and/or remove fidelity of timestamps and/or time frames.
• Make it difficult to associate or correlate data within released data sets

with other external data sets. More specifically, remove associations with
the Internet whenever possible.b

• Avoid details of operational IT system specifics in terms of architecture
and configuration.
• Avoid the publication of specific, operational cyber intrusion detection

signatures, methods, procedures and thresholds. This does not include
generalised algorithms and approaches but would include the opera-
tional threshold used within an algorithm to differentiate a false positive
from a true positive.
• Generalise and aggregate analysis results over the data sets for publica-

tion, but avoid specific details relating to intrusions, potential intrusions
and vulnerabilities.

3. Data Parsing and Normalisation

Computer and network event logging is common across many IT ser-
vices and systems. However, the formatting, content and parsability varies

bWhile counterintuitive, this consideration is why we believe it is easier to release internal, enterprise
data sets than organisation-specific data sets associated with the Internet.
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greatly from one system to the next. Figures 1–3 show differing exam-
ples of log formats. Extracting the relevant attributes or fields from each of
these log formats is an important step towards any data analysis activity.
In some cases, this parsing is straightforward as seen with the web proxy
data shown in Figure 2, where fields are well defined and well separated. In
other cases, like the Windows event log data in Figure 1, fields have poor
separation and require computationally expensive, iterative approaches to
determining field values.

Once fields of relevance have been parsed from the raw data sources,
field normalisation becomes necessary.

3.1. Data field normalisation

Cyber defense-relevant data sources have a variety of fields that require
normalisation due to multiple ways of expressing and defining attributes of
interest.

For example, time fields (sometimes called event timestamps) must be
parsed and normalised based on different string representations and poten-
tially different time zone representations (including daylight saving time
differences). Normalising time fields to standardised UNIX epoch timec

enables easy subsequent parsing, time differentiation and other operations.
Another primary normalisation requirement involves computer identi-

fication. Unfortunately, computers on enterprise networks are often iden-
tified by multiple unique (or semi-unique) identifiers. In some cases they
are identified as a hostname with or without a domain suffix (for example,
C1 or C1.domain). In addition, computers are often also identified as an IP
address on the network (e.g. 192.168.0.1). As seen in Figure 1, event log
entries can include both IP addresses and hostnames within the same entry.
These must be normalised to a single identification type to be used effec-
tively. Computers may also be identified as a network media access control
(MAC) address in enterprise environments that use dynamic addressing.10

There are other relevant fields that often also have multiple unique iden-
tifiers. For example, in our source data, two different unique usernames

cUnix epoch time is defined as the number of seconds since 1 January 1970 in the Coordinated
Universal Time (UTC) timezone.
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are used by various enterprise computer systems. In some log entries, a
user may be identified as user1 while in other entries from other sys-
tems the user may be identified as an employee number such as 123456.
Other instances may likely exist in many enterprise IT environments. Nor-
malisation between these various unique identifiers to a single identifier is
an important aspect of parsing and preparing relevant data sets for anal-
ysis. Within both α and β data sets, we normalise computers to their IP
addresses and all users to a single employee number identifier.

3.2. Historical field normalisation

When performing the normalisation mapping on historical data sets, it is
also important to ensure that the mapping process uses mapping data that is
relevant to the time frame of the specific event being normalised. For exam-
ple, a computer named C1 may have an IP address of 192.168.0.1 today but
last month the same computer with the name C1 may have had a different
IP address of 192.168.99.1. Thus, the historical mapping data becomes an
important cyber security data source that must be collected and archived
in similar ways to the primary data sets. To this end, we have developed a
system that takes daily snapshots of all enterprise-wide host to IP address
mappings (DNS data) and user name mappings and archives this data as
another important research data set. This data is used by the normalisation
processes to ensure a time-accurate mapping for both computers and users.

3.3. Map-reduce parallel data processing

The quantity of data available and complexity of data parsing and normali-
sation, particularly for Windows event data, requires significant processing
time. For example, parsing and normalising one year of Windows event
log data can take over 26 weeks of continuous, serial processing time.
However, this processing is generally done on a per-entry basis and thus
inherently parallelisable.

A naı̈ve parallelisation approach involves the simple use of multi-
ple processors on a single system. Normalisation is sped up by a fac-
tor associated with the number of processors within the parallel system.
Unfortunately, due to the significant parsing complexity of the Windows
event log data, more substantial parallelisation is required.
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To enable distributed processing across a cluster of many computers,
a Map-Reduce approach11 using FileMap12 is employed. FileMap enables
the use of a generalised map function to parse all data across a compute
cluster and then use a final reduce function to output the normalised data
in user- and time-sorted order.

FileMap was successfully used to parse and normalise a year’s worth of
Windows event logs from both the central servers and all desktops for a pre-
viously used data set13 and the α data set.1 The raw input involved 33.9 B
verbose log messages (1.4 TB compressed). The final, normalised output
was about 4.5 B events (20 GB compressed). The work was performed by
a 320 CPU cluster, 1 TB of aggregate memory, 5 GB/s of aggregate band-
width and 283 TB of aggregate disk space using 2001 distributed map pro-
cesses in 10.4 hours. This is a 423-fold increase over what traditional serial
processing would have required. Figure 4 shows the performance statistics
including computation, idle and reduce times of the cluster’s individual
systems while processing the Windows event log data.

FileMap and similar Map-Reduce systems are valuable and relevant
to the parsing, normalisation and analysis needs of large-scale enterprise
cyber defense. While improvements in how relevant cyber data is recorded
(logged) and stored to facilitate easier parsing and normalisation is desir-
able, the reality of most enterprise IT data sources is that it will continue
to require significant effort to clean.

4. A Comprehensive, Real-World Cyber Security Data Set

In an attempt to foster increased cyber security research that is focused on
real-world problems and data, we have released a new, substantial cyber
security data set; referred to as the β data set throughout this chapter. It
is freely available for download and use at http://csr.lanl.gov/
data/cyber1.14 This β data set is intended to be well-suited towards
the dynamic graph research community but should also have broad appli-
cability across many research areas. We believe there is opportunity for
significant characterisation and dynamic modelling across this new data
that will positively impact the cyber security research community. The β

data set, while shorter in time span, substantially expands on the previously
released α data set that only provides a time-ordered list of authentication
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Fig. 4. FileMap run statistics for processing one year of Windows event log data. The run
took 10.4 hours using FileMap on 320 CPU cluster, but would have required over 26 weeks
of processing if done as a traditional serial process. The circled area shows that the final
merge sort into a single, time-ordered file (the reduce event) accounts for roughly a third
of the 10.4 hours. It can also be observed that nodes 8, 11 and 12 finished early since this
was a computationally complex job and these nodes have relatively little storage per CPU
compared to the other nodes (1–2 TB drives compared to 4 TB drives elsewhere within the
FileMap cluster). Because of the smaller disks, the nodes spent more time transferring in
data for processing in comparison to other nodes. Similarly the g2 and g3 nodes are 48-way
machines that have more CPU than disk.

associations between users and computers.1 Nonetheless, the α data set was
successfully used by Hagberg et al. as the basis to explore user authentica-
tion random graph models.15

The β data set represents five different elements of data over 58 con-
secutive days of event data collected from four data sources within Los
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Alamos National Laboratory’s (LANL) corporate, internal computer net-
work. The de-identification process for computers and users is uniform
across the five data elements allowing correlation and data integration —
this means that computer C1 in one data element is the same computer C1
in all other data elements. Excluding time skew differences, event times
also align between the different data elements.

All data starts with a time epoch of 1 using a time resolution of one
second. The specific time frame collected from the operational network is
not disclosed for security purposes. In addition, no data that allows asso-
ciation outside of the internal enterprise network is included (there are no
associations to the Internet).

The specific data elements include:

Authentication Windows-based authentication events from both indi-
vidual computers and centralised Active Directory domain controller
servers.

Processes process start and stop events from individual Windows
computers.

DNS DNS lookups as collected on internal DNS servers.
Network Flows network flow data as collected at several key router loca-

tions.
Red Team a set of well-defined red teaming events that present bad

behaviour.

In total, the β data set is ∼12 GB compressed across the five data ele-
ments and presents 1,648,275,307 events in total for 12,425 users, 17,684
computers and 62,974 processes. A breakdown of data elements are shown
in Figure 5. Attributes and caveats of the data elements are discussed in the
following subsections.

4.1. User and computer authentication events

Authentication events are the most significant data element of the β data
set. In comparison to the α data set, which contains simplified events repre-
senting a user successfully authenticating to a computer, this new authen-
tication data element has a rich set of attributes for each event.
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Data Event User Computer Process
Element Count Count Count Count

Authentication 1,051,430,459 12,418 17,666 N/A
Processes 426,045,096 10,097 11,960 62,974
DNS 40,821,591 N/A 15,296 N/A
Network Flows 129,977,412 N/A 12,027 N/A
Red Team 749 98 305 N/A
Total 1,648,275,307 12,425 17,684 62,974

Fig. 5. An overview of the newly released β data set in terms of size and volume for each
of the five data elements.

More specifically, each authentication event contains the following
attributes:

• Time: The time of the authentication event.
• Source User@Domain: The user initiating the authentication event. If

the user ends in “$”, then it is a computer account for the specified com-
puter. Domain is either DOMx, indicating an Active Directory domain
or Cx, indicating a local computer account on computer Cx.
• Destination User@Domain: The user that the authentication event is

mapping to. In many cases, this user will be the same as the Source User,
but in other cases this is an authentication mapping event where Source
User becomes (or attempts to become) the Destination User. User and
domain details are the same as discussed for Source Users.
• Source Computer: The computer originating the authentication event.
• Destination Computer: The computer that the authentication event is ter-

minating at. In many cases the Destination Computer is the same as the
Source Computer, indicating a local authentication event on the com-
puter. If they are different, it indicates an authentication event where
the user is authenticating from one computer to another; in other words
the user is moving through the network. Destination Computer in some
instances is the special cases of a ticket granting ticket TGT or a user
identity. These are specific to Kerberos service ticket (TGS) requests
where the Source User is requesting either a new TGT or a TGS specific
to a user account for various services that may be owned (run) by that
user account (generally used by automated accounts and services).
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• Authentication Type: This indicates the type of authentication occur-
ring including Negotiate (a general type commonly seen), Kerberos and
NTLM. Several other types occur as well. In some instances, the authen-
tication type is not indicated and is represented with a question mark.
• Logon Type: The type of authentication occurring including across the

Network, an Interactive keyboard session, a Batch event, a system
Service, a screen saver Lock or Unlock and several others. In some
instances, the Logon Type cannot be determined or specified and is rep-
resented with a question mark.
• Authentication Orientation: How the authentication event is being used.

This includes indicating whether it is for granting a Kerberos TGT or
TGS, a log on or log off event, or an authentication credential mapping.
In some instances, the Authentication Orientation cannot be determined
and is represented with a question mark.
• Success or Failure: Indicating whether the authentication event was suc-

cessfully completed or failed. Failure could happen for several reasons
including the wrong password was provided, a locked out account, or an
authorisation failure.

Users that are well-known system-related accounts (SYSTEM, Local
Service) were not de-identified. Note that any and all administrator
accounts were de-identified. Failed authentication events are only included
for users that had a successful authentication event somewhere within the
data element. Any fields that did not have a valid entry or was not relevant
to the event are represented with a question mark (“?”). Figure 6 shows the
time series of the number of events, computers and users per day within
the data element.

4.2. Process start and stop events

Process start and stop events are parsed and normalised from the aggregate
Windows event data and, as a result, will have no time skew issues when
compared to the authentication events. Process names are de-identified
using just the base name of the process executable and not the path of
the executable. For example, “\path1\install.exe” and “\path2\install.exe”
are both treated as “install.exe” and map to the same de-identified pro-
cess name. Due to automated updates happening with significant regularity
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Fig. 6. Time series of authentication volume by event, computer and user count per day
over the 58 days. User and computer counts show strong periodicity with non-work days
showing lower counts. Collection volumes are consistent throughout the data element.

across the network, “install.exe” is the most common process in the data
element and maps to the de-identified process name P16. Figure 7 shows
the time series of the number of events, computers, users and processes per
day within the data element. Each event includes a time, user (including
domain as discussed in the previous authentication subsection), computer,
process and whether the process is starting or stopping.

4.3. DNS lookup events

DNS lookup events provide an inferred connection event between two
computers within the network. In combination with the network flow
events, we find that these two data sources provide good coverage of many
actual network connection events.

Collecting DNS lookup events is possible in most modern DNS servers,
but may result in a performance impact. We have found that passive col-
lection on the network connection to the DNS server is a practical way to
collect this data element. Figure 8 shows the time series of the number of
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Fig. 7. Time series of process start and stop volume by event, computer, user and pro-
cess count per day over the 58 days. Process and user counts, in particular, show strong
periodicity with non-work days showing a lower counts. Collection volumes are consistent
throughout the data element.

events and computers per day involved in DNS lookups within the data
element. These events originate from three separate DNS servers. Unfortu-
nately, in the first part of the data element, only one of the three servers had
a valid collection configuration. As can be seen, this configuration problem
is corrected on day 27. We believe this partial data loss is a common occur-
rence in real-world data.

The DNS data element includes a time, source computer and resolved
computer in each event record. Included events are only to and for comput-
ers on the internal, enterprise network (no lookups to or from the Internet).

4.4. Network flow events

Network flow data theoretically should be great sources of information for
cyber security analytics and in many ways are. Successful, cutting edge
intrusion detection methods can take advantage of it.16 However, in prac-
tice, we find this data source to be one of the most unstable and unreli-
able. In the real-world, flow collection is often considered an annoyance
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Fig. 8. Time series of DNS lookup volume by event and computer count per day over the
58 days. One of three DNS servers is reporting for the first 26 days. Some periodicity is
seen within the data element, showing lower volume on non-work days.

to the IT personnel who run the network infrastructure as they rarely use
it for troubleshooting purposes. It also has the potential to impact router
and network performance if misconfigured. As a result, flow data is often
lacking in consistency and quality. This can be seen explicitly in our net-
work flow data element, where at day 29, a misconfiguration of the internal
network routers completely stops the collection of network flow data. We
assert that this is not an unlikely occurrence on most enterprise networks. In
addition, the design of enterprise networks, the location of routers (and net-
work switches, in some cases) and sampling rates all significantly impact
the coverage of actual network flow events. As discussed in Section 8, our
long-term hope is to rely on more data collected by individual computers
and less by the network infrastructure.

Nonetheless, network flow data has value and is one of the data ele-
ments of the data set. A time series plot showing the number of events
and computers per day is shown in Figure 9. The data element events
contain a time, connection duration, source computer, source port, desti-
nation computer, destination port, protocol, packet count and byte count.
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Fig. 9. Time series of network flow volume by event and computer count per day over the
58 days. However, due to a router configuration error, there is only network flow data for
the first 29 days. Some periodicity is seen, but not to the extent exhibited by the other data
elements.

Source and destination ports that are not well known (e.g. 80, 443, etc.) are
de-identified.

4.5. Red team compromise events

During the 58 days, a number of compromise events exist. These events
were intentionally created to test the security of the computers and user
accounts within the enterprise network by a group of authorised attack-
ers, commonly known as a red team. Based on the documented activity of
the red team, 749 authentication events are known to have been performed
by the red team using stolen user credentials. These events include time,
user with domain, source computer and destination computer are included.
Other indicators of compromise may exist throughout the β data set, but
have not been validated or correlated. We believe this initial, yet incom-
plete, compromise labelling will provide significant opportunity for a vari-
ety of research outcomes. However, while there is important value in devel-
oping models for “finding the bad guy” in the data set, we hope that the
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research community will use the β data set for broader research endeav-
ours as well.

5. Data Quality

Data quality and errors within data sources are also a significant consider-
ation when performing analysis. Relevant data parsing and normalisation
processes must account for and manage these issues. We find that the best
approach is to remove data that cannot be parsed due to it being relatively
rare in comparison to the overall data set size and the importance of avoid-
ing inaccurate data. Of course, such data can be saved to support parser
extension and to account for the percentage of unaccounted traffic.

Log data is usually stored as compressed files, usually in the gzip for-
mat,17 reducing space requirements by a factor of 10 or more due to the log
text format and repetitive nature. Most compression mechanisms include a
cyclic redundancy check (CRC) across individual data compression blocks
(usually 4 KB) to help determine if data corruption exists within the data
block. Within real-world data sets, we find between 0 and 4 corrupt data
blocks over a year time period for each data set type. This corruption is the
result of either a failed compression process when the log file was being
created or undetected read and write corruption from the file storage sub-
system, as is possible within large-scale data stores.18 When block cor-
ruption is detected within a compressed log data file, we stop processing
the file and move to the next available data file. While this naı̈ve approach
results in a potential loss of data in the analysis processes, skipping the
corrupt data blocks and determining proper field alignment would result in
significantly more complex data parsing requirements and likely increase
attribute inaccuracies.

Within the log data parsing process, other data corruption problems
must also be considered. First, log entries can be incomplete or corrupt.
Log entries may have only a partial set of fields or fields parse correctly
yet still have corruption data within them. These situations are the result of
a variety of factors that interrupt the event logging process. These factors
range from computers being turned off suddenly to the loss and corruption
occurring while distributed log data is transferred across the network. Most
distributed log data is collected using the syslog network protocol, which
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does not have message integrity or retransmission capabilities.19 To avoid
data inaccuracies within our analysis, we discard incomplete and corrupt
log entries as part of the normalisation process.

5.1. Missing data

Another data quality consideration involves missing data. This problem
exists in several forms including a loss of all data within a given time frame
for a data set or a reduction in the number of data sources in a distributed
data set (e.g. the number of computers reporting distributed event logs is
undesirably reduced over some time period). Two examples of this were
discussed in the previous section regarding DNS and network flow within
the β data set.

One approach to detecting and mitigating this data loss problem is to
instantiate a secondary monitoring system for evaluating the various data
sources as they are captured and archived. We have found that providing
data quality metrics to the operational IT staff allows them to fix the various
problems that result in reduced or no data collection.d

We have found relevance in treating data collection loss as a time series
of key quantification metrics over collected data sets. These metrics could
include the number of events, the number of computers, the number of
users, or other similar quantifiers over a specific short time period. We find
that one day (24 hour) time periods work well as time steps within the
time series. Once the metric and time step is determined, we then use an
exponential weighted moving average (EWMA) over the time series that is
defined as:

μ̂t = αXt + (1− α)μ̂t−1,

where Xt is the currently observed quantifier metric at time step t , α is the
weighting factor, and μ̂t−1 is the EWMA value observed at the previous
time step. We find a constant α value of 1

14 works well by providing a two
week memory within the EWMA.

dWhile it seems intuitive that the operational IT systems themselves would monitor for log data
collection problems, we find that the reality of modern IT system monitoring usually ensures that the
systems are simply running, but does not consider data quality, quantity, or consistency; as is obviously
seen in the DNS and network flow data elements released.
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We also define a moving standard deviation in association to the
EWMA as:

σ̂t =
√

α(Xt − μ̂t−1)(Xt − μ̂t )+ (1− α)σ̂ 2
t−1,

where Xt is again the currently observed quantifier metric at time step
t , α is the same weighting factor used by the EWMA, μ̂t is the current
EWMA value at time step t , μ̂t−1 is the EWMA from the previous time
step and σ̂t−1 is the moving standard deviation from the previous time step.
This moving standard deviation is derived from the work by Lambert and
Liu.20 Importantly, the moving standard deviation in combination with the
EWMA allows us to construct a distance measure to track anomalous devi-
ations from an expected norm within our time series.

Intuitively, the most obvious approach would be to track the number
of logged events over some time period to ensure that a sufficient set was
being recorded. Using event count over a year-long time period is shown
in Figure 10. Note the high level of noise seen within the time series and
the resulting difficulty in using an EWMA and moving standard deviation
to determine data collection loss anomalies. We find that because of the
variability in the number of events collected, other quantifiers are more
viable. For example, the number of computers logging on a daily basis
provides an effective quantifier for many data sets. Using computer count
over a year-long time period is shown in Figure 11. Note the lower noise
content and the well-defined anomalies where computer reporting count
drops below 4,000.

Another possibility is to track individual computers and their specific
event reporting. Unfortunately, we find this difficult to do in practice due
to the high variability of many desktops, laptops and other networked com-
puters that come and go from the network. However, Figure 11 indicates
that, in general, the same number of computers are consistently reporting
each day. As a result, our primary assumption is that there is always a vary-
ing set of computers that are not connected to the network or not powered
on. But it is also possible they are just not reporting data regularly for other,
unknown reasons.

We also find that the consistency of individual computers and users
varies across the β data set elements. Figure 12 shows that only approxi-
mately half of the computers are seen in all four primary elements of the β

data set. Similar comparison for users is shown in Figure 13.
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Fig. 10. The number of log events centrally collected per day from approximately 22,000
networked computers over the α data set.1 Also displayed is an exponential weighted mov-
ing average (EWMA) and the associated moving standard deviation displayed at a Maha-
lanobis distance of 2.0 below the EWMA. The EWMA and moving standard deviation both
use a weighted α value of 1

14 . Using log event count is a noisy indicator due to natural vari-
ation in volume. Figure 11 shows a much cleaner approach that shows obvious data loss
events more effectively.

In general, within our data analysis processes, we do not directly
address the loss of data other than to ensure a sufficiently large time win-
dow of data to reduce the impact of any small data loss events. Nonetheless,
it is an area of data quality that must be considered, particularly as a func-
tion of the collection process. This is an area that may warrant additional
future research.

5.2. Time skew

The last, and perhaps most significant, data quality issue that must be con-
sidered is time skew or timestamp inaccuracy within the data sets.

Data normalisation enables data integration across collected events and
across disparate data sources. Time skew is a key concern when different
sources of data are integrated. Computers, including servers, often have
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Fig. 11. The number of computers centrally logging events each day over the α data
set.1 Also displayed is an EWMA and the associated moving standard deviation displayed
at a Mahalanobis distance of 2.0 below the EWMA. The EWMA and moving standard
deviation both use a weighted α value of 1

14 . Note the much more uniform behaviour seen
in this representation of the same data used in Figure 10. Regular weekly seasonality due
to weekends is well-defined throughout the year. Of the three areas that drop below 4,000
computers reporting, the first is a distinct loss of data, the second represents a multi-day
holiday, and the third represents a week-long operational IT shutdown. The data loss event
was due to corrupt data file compression for that day’s log files.

varying timestamps associated with similar events. This is caused by two
effects. First, computers’ clocks and time keeping vary greatly in accu-
racy.21 Some computers do not have hardware dedicated to time keeping
and instead rely on CPU clock cycles to determine advancement in time.
When the system is busy with other operations, these CPU clock cycle
updates can get missed. Other environmental factors and effects may influ-
ence time keeping accuracy as well. The recent, low-end Raspberry Pi is
a contemporary example of a computer system without hardware capabil-
ity for time keeping.22 The second time skew effect results from delays
between when an event actually occurs on a computer and when it is
recorded by the logging system. This situation is the result of event logging
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Fig. 12. Computer existence across the data elements in the β data set. Approximately
half of all computers existing in the four primary data elements of authentication, process,
DNS and network flow events. Computers associated with compromises in the red team
data element exist in a variety of combinations across the other four data elements. The
data elements are labelled as A: Authentication, P: Process, D: DNS, F: Network flow and
R: Red team.

usually being much lower priority than other operational processes on the
computer systems.

We employ two approaches to dealing with time skew. First, we use
centralised logging timestamps whenever available. These timestamps are
placed on log events when they arrive at the centralised logging server and
not necessarily when the event occurred. While use of this timestamp may
induce a small deviation from the actual event time (generally the time
it takes to transit the network), a common timestamp source across all of
the data set is more important. This situation is particularly true for data
sets from distributed sources like the event logs from all Windows-based
desktops. The second method for dealing with time skew involves using
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Fig. 13. User existence across the data elements in the β data set. Most users are in both
the authentication and process data elements. Most compromised users from the red team
data element also exist in both the authentication and process data. The elements are labels
as A: Authentication, P: Process and R: Red Team.

time windows for the comparison from one data set to another in many
cases.

6. Attributes of Useful Data

In the examination of the computer and network event data used throughout
this chapter and many other sources and potential sources of cyber security
data, there are a number of attribute characteristics, which are common in
relevance and value for the purposes of enterprise cyber defense. While
these characteristics are not comprehensive and may not apply to certain
specific situations, they do provide a general basis for differentiating rele-
vant data from the less useful.

Key attribute characteristics for data events include:

• Specific time attributes of the event to at least the second resolution from
both the originating source of the event and the system recording the
event. Having two time attributes helps compensate for time skew issues.

||||||||||||||||||||

||||||||||||||||||||

https://technet24.ir
https://technet24.ir


February 25, 2016 8:32 Dynamic Networks and Cyber Security 9in x 6in b2273-ch02 page 61

Cyber security data sources for dynamic network research 61

• One or more attributes indicate the response or success of the event. For
example, an authentication login event with an indication of success or
a domain name service look up event that also indicates the response
value.
• One or more attributes that align with other data sets. For example IP

addresses, host names, user names, etc. that can be used to associate
events to other data sets with similar attributes.
• Where relevant, at least two distinct attributes where one has some asso-

ciation to the other. For example, a connection from one computer to
another or a user logs into a computer with both the username and host
name provided. This association allows integration between multiple
data sets and relationships across the data to be established.
• Where relevant, an attribute indicating the source of the event collec-

tion. For example, the IP address of the authentication server recording
the authentication event or of the web proxy recording the web request.
This source meta-data allows conflicting events to be prioritised and may
influence event importance in some situations of data integration.

Generally, the need is for more complete data and comprehensive
attributes whenever possible.

7. Related Work

In general, published work relating to dealing with and processing real-
world data for cyber security is rare. As discussed by Geer,23 analyt-
ics over real data is critical for successful cyber security operations and
research. Cook and Pfleeger discuss the security and operational impor-
tance of timely and comprehensive access to operational IT data for cyber
security.24 Existing public research data sets are generally considered inad-
equate and unrealistic as discussed by McHugh.25 However, they con-
tinue to be used in recent published research given the inability for many
cyber security researchers to have access to real data.26 Using testbed
environments that mimic real-world enterprise IT systems is proposed as
one solution to generating surrogate data sets.27

Realising the inadequacy of existing data sets, there is recent research
on approaches to real-world data collection and usage. Salem and Stolfo
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present a discussion of designing and executing cyber security-related user
studies, including aspects of data collection.28 Shou discusses the ethical
implications of cyber security data collection and sharing.29 Abraham and
de Vel discuss using event log data for forensic purposes.30 Similarly, Tsai
and Chan overview a method of detecting cyber intrusion events using web
event log data.31 Fisk et al. discuss approaches to sharing cyber security
data among differing entities while preserving privacy.32

8. Future Direction and Conclusion

Improving data quality, reducing data parsing and normalisation complex-
ity, and increasing the size and number of useful data sets are all critical
directions for the future of enterprise cyber defense data analysis. These
directions will help improve and make future enterprise cyber security
research more effective and efficient.

Understanding and quantifying the overall effect of sampled and incom-
plete cyber security data on both the creation of relevant models as well as
the detection of rare (compromise) events is an important endeavour that
currently does not exist in the literature. While work exists in other fields,33

it is unclear whether the same assumptions hold true for cyber security
data. Understanding the effects of sampling and data loss should provide
important insights into how to best mitigate these real-world issues.

A flexible host agent designed explicitly for collecting distributed data
that is normalised during collection and is easily parsed for analysis is
an important future direction.34 This focus on distributed data collection
for enterprise-level analysis and research substantially differentiates most
cyber security host agent approaches. Traditional agents are intended to
provide direct cyber defensive capabilities instead of event data collec-
tion for data analytics.35 Because of the importance of quality data sets
for applied cyber security research and the operational defense tools that
such research creates, ensuring requirements sharing and dialogue between
the research and operational IT communities is critical.

New data sources that enable novel research and applied outcomes must
be considered. For example, we see opportunity in the analysis of data
access (data I/O) across all computers in an enterprise network. However,
the data must first be collected. A number of other similar opportunities
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exist both in the consideration of what data to collect and in enabling an
infrastructure to collect it.

Fundamentally, good cyber security research and corresponding results
require good cyber security data.
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Chapter 3

Modelling user behaviour in a network
using computer event logs
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Computer event logs are a potentially valuable resource in detecting cyber secu-
rity threats on a computer network. One important research problem associated
with these logs is user credential theft or misuse, either by a malicious insider or
an external adversary. Once compromised, a user credential can be used by an
adversary to advance through the network and further their goals. Little attention
is currently given to looking at computer event logs as an aggregated multivari-
ate data stream. The aim of the work in this chapter is to model user credential
patterns on the network by considering independently the time series of events
generated by each user credential. Simple Bayesian models are fit to the event
data for each user credential, providing a flexible global framework for monitor-
ing credentials on an enterprise network and identifying potentially compromised
credentials.

1. Introduction

In an enterprise network, event logs from individual computers are a valu-
able data resource to detect malicious activity. Most modern operating
systems can record computer events; these events can be collected for a
wide range of activities occurring within the network, providing a rich data
source. The events can include authentication activity of user credentials in
the network, and process the application data generated on each computer.
There are many rule-based approaches to detecting security incidents,1, 2
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but little is currently done with statistical modelling of these event logs for
anomaly detection.

One important research problem associated with these data is identi-
fying user credential theft or misuse. After the initial compromise of a
computer, in order for adversaries to move through the network they typ-
ically need to gain access to user credentials, but currently this is surpris-
ingly simple. An overview of the ways in which an attacker can easily
obtain and reuse credentials in a network such as “pass-the-hash”3, 4 or
“pass-the-ticket” attacks is given in Ref. 5. “Single-sign on” is prevalent in
most Microsoft network domains and is meant to improve user experience
and prevent users from repeatedly typing in their password. However, this
means that attackers can recover credentials and passwords stored in mem-
ory on the computer. Typically, an attacker will continue to steal credentials
so that they can escalate their privileges within the network, depending on
their ultimate goal.

The other scenario of interest is the misuse of genuine credentials.
In light of recent events, such as the exfiltration of highly classified doc-
uments from the U.S. National Security Agency by Edward Snowden and
the many insider trading occurrences within the financial industry, identi-
fying credential misuse has become increasingly important to both govern-
ment and industry.

The work presented in this chapter uses statistical models to identify
when user credentials are being used maliciously using computer event log
data. In Ref. 6, computer network risk associated with credential hopping,
whereby attackers go from computer to computer harvesting credentials, is
assessed by looking at user authentication activity in the form of a bipartite
graph. In Ref. 7, user behaviour is analysed in a static time frame using
user credential authentication activity from computer event logs. The data
are represented as a set of user-specific graphs, and user graph attributes
are used to classify user types and detect compromised users.

Similar to Ref. 7 user behaviour profiles are modelled in the present
work, but in a sequential time frame. The aim is to build probability mod-
els of normal behavioural patterns for each user credential based on their
network usage recorded through the computer event logs. The sequence
of events is viewed as a multivariate stream of data comprised of different
characteristics and simple conjugate Bayesian models are constructed for
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this stream, providing a flexible framework with simple updating schemes.
A single score indicating the level of surprise is then obtained for each
event, which enables detection of potentially compromised user creden-
tials. Further, a control chart of these scores is used to accumulate evidence
of anomalous behaviour over time.

The models are extremely adaptable and can be used to monitor very
different types of computer network, as in practice the computer event
logs collected can depend heavily on the administrative settings in the
network and the type of network. Further, the types of events that are of
interest to security professionals may vary across computer networks and
businesses, so it is desirable to build flexible models that can be tailored
to specific networks. Finally, the models are parallelisable so that each
user credential can be monitored independently, decreasing computational
burden.

The rest of the chapter is organised as follows: Section 2 presents the
real computer network data set used for analysis; Section 3 describes the
Bayesian methods used to model the user credentials in the network, and
how events are scored over time to provide real-time anomaly detection;
Section 4 discuses the results when the methodology is applied to the net-
work data set and conclusions and areas of future work are discussed in
Section 5.

2. Computer Log Data Set

The data set used for analysis is from the internal collection of event logs
from computers running the Microsoft Windows operating system on Los
Alamos National Laboratory’s (LANL’s) enterprise computer network over
a period of two months. The data are available at http://csr.lanl.gov/data/
cyber1/ and Refs. 7 and 8 give a more detailed description of the events
used for analysis, including how the raw data logs were processed.

All computer event logs generated from local computer accounts were
removed with the aim of modelling user credentials that are largely human-
driven. Events associated with Account Logoffs were also removed. Note
that this event type would be interesting if the duration of sessions were
being modelled, as each Logoff event can be mapped to an associated
Account Logon; however, this is beyond the scope of the current work.
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Within the second month of data there are a set of 78 known credentials
which were compromised during a month-long red team exercise within
the LANL network. For the purposes of testing the methodology described
in Section 3, a random selection of ∼1,000 credentials out of total number
of 10,759 credentials are analysed along with the 78 known compromised
credentials.

Events that are associated with authentication activity are commonly
directed, as a user authenticates from a client X to a server Y . For each
event log associated with a user credential U , the following variables will
be modelled:

• client computer, denoted X ;
• server computer, denoted Y ;
• event type, denoted E .

For local events such as screen unlocks and process events, it will be
assumed that the server is the same as the client computer. For some event
types it may be desirable to include additional variables that provide fur-
ther information about that event type; for example in process-start events
there exists an associated field describing the process which has started on
the computer. Although extra variables relating to specific event types are
not modelled here, the methodology can easily be extended to incorporate
event variables that have varying dimensions depending on the event type.

All duplicate event logs, where the time stamp, user, client, server and
event type were all identical to a previous log, were removed. Some of the
duplicate events exist due to the event being recorded on multiple com-
puters in the network; in this case, due to clock skew from the event log
sources, the time stamps for the same underlying event may be slightly dif-
ferent. For this reason, events that occurred within 30 seconds of an identi-
cal event were also removed. Further, events where the client is masked by
an intermediate such as a VPN aggregator, terminal server or proxy were
also removed, as these logs can otherwise be the cause of many false alarms
from the models.

Each unique tuple (U, X, Y, E) has an associated time series of event
times, and for some of these tuples the time series exhibits strong periodic
behaviour corresponding to automated events, rather than events driven by
human behaviour. Removing this behaviour from the data is important for
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the statistical modelling of normal user behaviour. The methodology from
Ref. 9 is used to determine which tuples are largely periodic in nature. In
Ref. 9, automated behaviour in network traffic is detected by applying a
Fourier analysis to the time series observed along each edge in a computer
network. This analysis can be readily applied to the authentication event
time series for each unique tuple.

After analysing all unique tuples using the methodology in Ref. 9, 7%
were determined to have significant periodic behaviour and these were
removed from the data. Figure 1 shows a collection of tuples that exhib-
ited periodic or automated behaviour, with regular spacing between event
times. For tuple 0 it is easy to see that an initial, possibly human-driven
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Fig. 1. Event times for tuples that were determined to have significant polling behaviour.
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Fig. 2. Frequency of the time between events for each unique (user, edge, event type)
tuple for all the data (left) and after removing tuples that were determined to be automated
(right) on the log scale.

event triggers a sequence of further, automated events. In such cases, rather
than removing the tuple altogether, it would be desirable to separate the
human-driven events from the automated ones, and this is the subject of
further work.

Figure 2 shows the frequency of the observed time between events for
each unique tuple before and after removal of the periodic events. Although
much automated behaviour still exists in the data, it is apparent that it has
been reduced: The largest observed frequency of the time between events,
which is at 60 seconds, is smaller by an order of magnitude of 400,000.

For the random selection of users chosen for analysis, there were a total
of 50,536,677 events across 4,100 computers. After removing events based
on the criteria described in the previous paragraphs the data set was reduced
to a total number of 3,716,619 events, again demonstrating how many
automated and duplicate events are present in the original data. Under-
standing how to separate these kinds of behaviours from user-driven events
with computer host event logs is essential.

Figure 3 (left) shows a histogram of the number of events generated by
each user credential in the reduced data set. Typically the credentials that
have a lower number of events belong to general network users, whereas
the credentials generating a higher number of events are administrative
user credentials. The remaining automated behaviour in the network could
probably be attributed to the few users with a very high frequency of
events.

||||||||||||||||||||

||||||||||||||||||||

Hiva-Network.Com

https://technet24.ir
https://technet24.ir
http://www.hiva-network.com/


February 25, 2016 8:32 Dynamic Networks and Cyber Security 9in x 6in b2273-ch03 page 73

Modelling user behaviour in a network using computer event logs 73

Number of events

F
re

qu
en

cy

0 5,000 15,000 25,000

0
20

40
60

80

Kerberos

Network Logon

Process Start

Interactive Logon

Other

Remote Interactive

Frequency

0e+00 4e+05 8e+05

Fig. 3. Left: Histogram of the number of events generated per user credential. Right:
Histogram of the number of event types in the specified categories.

Finally, Figure 3 (right) shows the frequencies of the different event
types in the reduced data set, categorised as follows:

(1) Kerberos authentication events including Ticket Granting Ticket
requests and Service Ticket requests10;

(2) Network Logons, accessing file shares and other miscellaneous remote
accesses;

(3) Process Starts;
(4) Interactive Logons, logon at keyboard and screen of system including

workstation or screen saver unlocks;
(5) Remote Interactive and Remote Desktop sessions;
(6) Other, other miscellaneous events such as credential mapping, service

startups and various others.

This illustrates the types of events that were being collected on the LANL
network during the time period for which the data were obtained. Better
collection of logs that capture Interactive Logons would help to identify
when a user is on their computer, which would be useful when separat-
ing automated events from the user-driven ones and would also aid in
modelling the time at which events occur in the network as the seasonal
behaviour could potentially be factored out.
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3. Modelling User Behaviour

In this section, it is assumed that there is a separate model for each user
credential and so notationally any dependence on the user credential will
be dropped. Denote the set of computers in the network as V . For each user
credential a sequence of events is observed over time {(Xt , Yt , Et ): t =
1, 2, . . .}, where Xt ∈ V is the categorical random variable representing
the client, Yt ∈ V is the random variable representing the server, and Et ∈
E = {1, 2, . . . , 6} is the random variable for the type of event. For the
purposes of this chapter, the focus is on scoring the client, server and event
types observed, whereas modelling the event times is the subject of further
work. So here the index t denotes the ordering of the events rather than the
time at which they occurred.

Define a user computer set Vt ⊆ V as the subset of computers in the
network that a user has used in some recent past just before time t . Further
define the following indicator variables:

Z X
t =

{
1 ⇐⇒ Xt ∈ Vt

0 ⇐⇒ Xt /∈ Vt
, ZY

t =
{

1 ⇐⇒ Yt ∈ Vt

0 ⇐⇒ Yt /∈ Vt
.

Note that over time Vt may change and how often a user computer set is
updated can be guided by a security analyst.

3.1. Multinomial-Dirichlet models

Since the client, server and event type of a user authentication are all cate-
gorical variables, within the Bayesian paradigm these can be most simply
modelled by multinomial distributions with conjugate Dirichlet distribu-
tion priors for the category probabilities. To address the task of anomaly
detection, interest will be centred on the predictive distributions from this
model pair at each time step.

To provide some simple generic notation, suppose a multinomial vari-
able has k categories and the corresponding Dirichlet prior distribution
parameters are α = (α1, α2, . . . , αk), with α� > 0 ∀�, and define α� =∑k

� = 1 α�. Then after time t and observing category counts c1, c2, . . . , ck ,
the posterior distribution for the category probabilities is again Dirichlet
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with updated parameters α∗ and the predictive probability of the next cate-
gory being class � is given by

α∗�
α∗�

, (1)

where α∗� = α� + c� and α∗� =
∑k

� = 1 α∗� . Note that explicit dependence on
t is being suppressed in this notation for brevity.

3.2. Client modelling

For many computers in a network, an event from that machine as a
client can lead to further events from the same client, or a related client,
with higher probability. Therefore, the sequence of client computer events
{Xt : t = 1, 2, . . .} for a user are modelled as a Markov Chain with a time-
varying state space Vt and transition probability matrix Pt .

It will be assumed here that whenever Z X
t = 0 and a new client com-

puter is used, this computer will be added to Vt for all subsequent time
points. Alternatively, it may be desirable to relax the assumption that any
computer used previously by a user credential is automatically a part of
Vt , and even expire computers in Vt if they have not been used for some
time period. Between changes over time in Vt (periods for which Z X

t is
always one) the transition probability matrix Pt will be assumed to be con-
stant, with independent Dirichlet prior distributions for each of the rows of
Pt to allow the unknown transition probabilities to be integrated out when
deriving the predictive distributions.

For simplicity, the arrivals of new clients will be assumed to occur over
time with a constant but unknown probability from a Dirichlet (αZ ) prior
distribution. By (1) the predictive probability of a new client computer
being observed at time t is given by

P(Z X
t = 0) = (αZ ,0 + c)

(αZ ,� + t − 1)
, (2)

where c =∑
t ′<t I(Z X

t = 0) is the number of observed clients.
When Z X

t = 0, representing that a user has used a new client computer
for the first time, it will be assumed that

P(Xt = x|Z X
t = 0) = deg+(x)∑

x̃∈V ,x̃ /∈Vt
deg+(x̃)

, (3)
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where deg+(x) is the number of unique users on the network that have
used computer x as a client in some recent past. The reason for choosing
this model for new user connections is that intuitively, networked comput-
ers with large outdegrees are more likely to have new users connect from
them. A more sophisticated model making use of the neighbours (in some
topological sense) of the user and computer x is the subject of further work.

Finally, when Z X
t = 1, meaning the client is drawn from the existing

set Vt , suppose Xt − 1 = x ′. Then the Markov chain model assumes an
informative Dirichlet prior for the corresponding row of Pt , obtained from
the usual Bayesian updating equations, satisfying

αx ′,x(t) = αx ′,x +
∑
t ′<t

I(Xt ′ = x, Xt ′ − 1 = x ′)

and hence, from (1) the predictive distribution for the next client is

P(Xt = x|Xt − 1 = x ′, Z X
t = 1) = αx ′,x(t)∑

x̃∈Vt
αx ′,x̃(t)

. (4)

The full predictive distribution for the next client is then simply:

P(Xt = x) =
1∑

i = 0

P(Xt = x|Z X
t = i)P(Z X

t = i), (5)

where P(Xt = x|Z X
t = i) are given by (3) and (4).

3.3. Server modelling

The model for the server random variables {Yt : t = 1, 2, . . .} are similar to
the client model explained in Section 3.2, except that the probabilities for
an event being directed to a server Yt are assumed to depend on the identity
of the client Xt .

First, the arrival of new servers is allowed to depend on whether a new
client is also being used. Let ZY, j

1 , ZY, j
2 , . . . be the subsequence of ZY

t for
which Z X

t = j , for j = 0, 1. Then each process ZY, j is modelled sepa-
rately according to the same model as (2) in Section 3.2. This separation
has the following implication: If a new client is being used, this can effect
the probability of a new server also being used; whereas if an existing client
is used, then the identity of the client is not able to further influence the
chance of connecting to a new server.
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Second, when the user connects to a new server, corresponding to
ZY

t = 0, an analogous model to (3) is used, but here this is based on the
indegree of the new server. Specifically,

P(Yt = y|ZY
t = 0) = deg−(y)∑

ỹ∈V ,ỹ /∈Vt
deg−( ỹ)

, (6)

where deg−(y) is the number of unique users that have used computer y as
a server in some recent past.

Last, for each client x , let {Y x
t : t = 1, 2, . . .} be the subsequence of

servers Y1, Y2, . . . for which the client was x (note the subsequence would
be of length zero if x is a new client). For contiguous periods for which

�× × × × × ×(Xt , Yt)
(0, 3) (0, 2) (1, 5) (0, 1) (1, 4) (0, 2)

�

�× × × ×Y 0
t

3 2 1 2

�× ×Y 1
t

5 4

ZY
t = 1, the subsequences Y x are modelled as separate Markov Chains

for each client x with transition matrix Px
t and state space Vt at time t . If

we wish to predict the next server, given that Xt = x , if Z X
t = 1 define

tx = max{t ′ < t : Xt ′ = x} to be the most recent time prior to t that the
user previously used client x , and let y′ = Ytx be the server used on that
occasion: Then the relevant Dirichlet parameter vector for the row of Px

t

corresponding to the previous server y′ is given by

αx
y′,y(t) = αx

y′,y +
∑
t ′<t

I(Xt ′ = x, Yt ′ = y, Yt ′x = y′),

and hence, from (1) the predictive distribution for the next server is

P(Yt = y|Xt = x, Ytx = y′, ZY
t = 1, Z X

t = 1) = αx
y′,y(t)∑

ỹ∈Vt
αx

y′,ỹ(t)
. (7)

Alternatively, if ZY
t = 1 but Z X

t = 0 and so no previous server from client
x exists, it is simply assumed that

P(Yt = y|Xt = x, Ytx = y′, ZY
t = 0, Z X

t = 1) = 1

|Vt | . (8)
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The full predictive distribution for the next server given the current
client is:

P(Yt = y|Xt = x, Z X
t = z)

=
1∑

i = 0

P(Yt = y|Xt = x, ZY
t = i, Z X

t = z)P(ZY
t = i |Z X

t = z), (9)

where P(Yt = y|Xt = x, ZY
t = i, Z X

t = z) is given by (6), (7) and (8)
respectively.

3.4. Event type modelling

Finally, a model is required for the sequence of event types Et . Since differ-
ent computers are used for different tasks, it is assumed that each client–
server pair has a separate distribution of event types. For a client–server
pair (x, y), let E x,y

1 , E x,y
2 , . . . be the subsequence of Et for which Xt = x

and Yt = y. Then each subsequence is assumed to follow the simple multi-
nomial Dirichlet model of Section 3.1, implying a predictive distribution
for the event type, given Xt = x and Yt = y, of

P(Et = e|Xt = x, Yt = y) = α
x,y
e (t)∑

ẽ∈E α
x,y
ẽ (t)

, (10)

where

αx,y
e (t) = αx,y

e +
∑
t ′<t

I(Xt ′ = x, Yt ′ = y, Et ′ = e).

To provide an informative prior, the parameters α
x,y
e could be derived from

relative global frequencies of each event type occurring on the client–server
pair (x, y) across all users in the network.

Further for simplification, one could consider borrowing strength across
the client computers by dropping the dependency on the client so that
P(Et = e|Xt = x, Yt = y) = P(Et = e|Yt = y), since the event type
more typically depends on the server. For example, if the event type is a
logon and it is going to a fileshare computer, then it is usually a network
logon; whereas, if the event type is a logon and it is to a personal computer,
then the event type is usually an interactive logon.

For the computer log data described in Section 2, a comparison was
made between the models Et |Xt , Yt and Et |Yt by calculating the Bayes
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Factor (BF) for the data for each user under the two models. Only 9% of
users had a B F > 1 in favour of Et |Xt , Yt and of those the average log BF
per event is 1.02 which is evidence “barely worth mentioning.”11 For the
results presented in Section 4 this simplification is adopted.

As mentioned in Section 2, some events, such as process starts, may
have an extra associated variable associated that should be modelled and
this is trivial to add using the same model as above, now conditioning on
Xt , Yt , Et .

3.5. Event p-values and control chart

Let (x, y, e) be the client–server-event type triple observed at time t , and
let θx(t), θy|x(t), and θe|xy(t) be corresponding realised values taken by the
respective predictive distributions (5), (9) and (10). Then strictly, the full
posterior predictive p-value is given by

pxye,t =
∑
x̃∈V

∑
ỹ∈V

∑
ẽ∈E

θx̃ ỹẽ(t)I{θx̃ ỹẽ(t) ≤ θxye(t)}, (11)

where θxye(t) = P(Xt , Yt , Et ) = θx(t)θx |y(t)θe|xy(t).
For large networks the above calculation might be too computationally

intensive to be of practical value for real-time calculations in which case as
an alternative, three independent p-values can be obtained from the condi-
tional distributions

px,t =
∑
x̃∈V

θx̃(t)I{θx̃(t) ≤ θx(t)},

py|x,t =
∑
ỹ∈V

θỹ|x(t)I{θỹ|x(t) ≤ θy|x(t)},

pe|xy,t =
∑
ẽ∈E

θẽ|yx(t)I{θẽ|yx(t) ≤ θe|xy(t)}.

Since these p-values are independent, a suitable p-value combiner such as
Fisher’s method can easily be used to get an overall p-value pxye,t . This
calculation will scale linearly with the size of the network.

The p-values above are generated from discrete random variables and
so are conservative, meaning they understate the evidence against the null
hypothesis of normal behaviour. This effect can be debilitating when multi-
ple p-values are combined. One remedy is to use mid-p-values,12, 13 which
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have been shown to have better behaviour. For the results in Section 4,
Fisher’s method is used to combine the associated mid-p-value for pxy,t

and pe|xy,t to get pxye,t .
Finally according to the needs of the enterprise network or application,

a threshold can be applied directly to the sequence of p-values, alerting
any time a single p-value falls below that threshold. Alternatively, to accu-
mulate weaker evidence of anomalous behaviour over time, a control chart
can be deployed on the independent p-value sequence. The next section
describes a particular control chart used in the analysis here. The results
in Section 4 demonstrates the difference in performance obtained from the
two approaches.

3.5.1. Contiguous subset selection

Let p1, p2, . . . be a sequence of independent p-values corresponding to a
user’s behaviour over time. A common method for accumulating evidence
over time is to take an exponentially weighted moving average, for example

S1 = �−1(p1),

St = λ�−1(pt )+ (1− λ)St− 1, t > 1, (12)

where � is the cumulative distribution function of a standard normal ran-
dom variable. Note that (12) gives highest weight to the most recent p-
value and then exponentially diminishing weights to past values, and so
this chart has good smoothing properties for tracking a moving average
that changes gradually over time.

However, for anomaly detection on a computer network the task is
to detect sudden abrupt changes in behaviour, represented by a time-
contiguous block of p-values. Furthermore, useful analytics should aim
to detect the time at which anomalous behaviour began, rather than when
it first became detectable. So here, following Ref. 14 the approach taken
is to find the most significant subset of p-values, but now subject to the
constraint that the subset is a time-contiguous subsequence.

For t, k ≥ 1, let s̃t,k = ∑t
i=t−k+1 log pi , the logarithm of the prod-

uct of the k most recent p-values at time t . It was noted by Fisher in
Ref. 15 that when the p-values are independently uniform on [0, 1] then
−2s̃t,k ∼ χ2

2k . So the upper tail probability from this distribution, denoted
here as F̄2k(−2s̃t,k), gives a well-calibrated measure of surprise in the
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k most recent p-values. The smaller the value of F̄2k(−2s̃t,k), the more
anomalous the last k p-values have been.

The control chart in this analysis monitors the minimum of these quan-
tities with respect to the unknown anomalous subset size k at time t :

S̃t = min
1≤k≤min{kmax,t}

F̄2k(−2s̃t,k). (13)

Viewed over time, the lowest point

argmint S̃t (14)

for a user corresponds to the end of the most anomalous contiguous
subsequence of p-values; the corresponding, minimising k at that time
point indicates the duration of the anomalous period, and hence when the
anomaly began. By default the chart parameter kmax = ∞, but otherwise
this can be set to put an upper bound on the size of an anomalous subset
of p-values. In the analysis of Section 4, it was chosen that kmax = 20,
since this should be sufficient for detecting anomalous computer network
behaviour and greatly reduces the computational burden of calculating the
chart. P-values for the test statistic S̃t can be obtained via Monte Carlo
methods.14

4. Results

As mentioned in Section 2, for the purposes of demonstration a random
selection of 1,053 user credentials were selected from the LANL computer
log data plus the additional 78 credentials that were known to be compro-
mised during the second month of data where there was a known red team
attack.

For the prior probabilities for the models described in Sections 3.2–
3.4, in all cases a symmetric Dirichlet prior was chosen with all Dirichlet
parameter components equal to one. Events were only scored for the sec-
ond month of data, during which the red team attack occurred. A minimum
training period of seven days was set for the users, so that events gener-
ated by a user credential are not scored until the user had been observed
for a full week. Further, any events involving computers that have not been
observed for at least a day are not scored.
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Fig. 4. Left: ROC curve for the minimum p-values for and the minimum scores for the
contiguous subset control chart for each user. Right: ROC curve where the false positive
rate is on the log scale.

To test for model fit, a Kolmogorov–Smirnov (KS) test was performed
for the set of p-values observed over the first month of data for each user
credential, under the null hypothesis that they are distributed as uniform
random variables on the unit interval. As discrete p-values are stochasti-
cally larger than uniform, only a one-sided KS test was performed. At a 5%
significance level the null hypothesis was rejected for 6% of users, which
is close to the target of 5%.

Figure 4 shows the receiver operating characteristic (ROC) curve over
varying thresholds for the sequence of p-values given by (11) and the
scores obtained using the contiguous control chart (13), illustrating the
performance of the methodology under the two approaches. For the ROC
curve a user credential was considered detected at a threshold if at any
point over the month it dropped below that threshold at least once.

Scoring on either the individual p-values and the control chart 3.5.1 led
to very similar performance, with a very high true positive to false pos-
itive ratio over low thresholds. When plotting the ROC curve on the log
scale (Figure 4 (right)) it can be seen that scoring on the individual p-
values performs slightly better at certain thresholds, suggesting that there
is little to be gained in these examples from accumulating evidence over
time. Indeed, from further investigation of the data, the nature of the red
team attack present in the data was such that the user credentials that were
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Fig. 5. Contiguous control chart p-values (top) and individual p-values (bottom) on the
log scale for two of the known compromised user credentials.

compromised were mostly used in an extremely anomalous way only once,
rather than repeatedly. The individual p-values will be lower than the con-
trol chart p-values for one-off anomalous events and hence will be detected
at a lower threshold. The difference between the two approaches in practice
is illustrated in Figure 5, which shows the scores (on the log scale) for both
methods when applied to two of the known compromised user credentials.
For the user on the left of Figure 5, when there is a sequence of anomalous
events the score using the control chart is much lower than that of the indi-
vidual p-values; whereas when there is a one-off anomalous event, as can
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Fig. 6. The times at which anomalous behaviour was detected for true alarms (left) and
false alarms (right).

be seen for the user on the right, the individual p-value method will have a
lower score.

Figure 6 shows the timings at which users were flagged for both the
control chart and individual p-value approaches at thresholds chosen such
that both had the same number of false alarms. The left panel of Figure
6 shows user credentials that were known to be compromised and hence
contains more true positives, and the right panel shows the user credentials
that were false alarms. It is apparent from the graph that there is a much
higher correlation between the timings of the anomalous events for the
true positives than the false positives. Therefore, to reduce false alarms it
might be desirable to look for correlations in timings of anomalous events.
Exploring correlations between client computers and server computers for
anomalous events across different users could further reduce false alarms.
Such considerations are also suited for detecting network intruders as well
as insider threats, as attackers often use more than one compromised com-
puter in the network as the base of their operations, or alternatively, if they
have a target within the network they may use various compromised cre-
dentials to try and obtain access to that computer. For the red team attack
in the data analysed, 65 out of the 444 anomalous events detected at a
chosen threshold all originated from the same client involving 40 different
user credentials which were all known to be compromised. The next most
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common client only had 16 anomalous events associated with it involving
only one user credential, and the rest were spread out over different com-
puters. Similarly for the servers, the flagged anomalous events were spread
out over different computers.

5. Conclusion

A framework was provided for modelling the activity surrounding user cre-
dentials on a computer network using computer event logs by viewing the
logs attributed to each user as a multivariate data stream. The methodology
was shown to perform well in detecting compromised user credentials at a
very low false positive rate.

Further modelling effort is needed to incorporate the time stamps of
the event logs as well as more sophisticated models for the occurrence
of new computer usage from user credentials. For this chapter the same
threshold was used for detecting anomalous credentials across all users
and this can bias detection towards the busier users in the network who
generate more events per day. Ideally a threshold should be chosen that
takes into account how many events each user credential generates, so that
there is equal probability of detecting different kinds of users.

From a data processing standpoint, more effort is required in under-
standing and separating automated events from human-driven events.
Incorporating other potential data sources that can be tied to user creden-
tials, such as badge reader data, proxy data or email meta data, could aid in
further understanding users’ behaviour, in particular by identifying when
they are physically present on the network. Finally a separate modelling
endeavour for new account creation and local machine accounts would
extend the breadth of monitoring within the network.
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Using threat-log data from an IDS/IPS in a university network, we study the
threat-activity for individual hosts. Relating it to the properties of each host as
observed through campus-wide network scans, we establish associations between
the network services a host is running and the kinds of threats to which it is
susceptible. The methodology introduced here is analogous to that successfully
applied in genetic epidemiology to associate genetic variants to complex diseases
and to estimate health risks for individual patients.

1. Introduction

Within the current paradigm of cyber security research it is recognised
that perfect security is unattainable.2 One reason for this is that the nature
of cyber-threats is constantly evolving, and ever more rapidly.3 Although
dedicated efforts towards detailed understanding of specific threats are

∗This text is an extended version of work first published in Scientific Reports in 2014,1 co-authored
with Alexander Kott and Albert-László Barabási.

†Affiliation at which this work was developed. Questions and requests for data should be sent to this
address.

89

||||||||||||||||||||

https://technet24.ir
https://technet24.ir
https://technet24.ir


February 25, 2016 8:33 Dynamic Networks and Cyber Security 9in x 6in b2273-ch04 page 90

90 S. Gil

absolutely necessary for the development of patches, more secure software
and better practices, the timescales involved in the lifecycle of vulnera-
bilities indicate the need for assessment methods that are adaptive to the
changing circumstances of the cyber-environment.4

In order to practice adequate risk management and efficient resource
allocation in cyber security, we must be able to estimate real-world proba-
bilities of infection on the basis of the characteristics and configurations of
the system or network.5 Prolific research has made progress in modelling
the different processes involved in compromising a host or a network at
large by aggregating and mapping the interdependencies of software vul-
nerabilities.6–15 However, studies in which actual probabilities of compro-
mise are derived and compared with threat data in the wild are largely
absent from the literature.

An inherent challenge of cyber security research is that a multitude of
broadly diverse factors play an inextricable role in the success and failure
of a cyber-threat, which makes modelling attacks difficult. Technological
factors are intertwined with psychological factors and human fallibility,
economic pressures, geography and cultural trends, amongst many others.
This makes cyber security a fertile ground for interdisciplinary efforts and
holistic approaches. In particular, it points to the benefits of studying the
combined effects of all these factors in vivo, rather than relying on models
of their individual contributions from first principles. Metrics derived in
this way, when suitably updated, will have the added benefit of appropri-
ately reflecting trends in the cyber-threat landscape.

Similar problems are found in social and life sciences, where data anal-
ysis has become a dominant approach. In particular, the introduction of
computational methods in genetic epidemiology for the statistical analy-
sis of large-scale data on complex diseases has recently led to meteoric
advances in the understanding of the genetic underpinnings of different
disease types. This has lead to great progress in our ability to calculate
probabilities of an individual developing a condition or being affected by a
disease by analysing specific markers in the person’s genome.

In the same vein, we propose a data-driven approach to estimating real
probabilities of compromise for a host. We do this on the basis of what
network services the host is running. Thus, we establish a mapping between
the two problems that allows us to use the same mathematical formulation.
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1.1. Computers as living cells

Analogies between computers and living organisms have a long history,
spanning comparisons between a computer and the brain to descriptions of
the internet as a global macro organism, far pre-dating the coining of the
term “computer virus.”16 However, rarely have they led to a unification of
methodologies between the disciplines that study both kinds of systems,
much less in terms of their vulnerability to malicious intrusions.

One such comparison that can prove helpful to this problem is between
a computer and a living cell.17 In this picture, illustrated schematically in
Figure 1, the network services running on a host play the role of transmem-
brane proteins, such as channels and receptors, that regulate the exchange
of chemicals between the cell and the exterior. Biological viruses infiltrate
the host cell by leveraging the normal functioning of membrane receptors

Fig. 1. Schematic comparison of a living cell and a computer. Top: transmembrane pro-
teins and channels play the role of network services, in that they regulate and control the
exchange of chemicals (and information) between the cell and the exterior. Bottom: certain
proteins and channels are known to be involved in the infection process by specific viruses.
We can similarly try to associate specific network services with specific cyber-threats.
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to their advantage, binding to a receptor site which typically serves a dif-
ferent function in normal operation, and effectively “tricking” the cell into
letting them in (for example, in endocytosis). This is similar to the way in
which a hacker may exploit a vulnerability in one of the host’s services to
bypass security measures, for example, by sending a crafted message that
is processed by the service with unwanted consequences.18 In other cases,
a virus may attach to a large number of receptors and forcefully brake
through the cellular membrane, which can be compared to a brute-force
attack.

Although the analogy between network services and transmembrane
proteins is particularly relevant to matters of network security, we could
extend this relationship to broader categories of application processes and
proteins. The purpose and function of proteins is generally that of chemical
processing, taking a certain set of chemical inputs and outputting needed
compounds. The expression levels of proteins are directly associated with
specific genes that can be turned on and off, much like network services
and other processes.a Gene expression is at the basis of cell differentiation,
which results in cells of different types and functions having different fea-
tures, including specific proteins on their membranes. Similarly, computers
configured for different purposes within a network will have different ser-
vices running on their ports to fulfil their function. Within this picture, we
can readily identify the list of network services that a host runs as its geno-
type. Correspondingly, in the context of cyber-epidemiology, whether the
host is affected or not by a given threat can be understood as its phenotype.

1.2. Genome-wide association studies

The value of such analogies may be reinforced with the development of
new methods within each of the disciplines. Ultimately, the difficulty in
building successful models for cyber security lies in the multiplicity of fac-
tors that can affect the security of a network, and the large number of differ-
ent mechanisms through which the security can be violated. The main goal
of constructing metrics for cyber security is to find systematic ways to esti-
mate the risks associated with specific configurations. This problem is akin

aThe fact that DNA is unchanging is only tangentially relevant to this matter.19
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to that of determining the risks or propensities to specific diseases from a
patient’s clinical characteristics. A very complex and often unknown inter-
play between genetic, behavioural, environmental and aleatory factors are
at play in the causing of complex diseases. However, advances in genetic
technologies have facilitated the analysis of large numbers of patients, and
the statistical analysis of their genetic information has allowed to system-
atically deduce reliable associations between a given disease and specific
sets of genes that play a role in their occurrence. This is achieved by
Genome-Wide Association Studies (GWAS), an efficient methodology to
systematically find associations between genetic variants and diseases.20, 21

In GWAS, genetic markers (single nucleotide polymorphisms, or SNPs)
along the entire genome of a large population are analysed in search for
significant correlations between individuals with the same disease.

An association between a gene and a disease is established when a spe-
cific variant of a gene is present in a higher proportion in individuals that
are affected by the disease (case group) than in healthy individuals (control
group). A significance level for this higher proportion is encapsulated in
a p-value, which represents the probability that this discrepancy could be
observed purely by chance. If this probability is below a threshold value
(usually 0.01), it is concluded that the proportion is not higher by chance,
and thus the variant in question is associated with the disease.22

P-values are calculated for all analysed genes in parallel, and compiled
in a so-called Manhattan plot.23 In these plots, the negative logarithms of all
the p-values are plotted so that the higher values are the most significant.
In this way, one can easily see what and where the most highly associated
genes are in the genome.

An association does not imply causality: The occurrence of the dis-
ease and the genetic variant can both be the result of another factor, and
thus be merely correlated. Yet discovering such associations can give very
valuable clues in the search for more fundamental causes of the disease.
Since GWAS analyse the entire genome and not just genes that are already
suspect, they require no preconceived assumptions on what the potential
causal candidates may be. This makes this technique particularly useful
to discover previously unknown culprits. For this reason, GWAS have
emerged as an unbiased, high-throughput method to address the complex-
ity of certain diseases in a comprehensive way.
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Moreover, any association, causal or not, indicates a positive effec-
tive correlation that can be used to evaluate an individual’s risk of being
affected by a disease. With the sinking costs of DNA sequencing, any per-
son can nowadays have their genome sequenced and produce a health pro-
file of diseases for which they have elevated risks. Commercial companies
offer such services to the broad public. This leads us to the question: Could
the same be implemented for computers, such that a simple scan could tell
us what threats pose a higher risk for its configuration?

Our aim is to translate this method from genetic epidemiology to study
cyber-threats in a computer network, looking for associations between the
threats that a host is affected by and the network services that it runs. In this
way, we establish a statistical framework in which the impact on the secu-
rity of specific configurations across the whole network can be analysed
systematically.

2. Our Case Study

We focus on data collected from a university campus monitored by an
Intrusion Detection and Prevention System (IDS/IPS). The network is
broadly composed of academic and research departments, administrative
offices and living dorms.

In this network, more emphasis is put on usability than on security.
Although specifics about the topology of the network are unknown, it is
noteworthy that most hosts are reachable from the outside and, conse-
quently, they are exposed to similar threats. Moreover, since the informa-
tion contained within the network is likely not perceived as valuable, either
monetarily or for intelligence purposes, this network is seldom the victim of
targeted attacks. For these reasons, we mainly concern ourselves with high-
volume, low-complexity threats, rather than highly sophisticated attacks.

This study uses data on the university network stemming from two
sources. Below we give details on the data that we used and how it was
collected.

2.1. Network scans

In order to collect information on the characteristics of a host across the
whole network, we look for the kind of information that we can collect
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remotely and systematically. We performed full scans of all possible IP
addresses within the ranges reserved for the University in search for open
ports.b The scans were conducted from a location outside of the univer-
sity campus, thus being limited to hosts that are reachable from the broad
internet. For this reason, we can expect that the hosts included “occupy
comparable locations” in the network topology.

Continuously performing scans over the course of approximately three
months, we obtained responses from a total of 11,726 hosts.c For these
hosts, we gathered information about open ports on each host and the ser-
vices present on those ports. In our analysis we only retain the name of the
available services, ignoring versions and vendors. A total of 464 distinct
services were found in the University network,d including an “unknown”
category, which represents the third most common service name returned
by the scans. In Figure 2, we present the 20 most common services in the
network.

2.2. IDS/IPS threat logs

Information on the threat activity of individual hosts is derived from the
threat-logs of the campus’ IDS/IPS.e This IDS/IPS monitors incoming and
outgoing traffic, searching for matching signatures from a threat database.

As our working definition, we consider a threat to be anything that the
IDS/IPS identifies as a threat. This definition is obviously blind to any rate
of false positives and false negatives that the IDS/IPS may incur.f Never-
theless, the instances in which an IDS detects a threat correspond to well-
documented malicious activity. Since this system is custom-configured by

bScanning was performed using Nmap, an industry standard tool. http://www.nmap.org.
cWe had no automatic way to corroborate that there is a univocal correspondence between IP

addresses and hosts. However, we could manually check the DHCP history for a significant portion of
the concerned IP addresses, and in all cases they had been only associated to a single MAC address in
the available history, a time span much larger than the reach of our threat-log data.

dAlthough there is no certainty in the identification of a service, Nmap is an industry standard, and
as such we consider its inferences to be sufficiently reliable. Inaccuracies will be part of the inherent
experimental error.

eThe IDS/IPS in this campus is by the company Palo Alto Networks, functioning both as a firewall
and a network-based Intrusion Prevention System simultaneously.

fThe company reports a 92.5% success rate.24

||||||||||||||||||||

https://technet24.ir
https://technet24.ir
https://technet24.ir


February 25, 2016 8:33 Dynamic Networks and Cyber Security 9in x 6in b2273-ch04 page 96

96 S. Gil

Fig. 2. Histogram of the 20 most common services in the network.

IT experts, we work under the assumption that any threat represents a vio-
lation of a given security policy.

We analyse 501 days, beginning in September 2012, of threat-log data
produced by the IDS/IPS, containing approximately 60,000 threat logs per
hour originating both outside and inside the University network. Each posi-
tive match is logged along with a timestamp of detection, source and target
IP addresses and a threat description, amongst many other variables.

98.3% of the threat events are allowed and only an alert is produced.
This doesn’t give us any information on how successful the threat is in
compromising the target host. However, in accordance with our definition,
we assume that a foreign host being flagged by the IDS/IPS as engaging
in threat activity has been compromised by a malicious agent. By the same
token, a threat being detected as originating within the University network
implies that the host has been compromised. Thus, we restrict our analy-
sis of the threat logs to the 3.2% of the matches that originate inside the
campus.

Additionally, we only include threat events that are categorised as either
vulnerability exploits, viruses or malware, excluding illegal scans and mal-
formed packets, since these two latter can plausibly result from routine
procedures. Lastly, we only concern ourselves with hosts for which we
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Fig. 3. The 30 threats most commonly detected by the IDS/IPS in terms of number of
affected hosts. The right panel shows the number of events recorded for each threat.

have successfully performed a scan. This reduces our data set to approx-
imately 16 million entries, stemming from 10,560 distinct IP addresses
within the University network. Figure 3 shows the 30 most common of the
278 distinct detected threats in terms of number of affected hosts and their
corresponding number of events recorded.

3. Service Profiles and Threat Correlations

Our starting hypothesis is that the probability that a host is affected by a
specific threat is systematically dependent on the set of reachable services
running on it.25 In our framework, each host is characterised by the set
of network services they run (genotype), and the frequency of each threat
detected on that host (phenotype). Let us define the genotype vector si for
host i such that the component si

k is the number of instances of service k
running on host i , as detected by the scans. Similarly, we write the phe-
notype vector vi so that v i

k represents the number of entries for threat k
detected on host i . Hosts with no detected threats have vi ≡ 0.

The list of present services not only gives information about the poten-
tial vulnerabilities that can be exploited on the host, but may also pro-
vide some indications of the usage and purpose of the computer, as well as
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Fig. 4. Host running similar sets of services will have a higher likelihood of being affected
by the same threats. Plot shows the average correlation between the threat profiles (pheno-
type) of pairs of hosts as for different values of the correlation between their service profiles
(genotypes).

general levels of security in place.g The validity of such indications should
be reflected in the likelihood that similar computers are affected by simi-
lar threats. To establish the similarity between the genotype and phenotype
vectors of a pair of hosts, we measure the Pearson correlation ρsi ,s j and
ρvi ,v j , respectively.

Figure 4 shows the mean value of the correlation between the pheno-
type vectors of each pair of hosts, given their genotype correlation. The
clearly increasing trend indeed confirms that computers with the same ser-
vices have a higher probability of being affected by the same threats. The
correlation between threats is maximal when the coincidence between ser-
vices is exact (ρsi ,s j = 1)

We can take advantage of this result to find patterns of susceptibility
across the whole network. Let us construct a matrix of phenotype corre-
lations R with components Rij = ρsi ,s j . Using 1 − R as a dissimilarity
measure, we perform a hierarchical clustering to obtain an ordering of the

gAdditionally, certain types of malware may autonomously scan for services to identify potential
targets, or even actively open ports after infection.
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(a) Genotype correlations (b) Phenotype correlations

Fig. 5. Correlation matrices of genotype and phenotype vectors. (a) We establish an order-
ing of the hosts by performing a hierarchical clustering on the service correlation matrix.
This represents a network of similar hosts, where clusters of similarly configured computers
can be identified. (b) Using the same ordering, we plot the threat correlation matrix. Some
blocks can be identified here too, implying that the network on which threats propagate
follows some of the features of the network of service correlations.

hosts such that contiguous hosts have a high overlap between the services
they are running. In Figure 5(a), we plot the matrix of genotype correlations
R according to this new ordering. It indicates that the network is comprised
of several blocks of different sizes where the elements are highly correlated
amongst each other. Although these hosts may or may not be closely con-
nected in the physical network, they have a high similarity and are therefore
closely related.

We can think of R as the adjacency matrix of a weighted graph in
which nodes (hosts) are connected according to how similar they are. If
threats affect hosts with a given set of services, then this is the network
along which they propagate. Identifying clusters at this level of abstraction
can be very helpful in evaluating how broadly can certain threats pene-
trate and spread over the network. In Figure 5(b), we compare this to the
matrix of correlations between phenotype vectors. We can observe a direct
correspondence between some of the clusters obtained from the similarity
between the hosts’ services and the similarity of their threat profiles.
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Fig. 6. Odds ratios for a few commonly observed threats, presented for three different
services. Host running certain services can be hundreds of times more likely to be affected
by certain threats than hosts not running them.

Figure 6 shows three examples further supporting the hypothesis that
the presence of specific network services is a good indicator of the host’s
susceptibility to certain threats. Indeed, we find that a computer running
the ssh service is 16 times more likely to be flagged for the Active Direc-
tory RDN Parsing Memory corruption than computers without that service.
More dramatically, a host running the ftp service is 678 times more likely
to trigger alerts for Chrome’s FTP PWD response vulnerability, and hosts
running flexlm are about 370 times more likely to be infected by the
JBoss Worm.h

4. Association of Services and Threats

To identify the contribution to a host’s susceptibility of individual services,
we structure our analysis as a standard case-control study for each individ-
ual threats and each individual service. We consider a binary state model
in which a given threat has either been detected on a host or not, and the
host is either running a given network service or not. Our case-hosts for the
study of a specific threat are therefore all the hosts from which that threat
has been detected by the IDS/IPS. All hosts on which the threat has not
been detected serve as the control group.

hCVE-2010-0738 in the Common Vulnerabilities and Exposures Database, www.cve.mitre.org.
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We want to evaluate the presence of the service in question as a risk fac-
tor for being affected by the threat. Therefore, we need to identify amongst
the case and control groups what are the number of hosts that are exposed
to the risk factor (i.e. hosts running the service) and those unexposed (i.e.
hosts not running the service). For each service-threat pair, this can be com-
piled in a contingency table of the form:

Table 1. Contingency table for a given ser-
vice-threat pair.

Running
the service

Not running
the service

Affected by
the threat A B

Threat not
detected in host C D

Determining whether this service is significantly associated with this
threat requires us to evaluate the statistical differences between the two
columns of Table 1. This association problem is equivalent to that encoun-
tered in GWAS when we equate the presence and absence of a service on a
host with the presence of each of two possible alleles (genetic variant) for
a given gene. Therefore, our problem has an identical mathematical for-
mulation to the problem of genetic association, and statistical association
is then evaluated by calculating the statistical significance (p-value) of the
discrepancy in the ratio of affected and unaffected hosts between the case
and control groups.22 In our model we measure the risk posed by a service,
regardless of how many instances are running on a given host. In genetics,
this corresponds to a common dominant model of genetic penetrance, such
that the presence of a given (dominant) variant of a gene is sufficient to
cause an associated phenotype, regardless of the number of copies present.

We apply the Fisher exact test to the contingency table above to eval-
uate the statistical significance of the association.i Doing this for all ser-
vices, we obtain a p-value for the association between each service and

iIn the case of GWAS, logistic regressions are also commonly used to evaluate statistical signifi-
cance when the considered genetic model allows for different values of the penetrance (e.g. additive
or multiplicative) for the different possibilities of homozygous and heterozygous cases.
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Fig. 7. Manhattan plots for three different threats. The dotted line is the significance
threshold. Points above this line indicate effective associations, with black dots correspond-
ing to positive effects and grey dots to negative effects on the odds ratios.

the threat under study. With these values, we construct a standard Manhat-
tan plot for each threat, illustrated in Figure 7 for three different threats.
These plots show the negative logarithm of the p-value for each service,
with the threshold for significance set at 0.01, multiplied by an additional
Bonferroni correction. Each dot is coloured according to the sign of the
correlation: Black dots above the threshold indicate a positive association
between the service and the threat; grey dots denote negative associations.
The resulting plot summarises the risk profile of a threat.

Positive associations imply that the service in question constitutes a
risk factor for computers running the specific service. This could be the
result of one of two possible scenarios: (a) direct association, in which the
service is directly responsible for the host being compromised, (b) indirect

||||||||||||||||||||

||||||||||||||||||||

Hiva-Network.Com

https://technet24.ir
https://technet24.ir
http://www.hiva-network.com/


February 25, 2016 8:33 Dynamic Networks and Cyber Security 9in x 6in b2273-ch04 page 103

Network services as risk factors: A genetic epidemiology approach to cyber security 103

association, where the presence of the associated service correlates with
the factors that are the true cause of the host’s vulnerability to a threat.j

Since network services represent a small subset of a system’s charac-
teristics, many of the identified associations will be indirect. An example
is given by the JBoss Worm in them middle panel of Figure 7. This threat
affects the Red Hat Java Application Server, which typically runs behind a
web server. Correspondingly, the service http is present in an average of
2.55 instances in affected hosts, while only 0.4 times in those unaffected.
vmware-auth and flexlm, which are respectively 23 and 164 times
more likely to be present in affected computers, also indicate that these
hosts may be part of a virtualised network that makes use of the applica-
tion server. The presence of the ossec agent, a host-based IDS, is also
not directly related to the vulnerable application (in fact, one could expect
it to help prevent infection). But the deployment of this software in most
affected machines demonstrates a consistency in the configuration of these
hosts. It is an indication that these are likely servers maintained by adminis-
trators, which is typically the case for hosts running the Application Server.
The association of all these services with the JBoss worm at high signifi-
cance constitutes an indirect association through their co-occurrence with
the actual causal factor.

Negative associations indicate that the service is significantly unlikely
to be present on affected hosts. In such cases, it is the absence of the service
which correlates with the cause of the intrusion. Thus, they are necessarily
indirect, and relate to inherent correlations in the configurations of cer-
tain hosts. Indirect associations don’t provide insight into the causation of
the infection. However, they represent a consistent correlation that can be
leveraged to calculate the effective probabilities of infection.

Nevertheless, given that network services are the point of entry for
many viruses and network hacks, we expect some of these associations to
be direct. For example, the threat ASP.NET NULL Byte Injection Informa-
tion Disclosure Vulnerability (CVE-2007-0042, CVE-2011-3416) shows
high significance for the association with the remoting service, which
mediates communications in the .NET Framework. Since this service is

jAssociations can also be false positives due to systematic biases in the data. We find no particular
reason to suspect that this is at play in our data.
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used by ASP.NET for communications between server and client, it could
plausibly provide an entry point for the potential attack, and thus constitute
a direct association. Since there are alternative setups for this system (for
example, using Windows Communication Foundation) blocking traffic for
this service could have a measurable impact on the network’s vulnerability
to this threat.

5. Validation

To verify the effectiveness of this method, we determine the group of asso-
ciated risk-factor services using a cohort of hosts for calibration, and then
use these results to predict the odds ratio of infection in a different test
cohort. The two cohorts are chosen randomly from our sample of hosts to
form two groups of the same size. First, we identify for each threat the
set of associated risk-factor services from the calibration cohort. Then we
identify in the test cohort which hosts are exposed to any of these risk-
factors (i.e. running at least one of these associated services). For these
hosts, we perform a significance test to see whether any discrepancies in
the rates of infections can be correlated with these risk factors. We finally
calculate the odds ratio of being affected by the threat for hosts running at
least one of these services in both cohort and compare them.

As an example, consider the case of the JBoss worm. Analysing the
calibration cohort, we find that the services most significantly associ-
ated with the worm are vmware-auth, netbios-ssn, flexlm and
ossec-agent. In the test cohort, 641 hosts are running at least one
of these three services, 119 of which (18.5%) are affected by the threat.
Amongst the remaining 5,222 hosts that are not running any of these ser-
vices, only 104 (1.9%) are affected by the threat, a factor of 10 difference.
Thus, with a p-value of 2.44× 10−58, hosts running any of these three ser-
vices have significantly increased likelihood of being affected by the JBoss
worm, indicating the effectiveness of the method to detect vulnerable hosts.

For 24 threats we successfully identified at least one risk-factor service,
finding that 17 of these show statistical significance in the validation. The
extent to which corresponding predictions about the incidence of threats in
exposed hosts are reliable can be evaluated by comparing the odds ratios
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Fig. 8. Odds ratios corresponding to the predicted vulnerable hosts for each threat, mea-
sured in both the calibration and the test cohorts. The agreement between the two cohorts
indicates that the information obtained from one sample can be used to make reliable pre-
dictions about the other.

in both cohorts for each group of exposed hosts. In Figure 8, we show the
odds ratio of each threat as measured in each cohort. In both cases, exposed
hosts are those running at least one of the associated risk-factor services,
obtained using data from the calibration cohort only. Although some vari-
ability between cohorts is observed, there is good agreement between the
two cohorts, meaning that predictions made on the basis of one group of
hosts can be carried over reliably to other hosts.

The proposed statistical framework can be used to make predictions
about the threat profile of a computer. If a host is automatically scanned
when it connects to the network, the method allows us to immediately
determine the list of threats by which the computer has an increased likeli-
hood of being compromised. Therefore, packet inspection and traffic con-
trol can be tailored accordingly, offering a more efficient allocation of
resources.
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Table 2. Host protection and threat reduction.

Number of risk-factors Covered hosts Threat reduction

at least 1 66.6% 98.9%
at least 5 14% 79.5%
at least 9 2.1% 45.1%
at least 12 1.7% 40%

6. Threat Prevention

At the network level, this method can be used to design firewall rules with
reliable information about their potential effects on the probabilities of
compromise. By identifying all the hosts running a high risk-factor service,
one can concentrate resources on enacting stringent controls over a mini-
mal number of hosts to obtain a maximal reduction in threat incidence. For
the example of the JBoss worm, we identify the service ossec-agent
as the most significantly associated risk-factor and having the highest odds
ratio. Only 1.9% of the computers in the network run this service. Ensuring
prevention on these hosts alone would reduce the incidence of this threat
by 47%. Considering combinations of services allows us to fine-tune the
degree of acceptable interventions to obtain a desired threat-reduction. For
example, in Table 2 we show the percentage of computers one needs to
effectively secure to attain different percentages of reduction in incidence
of the JBoss worm if we consider hosts that are running a minimum num-
ber of associated risk-factor services. Adopting a selection criterion carries
a trade-off between the scope of an intervention and the resulting threat
reduction.

Of course, infallible prevention can hardly be achieved without resort-
ing to drastic interventions, such as removing or otherwise isolating the
host from the network. With a better understanding of the causality
between threats and services, much less intrusive measures could be imple-
mented with comparable results.

7. Discussion

In this work, we propose a methodology to unveil patterns of threat
activity drawing from standard practices from current research in genetic
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epidemiology. We find strong correlations between data from the threat
logs of an IPS/IDS monitoring a large university network and informa-
tion on the network services running on individual hosts obtained from
network scans. This allows us to associate different kinds of threats to spe-
cific services and evaluate their role in the overall security of the network.
This is a high-throughput approach that can prove useful to assess risk
within a network, to prioritise monitoring and prevention resources and to
aid researchers in discovering new vectors of infection.

Naturally, network services are a small subset of all the factors that
potentially influence the probabilities of infection. Furthermore, the scans
through which we obtain the list of running services are performed at a
single moment in time, while we observe each host’s threat activity for
many months, ignoring the fact that services are started and stopped, and
ports opened and closed routinely, often on very short timescales. Although
open ports could be scanned frequently, it would be difficult to attain real-
time monitoring.

These issues could potentially disqualify network services as reliable
indicators. However, perhaps the most remarkable aspect of our results is
that despite of these issues we can systematically detect associations and
reliably estimate odds ratios on the basis of network services. Considering
network services as risk factors is enough to produce very high significance
levels and effect sizes. Undoubtedly, much more sophisticated implemen-
tations can be devised using better-suited sources of information on the
hosts, or perhaps even with the data used in this study. Nevertheless, the
power of our findings lays in the very fact that such simple calculations
provide conclusive evidence for these associations.

Our study also suggest that there is an abstract network structure that
may prove relevant for the study of security which is independent of the
physical and abstract structure of the network itself. This is a network of
interrelatedness between computers over which a threat can spread. The
mapping of these networks can be crucial to understanding the breadth of
potential threats within an organisation.

These results indicate a promising avenue of interdisciplinary research
based on the collection and analysis of large-scale, comprehensive data.
Further developments and refinements in these methodologies can not only
lead to a systematic framework to diagnose and evaluate the security of
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computer networks, but also bring new insights to construct new and more
comprehensive models and metrics for cyber security.
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Chapter 5

Community detection and role identification
in directed networks: Understanding the
Twitter network of the care.data debate
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With the rise of social media as an important channel for the debate and dis-
cussion of public affairs, online social networks such as Twitter have become
important platforms for public information and engagement by policy makers.
To communicate effectively through Twitter, policy makers need to understand
how influence and interest propagate within its network of users. In this chapter,
we use graph-theoretic methods to analyse the Twitter debate surrounding NHS
England’s controversial care.data scheme. Directionality is a crucial feature of
the Twitter social graph — information flows from the followed to the follow-
ers — but is often ignored in social network analyses; our methods are based
on the behaviour of dynamic processes on the network and can be applied nat-
urally to directed networks. We uncover robust communities of users and show
that these communities reflect how information flows through the Twitter net-
work. We are also able to classify users by their differing roles in directing the
flow of information through the network. Our methods and results will be useful
to policy makers who would like to use Twitter effectively as a communication
medium.

1. Introduction

The care.data programme is a scheme proposed by NHS England for col-
lating patient-level data from all GP surgeries in England into a centralised
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national Health and Social Care Information Centre (HSCIC) database.1

This scheme would complement existing hospital records to create a linked
primary- and secondary-care database, which could be used for improving
healthcare provisioning and for medical research. The potential benefits
of such a database are well-recognised2, 3 ; however, poor communication4

prior to the roll-out of the scheme in early-2014, alongside concerns around
privacy, data security and the possibility of the sale of data,5 led to the
eventual postponement of the scheme.6 In the months leading up to the ini-
tial roll-out, these issues had become a major topic amongst Twitter users
interested in healthcare as well as data privacy issues.

Twitter is a popular social network that allows users to post and read
short messages with fewer than 140 characters. With 300 million active
monthly users, it has become an influential digital medium for debates,
mobilising support or opposition, and directing people towards other online
material.7 Twitter thus provides a means for policy makers to engage with
the general public and to use it as an effective communication platform,
alongside more traditional methods of public engagement. In order to
use Twitter effectively, it is important to understand how information and
influence spreads within its network of users.8, 9 The flow of information
through Twitter depends on the pattern of connections between users,10 i.e.
what Twitter calls the ‘social graph.’ Tweets from a particular user appear
on the ‘timeline’ of that user’s ‘followers,’ and these followers are then able
to respond or ‘retweet’ the message, propagating the information on to their
own followers. Within Twitter the directionality of links is therefore criti-
cally important; anybody is free to follow and retweet the President of the
United States, but, for most users, to be retweeted by the President would
be a significant event! It is clear that this asymmetry is a crucial ingredient
defining how information propagates through the network.

Extracting information of the detailed directed structure of the Twit-
ter social graph is therefore a key step towards understanding the evolu-
tion of a debate on a particular issue, particularly for policy makers who
would like to reach the widest possible audience and effectively influ-
ence the debate. Concepts from graph theory and network analysis can
be applied to address such questions. In particular, community detection is
the graph-theoretical problem of identifying meaningful subgroups within
a network.11 Within Twitter, this might correspond to groups of users who
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share similar interests, or who are engaging with each other on a particular
topic. Although previous studies have used community detection methods
to analyse Twitter networks,12, 13 these have generally ignored the direc-
tionality of the edges. Indeed, most of the widely-used community detec-
tion methods are defined for undirected networks and are not easily adapted
to the directed case.14

In contrast, we use here two methods, Markov Stability15–19 and Role-
Based Similarity (RBS),20, 21 which are based on the behaviour of dynami-
cal processes on the network and can thus be seamlessly applied to directed
networks. Since they are flow-based, these methods naturally explore how
information and influence propagate across the network of Twitter users,
i.e. the communities and roles found by our analysis reflect the process
of information spreading on the network. Markov Stability is a commu-
nity detection method which identifies groups of nodes in the graph in
which the flow of a diffusion process becomes trapped over a particular
timescale.18 RBS finds groups of nodes based on the similarity of the in-
and out-flow patterns, i.e. how flows enter and leave each node based on
paths of all lengths. RBS thus provides a deeper insight into the flow roles
of individual users within the network than traditional classifications into
leaders and followers, or hubs and authorities.22 We have previously used
these methods to analyse a network of influential Twitter users during the
2010 London riots.22

In this chapter, we apply and extend these methods to analyse a set of
tweets relating to the care.data programme, demonstrating how the infor-
mation derived from graph-theoretical analyses of Twitter data can pro-
vide insight to policy makers on how to effectively engage with a Twitter
audience. For a discussion of the implications of our research for policy
makers see Ref. 23; here we present in greater detail the technical back-
ground to the analysis, as well as additional, extended results. We begin
in Sections 2 and 3 by explaining the mathematics of the Markov Stabil-
ity and RBS methods. In Section 4, we describe how we construct different
directed networks of Twitter users from the set of tweets, based on declared
interest (follower relationships) and active participation (retweets). We
apply our methods to these networks in Section 5, revealing the different
communities involved in the care.data debate and the different roles played
by users within the debate.
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2. The Markov Stability Community Detection Methodology

A frequent goal in network analysis is to partition the graph into mean-
ingful subgroups, or communities, leading to a mesoscopic description of
the network that can be extremely useful for making sense of large and
complex data sets. The communities so obtained can also help reveal how
global structure and function emerges from local connections. The liter-
ature contains a large number of methods for community detection (see
Ref. 11 for a review). The variety of community detection methods reflects
the fact that there cannot be a universal definition of what constitutes a
‘good’ partition of the network. However, most methods follow heuristics
based on structural and combinatorial features of the network: Typically
a subset of nodes is thought of as a good community if the connections
between the nodes within the subset are denser than the connections with
nodes outside of the subset.11 Such heuristics are applied through optimi-
sations of a variety of quality functions. A quality function based on this
idea underlies the popular modularity method.24

In addition to the well-known limitations of many of these methods,
(such as the ‘resolution limit,’25 the intrinsic presence of a particular scale,
or the bias towards overpartitioning into clique-like communities26, 27),
structural quality functions are not easily adapted to directed networks.28, 29

On the other hand, the Markov Stability community detection method is
based on the behaviour of dynamical processes on the network and, as such,
it applies naturally to both undirected and directed networks.17, 18 Further-
more, since Markov Stability is based on the flow of a Markov process
on the graph, and not on structural features such as edge density, it can
detect non-clique-like communities.26 Other methods have been proposed
to detect communities based on diffusion processes, including Infomap30

and Walktrap,31 yet these methods do not concentrate on fully exploiting
the transient information contained in the dynamics corresponding to the
analysis of paths at all lengths. It is this dynamical zooming that allows
Markov Stability to extract information of the graph at all scales and the
plausibility of different coarse-grained descriptions of the graph over dif-
ferent timescales. For a full description of the method see Refs. 15, 17, 18
and 26. Here, we focus on the specifics of the application to directed net-
works; we start by outlining the necessary mathematical formalism for
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random walks on directed networks, and then introduce the Markov Sta-
bility quality function and discussing some practical issues related to its
optimisation.

2.1. Random walks on directed networks and Markov Stability

2.1.1. Preliminaries

A directed graph with N nodes can be encoded by an N × N adjacency
matrix A, where Aij = 1 if there is a directed edge from node i to node j ,
and Aij = 0 otherwise. Nodes in directed graphs have an out-degree (given
by the sum of rows of the adjacency matrix, din = A1) and an in-degree
(given by the sum of columns, dout = AT 1).

The evolution of the probability distribution of a simple discrete-time
random-walk on a directed network defined by the (non-symmetric) adja-
cency matrix A �= AT is given by

pt+1 = pt D−1
out A = pt Mdir,

where pt is a 1 × N vector, Dout = diag(dout), and Mdir = D−1
out A is the

Markov transition matrix. If the graph is strongly connected (i.e. if any
node can be reached from any other node) and aperiodic, then the random
walk is ergodic with stationary distribution π , the dominant left eigenvector
of Mdir, i.e. π = π Mdir. The entries of π are the PageRank of the nodes in
the graph, a well-known variant of the eigenvector centrality which is used
by the Google search algorithm.

In general, real-world networks will not be strongly connected and so
the dynamics are not guaranteed to be ergodic. A common approach for
ensuring the dynamics are ergodic is to use the ‘Google trick’ of random
teleportation: if the random-walk is at a node with at least one out-link, then
with probability α it will follow one of its outlinks, and with probability 1−
α it will ‘teleport’ to a random node in the graph with uniform probability.
If it is at a node with no out-links, then it will teleport with probability 1.
The transition matrix for such a random-walk is

Mdir(α) = α Mdir +
[
(1− α) I + α diag(a)

] 11T

N
,
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where a is a dangling-node indicator vector (ai = 1 if i has no out-links
and ai = 0 otherwise). The customary value used for α is 0.85, which we
adopt below. The equivalent continuous-time random-walk is governed by

ṗ = −p (I − Mdir(α)) ,

and the transition matrix for the continuous time random-walk is then

P(t) = exp(−t (I − Mdir(α)).

2.1.2. Directed Markov Stability: definitions and optimisation

The Markov Stability community detection method is based on the analysis
of a dynamical process — such as the random-walk described above — on
the network. The underlying idea is that the behaviour of dynamical pro-
cesses on a network can reveal meaningful information about the structure
of the graph. Intuitively, ‘good’ communities are regions of the network
in which the dynamical process is coherent over a particular timescale. In
the case of random walks (akin to diffusion processes), a good commu-
nity is defined as a subgraph on which the diffusion is well mixed and
trapped over a given timescale. By allowing the random-walk to evolve for
progressively longer times, the method acts as a ‘zooming lens’, uncov-
ering structure (if present) at all scales. This dynamical zooming allows
the method to extract a multi-resolution description without prescribing a
scale for the partitions. In addition, the method can find not only the stan-
dard clique-like communities, but also non-clique communities, which are
of interest in geographic, engineering and social systems.

Operationally, the method works by optimising a time-dependent qual-
ity function as follows. A particular partition of the network is represented
by the N × c community indicator matrix H . Each row of H corresponds
to a node and each column a community: if node i is in community j ,
then Hij = 1 and the rest of row i is zeros. We then define the clustered
autocovariance matrix as

R(t, H ) = H
[
�P(t)− πT π

]
H T := H Q H T ,

where � = diag(π) and P(t) is the random-walk transition matrix over
time t (e.g. for the discrete-time simple random walk this is Mt

dir). Note
that in the undirected case, Q = �P(t) − πT π is the actual autocovari-
ance matrix of the diffusion process defined by P(t), whereas for directed
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networks the matrix Q is not symmetric and so it is not an autocovariance
in the strict sense. The entries of the R matrix have an intuitive interpreta-
tion in terms of the random-walk: R(t, H )i j is the probability of starting in
community i at stationarity and being at community j at t discounting the
probability of two independent random-walkers being in i and j at station-
arity. The diagonal entries R(t, H )ii can therefore be seen as a measure of
the extent to which community i traps the flow of the process over time t .
The overall ‘quality’ of the partition, in terms of trapping the flow of the
diffusion process, is the sum of these diagonal entries, and we define the
Markov Stability of a partition as

r(t, H ) = trace R(t, H ) = trace H Q H T . (1)

Markov Stability can be used to evaluate the quality of a particular partition
found by whichever means or, alternatively, we can use it as an objective
function to be maximised over the space of all possible partitions at each
value of the Markov time, t . This latter approach is followed in the exam-
ples below to find good communities with high Markov Stability.

For Markov time t , we maximise Markov Stability (1) over the space of
all possible network partitions H . This optimisation is NP-complete,32 and
so we use the heuristic greedy Louvain algorithm,33 which has been shown
to provide an efficient optimisation of this function both in benchmarks and
in real-life examples. Note that although the Louvain algorithm is formu-
lated for symmetric matrices, and the matrix Q is not symmetric, we can
optimise the directed Markov Stability objective function (1) by exploit-
ing the fact that trace(H T Q H ) = 1

2 trace(H T (Q + QT )H ) and optimising
this symmetrised function. The greedy Louvain algorithm is deterministic,
but the outcome of the optimisation is dependent on the random initialisa-
tion seed. We therefore run the algorithm 100 times with different random
seeds and choose the partition with the highest Markov Stability. We also
record the variability in the ensemble of optimised solutions by comput-
ing the average normalised variation of information (VI), a measure of the
distance between two partitions,34 between all pairs in the ensemble of
100 optimised partitions. A low VI signifies that there is little difference
between the obtained partitions, and we use this as an indication that the
community structure of the network at this scale is robust.

By optimising the Markov Stability r(t, H ) across a range of times t
(usually spanning several orders of magnitude), we obtain a sequence of
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progressively coarser partitions. We do not expect to find relevant struc-
ture at all scales. Meaningful communities are chosen according to a dou-
ble measure of robustness: they should be optimal, according to their
Markov Stability, over long expanses of time, making them robust across
timescales; they should have low values of their VI, making them robust
solutions to the optimisation problem.

3. Finding Flow Roles in Directed Networks Using Role-Based
Similarity

In the above discussion, Markov Stability was introduced as a method
for identifying groups of nodes based on the flow of information retained
within them over time. We now introduce another graph-theoretical method
that uses flow for a different purpose; namely, to identify instead groups
of individuals who, although not necessarily close within the Twitter net-
work, have similar patterns of incoming and outgoing flows at all scales.
Such groups can be identified as flow roles in the network (e.g. source-like
or sink-like in the simplest cases), and can be found through a node simi-
larity measure called RBS.21, 35 Once this RBS node similarity is obtained,
we transform it into RBS graph through the use of the relaxed minimum
spanning tree (RMST) algorithm. The analysis of this RBS similarity graph
reveals the existence of groups of nodes with similar roles in the network.
These two methods are outlined below.

3.1. RBS

Each node in the network is assigned a ‘profile vector’ that encodes the pat-
tern of in-flows and out-flows passing through that node, computed from
the numbers of incoming and outgoing paths of all lengths from that node.
The cosine similarity between the profile vectors of all nodes is then com-
puted to obtain the RBS similarity matrix. Two nodes are similar if they
have similar in- and out-patterns of network flow through them for all path
lengths.21, 22, 35

Formally, consider a graph with N nodes and adjacency matrix A �=
AT . The profile vector for a node is a 1 × 2Kmax vector: the first Kmax

entries describe the number of paths of length 1 to Kmax < N − 1 which
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begin at that node, and the second Kmax entries give the number of paths
which end at that node (scaled by a tunable constant). These vectors can
be computed straightforwardly by observing that the entries of successive
powers of the adjacency matrix give the number of paths of increasing
lengths between any two nodes (i.e. (Ak)i j is the number of paths of length
k between nodes i and j ). The profile vectors are then the row vectors of
the N × 2Kmax matrix given by

X (α) =

incoming︷ ︸︸ ︷[
. . .

(
α

λ1
AT

)k

1 . . .

∣∣∣∣
outgoing︷ ︸︸ ︷

. . .

(
α

λ1
A

)k

1 . . .

]
,

where α ∈ (0, 1) and λ1 is the largest eigenvalue of A. The choice of
α changes the rate of convergence of the terms ((α/λ1)AT )k , and hence,
controls the relative influence of the large-scale structure of the graph. For
small α, the RBS similarity is based mostly on short paths, i.e. local neigh-
bourhoods. For instance, in the limit α→ 0 only din and dout are taken into
account. Conversely, using larger values of α leads to profile vectors which
include more global information from the graph.

The RBS similarity of two nodes i and j is then given by the cosine
distance between their profile vectors

Yij =
xixT

j

‖xi‖‖x j‖ , (2)

where xi and x j are the i th and j th rows of X .

3.2. RMST

The similarity matrix Y defined by (2) can be thought of as a complete,
weighted graph on the nodes, with edges between every pair of nodes
weighted by the cosine similarity of their respective profile vectors. Note
however, that the matrix Y also represents the similarity between transient
(forward and backward) time courses of the linear dynamics on the net-
work. Given the intrinsic continuity of this dynamic representation, we
obtain a sparser projection through the use of the RMST algorithm, a
method to obtain a graph-theoretical projection that captures the underly-
ing continuous geometry of the vectors being considered — here, the points
are the profile vectors, which lie in a 2Kmax-dimensional space.20, 22, 36
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The algorithm proceeds as follows: the minimum spanning tree (MST)
of the complete graph Y is calculated. For each pair of points i and j , the
edge Yij is then added to the graph if it is not too much larger than the
largest edge weight in the MST path between i and j . Formally the edges
in the RMST are given by

RMSTi j =
{

1 if yi j < mlinki j + γ (dk
i + dk

j )

0 otherwise

}
, (3)

where mlinki j is the largest edge weight in the MST path between nodes i
and j , dk

i is the distance from node i to its kth nearest neighbour and γ is a
positive parameter (here we have used k = 1 and γ = 0.5). The term γ dk

i

is a measure of the local density around every point.

4. Twitter Data of the care.data Debate: Follower and Retweet
Networks

The networks analysed here are obtained from a set of tweets relating to
the care.data debate. All tweets sent between 1 December 2013 and 27
March 2014 containing the text “care.data,” “caredata” or “care data” were
obtained from the provider Gnip.a There were 36,745 tweets from 10,031
accounts. The data included the tweeters screen name, the tweet text and
the date and time the tweet was sent. Lists of followers of each user in the
data set were obtained using the Twitter API (this was carried out in April
2015).

We then constructed two directed networks (Figure 1): (a) the usual net-
work of followers (‘who follows whom’) amongst the users who appeared
in the data set; and (b) the weighted network of retweets (‘who has
retweeted whom and how much’). We study the largest connected compo-
nents of these two networks: the follower network has a single connected
component with N = 10, 031 users (nodes) and E = 472, 428 edges, cor-
responding to declared following; the largest connected component of the
retweet network has N = 7303 nodes and E = 14,542 edges, correspond-
ing to actual retweet activity during this period. The follower network (a)

awww.gnip.com.
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Fig. 1. Interpretation of the nodes and edges in the two directed networks studied in this
chapter.

is analysed in Sections 5.1–5.5, whereas the retweet network (b) is studied
in Section 5.6.

Using directed Markov Stability, we identify communities in both net-
works. The communities of users obtained in the network of followers
are called interest communities, whereas the communities found in the
retweet network are referred to as conversation communities. To provide
a visual representation of the common interests within interest commu-
nities, and the topics of discussion within conversation communities, we
have used the profile text (self-descriptions) of the users and the text of
their tweets, usually in the form of word clouds. It is important to remark
that the text of the tweets and self-descriptions is only used a posteri-
ori to illustrate our findings. The follower network is also used to iden-
tify roles in the network using the RBS-RMST algorithm, as described in
Section 3.

5. Results

5.1. Identification of interest communities in the follower network

By applying the flow-based community detection method Markov Stability
to the directed graph of follower relations we identify interest commu-
nities: groups of users between whom information, interest and influ-
ence is propagated. As seen in our previous studies of Twitter networks,
the directionality of the edges is important for capturing this information
flow; communities in undirected networks are diffused and blurred com-
pared to those in the equivalent directed network.22 Our computations of
the directed Markov Stability across times shows a long plateau between
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Fig. 2. Interest communities identified by Markov Stability in the follower network. The
word clouds show the most commonly appearing words in the personal profiles of the users
in the different communities.

Markov times 4.3 and 6.1 accompanied by a low variation of informa-
tion, indicating that the 13-way partition found during this period is robust.
Below, we concentrate on this partition although other levels of resolution
can provide different information.

The 13-way partition is composed of four large communities (com-
prising 99.16% of the users) and nine minor communities, which were
not considered further. As shown in Figure 2, our a posteriori analysis
of the most frequently appearing words in the users’ personal profiles
(self-descriptions) reveals that the three major interest communities corre-
spond to: healthcare professionals, politicians and political activists, and
self-confessed ‘data geeks’ and media types. The most common words
in the self-descriptions of the healthcare community were ‘health,’ ‘nhs’
and ‘care’; the politics community featured words such as ‘labour,’ ‘poli-
tics’ and ‘people’; and the media/data community users used words such
as ‘data’, ‘geek’ and ‘science.’ The care.data programme is a healthcare
scheme, but the issues surrounding its implementation concerned the
proper user of personal data and related security and privacy issues.
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The fourth largest community presented a mixed set of words including
‘healthcare’/‘health’/‘medical,’ but also ‘data,’ ‘technology’ or ‘business.’
Interestingly, a closer analysis of the users of this community revealed that
this group was mainly U.S.-based, and only collaterally participating in the
debate due to interest both in data issues and the relevance of NHS reforms
to healthcare reforms in the U.S. Our analysis thus confirms that the nature
of the debate is reflected in the different interests of those Twitter users
who actively get engaged with the debate.

5.2. Audience of the interest communities

Although Twitter is an open platform, in which anybody is able to create
a free account and participate, the analysis of personal profiles suggests
that users who engaged in the care.data debate had pre-existing personal
interest in the issues being discussed (healthcare, privacy and data secu-
rity, politics, etc.). To understand the global reach of the debate outside
the network analysed, we collected the follower list of each user in our
network, i.e. all the Twitter users who could have seen a tweet or retweet
related to care.data. The number of unique followers was 9.6 million —
nearly as many as could be reached by a prime-time Saturday night televi-
sion advert — demonstrating the clear potential of Twitter as a medium for
policy communications (although it is likely that some of these users are
‘fake’ accounts).

Our analysis reveals relatively little overlap between the outside fol-
lowers of the different communities: 70% of followers of the politics
group, 76% of followers of the media/data group, 54% of followers of
the healthcare group and 64.4% of the U.S. group followed only people
in that particular interest community (Figure 3). To ensure that a wide and
diverse audience is reached, it is therefore important for policy makers to
understand and engage with the different communities in the debate.

Table 1 shows the users within each community with the largest num-
ber of followers. Users in the media/data community with large num-
bers of followers include the satirist Armando Iannucci (@Aiannucci);
the physician and popular science writer Ben Goldacre (@bengoldacre);
and the blogger and digital rights activist Cory Doctorow (@doctorow).
Users in the healthcare community with a large reach include the British
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Fig. 3. Total unique followers of users in each of the four main interest communities.

Table 1. Top users by number of followers in the three main interest communities.

Media/Data Politics Healthcare

User No. Followers User No. Followers User No. Followers
Aiannucci 422,829 Asamsakti* (81%) 596,380 Dr Sean 001* (82%) 226,264
bengoldacre 378,681 davidicke 131,739 bmj latest 161,007
thetimes 360,178 walkon crafters* (85%) 117,813 NHSChoices 159,852
doctorow 359,954 HouseofCommons 68,802 DHgovuk 139,876
digiphile 236,273 NHAparty 64,416 mencap charity 84,889
WiredUK 224,780 labourpress 58,264 TheStrokeAssoc 67,491
cyberdefensemag 189,766 OccupyLondon 56,773 NHSEngland 65,673
pzmyers 163,682 IndyVoices 52,191 TheEIU 60,561
tom watson 161,073 politicshome 50,554 TheBMA 47,059
arusbridger 153,233 sahil anas 46,096 GdnHealthcare 44,587

* Users in italics have > 80% estimated fake followers (percentage in parenthesis).

Medical Journal (@bmj latest), the English NHS (@NHSChoices) and the
Department of Health (@DHGovuk). The three users with the most follow-
ers in the politics community were slightly unusual: a user posting mainly
photos of art (@Asamsakti), the controversial conspiracy theorist David
Icke (@davidicke) and a support group for amputees (@walkon crafters).
However, using an online toolb we found that 81% of followers of @Asam-
sakti and 85% of the followers of @walkon crafters are estimated to be
‘fake’ user accounts. Less surprising were the official accounts for the

bwww.twitteraudit.com.
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Table 2. Sentiment and content analysis of a random sample of 250 tweets.

Healthcare Politics Media/Data

Tweet sentiment
Positive 5% 4% 3%
Negative 58% 75% 62%
Neutral 37% 21% 35%

Major concerns
Implementation1 65% 28% 54%
Scheme concept2 28% 43% 35%
Execution3 7% 29% 11%

1information provision, the opt-out process, communication to the public.
2privacy, sharing of personal data, use/selling of the data-set.
3security concerns, re-identification, cyber attacks.

political party the National Health Action party (@NHAparty), the Labour
Press Team (@labourpress) and the anti-capitalist protest group Occupy
London (@OccupyLondon).

5.3. Sentiment analysis of tweets

To determine the sentiment of the discussion and identify some of the top-
ics of discussion, we manually analysed a sample of 250 tweets from the
data-set (Table 2). Very few of the tweets were classified as positive (3–
5%), the rest being neutral or negative. This is a characteristic of how Twit-
ter is used — spikes in tweet activity around a particular event tend to be of
a negative nature.37 Interestingly, however, the proportion of tweets from
users in the healthcare community which were classified as negative was
lower than in the politics and media/data communities.

There were also differences in the content of the negative tweets
between the three interest communities. We divided concerns into three
distinct classes:

(1) Implementation. Concerns regarding information provision, the opt-
out process and communication with the public.

(2) Scheme concept. Concerns about privacy, sharing of personal data and
the use/sale of the data.
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(3) Execution. Concerns around security, effectiveness of pseudonymisa-
tion and cyber attacks.

While all three communities were predominantly negative about the
care.data scheme, each focused on different arguments. The political com-
munity mainly discussed the scheme concept of sharing personal data, as
well as the security concerns that are associated with it. The healthcare and
media/data communities on the other hand were primarily concerned about
the implementation of the care.data project, concentrating on the contested
opt-out arrangement and perceived lack of communication to the public.

5.4. Bridgeness between communities

The communities identified in the follower network are regions where a
dynamical process is likely to become trapped, so information flows less
readily between these communities than within them. This suggests that
relatively few links could act as a ‘bridge’ between communities and could
be effective at propagating the flow from one to another. An example of
such a connection would link one user who is following influential individ-
uals in one community and another who is being followed by many people
in another community (Figure 4). To identify the ‘bridges’ from commu-
nity C1 to community C2, we calculate the shortest paths between all pairs
of nodes (i, j), where i ∈ C2 and j ∈ C1. Note that the flow of information
is in the opposite direction to that of the edges: if there is an edge from
node i to node j , then content produced by user j is consumed by user i .
The bridgeness (centrality) of an edge is then defined as the proportion of
shortest paths which pass through that edge — this is equivalent to the clas-
sic betweenness centrality measure, but now only shortest paths between
specific subgroups of the nodes are considered. Such information could
be useful for policy makers who find they have more success in engaging
users in community C1 than in C2 — since they will be able to target those
users in C1 who are most able to propagate that information on to C2.

As an illustration of the type of information that can be extracted, we
have considered the bridging links with the highest bridgeness centrality
between the three largest communities (Figure 4). (A more nuanced view
can be obtained by considering a longer list of bridges and their profiles,
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(a) (b)

Fig. 4. Bridgeness. (a) To identify the users important for information flow between
two communities, we compute the shortest paths for all pairs of nodes (i, j) where
j ∈ C1, i ∈ C2 and identify the between-community edges which feature in these shortest
paths most often. Shortest paths are likely to go through UserA (who is being followed by
many users in C2) and UserB (who is following many people in C1). (b) Links with highest
bridgeness centrality between interest communities — note that the flow of information is
in the opposite direction to that of the edges.

see Table 3.) The highest bridgeness centrality for flow from the poli-
tics community to the healthcare community is the link from Roy Lilley
(@RoyLilley) to the National Health Action party (@NHAparty). Roy
Lilley is followed by 44.4% of users in the healthcare community, and
the NHA party is following 41.0% of users in the politics community. The
highest bridgeness centrality for flow in the opposite direction (from the
healthcare community to politics) is the link from the NHA party to NHS
healthcare professional Helen Bevan (@helenbevan). The NHA party is
being followed by 53.2% of the politics community and Helen Bevan is fol-
lowing 19.1% of the healthcare community. The partial asymmetry here is
interesting: within the politics community, the NHA party has a large num-
ber of followers (53.2%) and a large number of users it follows (41.0%),
meaning it is able to act as both a broadcaster of information to this com-
munity and a receiver of information from it. In contrast, Roy Lilley is fol-
lowed by a large proportion of people in the healthcare community (44.4%)
but follows relatively few (3.4%); he is therefore more likely to act as a
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Table 3. The top five bridging edges in the boundaries across interest communities ranked
according to their bridgeness ratio (BR). The bridgeness ratio of an edge is the number of
shortest paths from C1 to C2 which pass along that edge divided by the expected number of
paths to pass along any edge at that boundary. A high BR means that a disproportionally
large number of shortest paths pass through this edge. Due to the asymmetry of the infor-
mation flow from followed to follower, the relevant edges are different depending of the
direction in which the boundary is crossed.

Politics→Media/Data BR Politics→ Healthcare BR Media/Data→ Healthcare BR

@NHAparty→@figshare 59.9 @NHAparty→@helenbevan 277.8 @bengoldacre→@JuliaHCox 62.9
@NHAparty→@PaulLomax 52.5 @NHAparty→@Richard GP 200.6 @bengoldacre→@WelshGasDoc 48.8
@NHAparty→@PaulbernalUK 52.2 @butNHS→@helenbevan 91.3 @bengoldacre→@PharmaceuticBen 44.0
@NHAparty→@rahoulb 43.1 @NHAparty→@BWMedical 82.3 @bengoldacre→@Azeem Majeed 40.8
@haloefekti→@cyberdefensemag 41.6 @NHAparty→@H20MCR 79.8 @bengoldacre→@bmj latest 37.1

Media/Data→ Politics BR Healthcare→ Politics BR Healthcare→Media/Data BR

@Aiannucci→@NHAparty 208.9 @RoyLilley→@NHAparty 203.8 @mencap charity→@OpenRightsGroup 35.7
@tom watson→@roberthenryjohn 51.8 @ManchesterCCGs→@KayFSheldon 108.5 @bmj latest→@psychemedia 32.2
@bengoldacre→@grahamemorris 50.8 @bmj latest→@NHAparty 91.8 @bmj latest→@figshare 30.5
@laurakalbag→@NHAparty 46.1 @stevenowottny→@KayFSheldon 49.1 @JuliaHCox→@bainesy1969 30.3
@bengoldacre→@carolinejmolloy 45.9 @clarercgp→@NHAparty 48.3 @Jarmann→@bainesy1969 27.3

broadcaster of information to the community. Helen Bevan follows a larger
proportion of the healthcare community (19.6%), and is therefore exposed
to a larger amount of the content generated by its users.

A similar asymmetric pattern is observed for information flow between
the healthcare and media/data communities, and between the media/data
and politics communities. The highest bridgeness centrality for healthcare
to media/data is via the link from Ben Goldacre (@bengoldacre) to Julia
Cox (@JuliaHCox), whereas the highest bridgeness centrality for flow in
the opposite direction is via the link between the Mencap charity (@men-
cap charity) and the Open Rights Group (@OpenRightsGroup). Flow from
politics to media/data is via the link between Armando Iannucci and the
NHA party, whereas flow from media/data to politics is via the the link
between the NHA party and the software company figshare (@figshare).

The asymmetry observed in the bridgeness centralities reinforces the
notion that directionality is crucial for understanding patterns of informa-
tion flow through the network. It also suggests that, depending on the users
someone is following and being followed by, individuals might play differ-
ent roles in propagating the flow of information through the network. We
explore this idea in more detail in the following section.
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5.5. Identifying roles in the follower network

To identify the different roles played by users in propagating the flow of
information via the Twitter social graph, we constructed the RBS-RMST
similarity graph for the follower network. We then used Markov Stability
on this similarity graph to identify groups of nodes with similar in-flow
and out-flow patterns. We find a robust partition of the similarity graph
into six groups, which correspond to six distinct roles for the Twitter users
according to their flow patterns (Figure 5(a)). The meaning of the six roles

(a) (b)

(c) (d) (e)

Fig. 5. Role communities in the role-based similarity graph. (a) Role-based similarity
graph obtained using the RBS-RMST algorithm, there are six robust communities corre-
sponding to different user roles. (b) The original follower network coarse-grained into role
communities, the arrows are proportional in size to the number of users in one role commu-
nity who follow users in the the other role community. (c) average in-degree and out-degree
of users in the six role communities. (d) Kernel density estimates for the distributions of the
proportion of a user’s friends lying outside their own interest community. (e) Cumulative
distribution of retweets for the different role communities.
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identified can be understood by considering the aggregated in- and out-
flows in the social graph for each of the roles; by computing the in- and
out-degree for each role; and by obtaining the proportion of their friends
who lie in a different interest community. All of these characterisations are
presented in Figure 5(b–d).

The combined information from all these measures allows us to
describe the identified roles as:

(1) Leaders: Users with higher in-degree (number of followers) than out-
degree. Users in this group tend to follow few people, mainly in the
mediator group.

(2) Mediators: Users with roughly the same in-degree and out-degree
who are both following and being followed by users in all other
groups.

(3) Listeners: Users with few followers, and who are following a small
number of people from primarily the ‘Leader’ group.

(4) Diversified listeners: Users with few followers, but who are following
a larger and more diverse group of users than the ‘Listener’ category.

(5) Peripheral followers: Users who are following a very small number of
other users and are being followed by no-one.

(6) Peripheral followed: Users who are being followed by a small number
of users but are following no-one.

The users with the largest number of followers in the ‘Leader’ role are
the physician and science writer Ben Goldacre; former Chair of the Council
of the Royal College of General Practitioners Clare Gerada (@clarercgp);
and the account of the Department of Health. In the ‘Mediator’ role, the
NHA party, the Joseph Rowntree Foundation (@jrf uk) and Care Quality
Commision board member Kay Sheldon (@KayFSheldon) have the largest
number of followers.

We calculated the proportion of each user’s friends (users they are fol-
lowing) who are in a different interest community from themselves (as
calculated in Section 5.1) for each of the different roles (Figure 5(d)). The
diversified listeners have the greatest proportion of friends outside their
own interest community, which confirms that these users are following a
broad range of other accounts involved in the care.data debate. The media-
tors and leaders also tend to follow a significant number of people outside
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their own interest community. The listeners and peripheral listeners follow
predominantly others within the same interest community, suggesting that
their involvement or interest was focused on one particular aspect of the
debate.

To understand how the different roles identified in the follower network
translate into actual participation in the care.date debate we calculated the
distributions of retweets for each of the role communities (Figure 5(e)).
There is a clear separation between the ‘Leader’ category, which garners
the most retweets, and the follower categories ‘Listener’ and ‘Diversified
Listener’, which are rarely retweeted, with the ‘Mediator’ category lying
in-between but closer to the ‘Leader’ group. These results suggest that
identifying users who have ‘Leader’ and ‘Mediator’ roles in follower net-
works can predict those users who are likely to have greatest influence in
the debate. We now explore the structure of the retweet network obtained
from the collected tweet corpus.

5.6. Conversation communities in the retweet network

The Twitter social graph (i.e. the follower network studied above) encodes
the possibility of information flow through Twitter — tweets from a user
you are following will appear on your timeline and you have the opportu-
nity to retweet them or send a related tweet. Of course, most people cannot
and do not engage actively with all information they are exposed to. Since
we have the set of all tweets concerning care.data, we are able to explore
the actual flow of information on this specific topic. To allow us to under-
stand the issues being discussed, and the groups of people who are actively
engaging with each other through Twitter, we have therefore analysed the
network of retweets (‘who retweets whom and how much’) using our com-
munity detection framework to find conversation communities. We then
interpret the results through an a posteriori summary of the text of the
tweets in the obtained groups.

Applying Markov Stability, we identify a robust partition of the retweet
network into eight conversation communities (Figure 6). Table 4 shows
how participants within each conversation community are split between
the three largest interest communities (healthcare, media/data, politics).
The conversation communities contain an uneven split of users from the
interest communities: except conversations 5 and 8, all conversations are
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Fig. 6. The conversation communities identified in the retweet network. The word
clouds show the most commonly appearing words in the tweets sent by users within the
community.

Table 4. Mix of users in the eight conversation communities according to the three main
interest communities. The + and − signs indicate whether the observed number of users
is above or below expectation. All conversation communities (except Conversation 4) are
significant (p < 0.001,(∗∗∗)) according to a chi-square statistic calculated for each row
independently.

Politics Media/Data Healthcare

Conversation 1 201(−) 113(−) 808(+) ‘Healthcare’-dominated(∗∗∗)
Conversation 2 427(−) 778(+) 334(−) ‘Media/Data’-dominated(∗∗∗)
Conversation 3 834(+) 532(−) 290(−) ‘Politics’-dominated(∗∗∗)
Conversation 4 0(−) 2(+) 0(−)
Conversation 5 65(+) 54(+) 1(−) ‘Politics’ & ‘Media/Data’(∗∗∗)
Conversation 6 29(−) 261(+) 16(−) ‘Media/Data’-dominated(∗∗∗)
Conversation 7 66(−) 15(−) 161(+) ‘Healthcare’-dominated(∗∗∗)
Conversation 8 754(+) 632(+) 311(−) ‘Politics’ & ‘Media/Data’(∗∗∗)
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dominated by users from a particular interest community. This result con-
firms that in the care.data debate there is a greater flow of information
between users with similar interests, and this implies that interest com-
munities (identified from the network of follower relations) provide a good
indication of how information is likely to flow through the Twitter network.

To identify the topics being discussed within the different conver-
sations, we extracted the text of the tweets and retweets sent by users
within each group and produced word clouds with the most frequent
words used in those conversations (Figure 6). Conversation 1 centred
primarily around healthcare professionals discussing the impact of the
scheme on patients, containing words such as ‘patient’, ‘public’ and ‘peo-
ple’. The media and data tweeters in conversation 2 were more opinion-
ated, using words like ‘mess’, ‘wrong’ and ‘sorry’. In conversation 3,
political activists discussed privacy issues such as the ‘opt out arrange-
ment’, the selling (sold) of ‘records’ to ‘insurance’ companies and the
involvement of the controversial digital services company Atos. Conversa-
tion 6 was dominated by data geeks, who discussed ‘medical records and
privacy issues. Finally, conversation 8 brought together users from both the
healthcare and data communities in a more general discussion.

6. Conclusion

By applying the multiscale flow-based community detection method
Markov Stability to follower networks of Twitter users, we have identi-
fied separate participating groups in the debate concerning the healthcare
care.data programme. We have shown that users within these groups share
similar interests, and that the audience of Twitter users outside the network
(i.e. those who did not participate in discussion of care.data, but follow
someone who did) are distinct for the different communities. By analysing
the retweet network, we have identified specific topics being discussed in
different conversation communities. Furthermore, by comparing the com-
munities found in the follower and retweet networks, we have shown that
the actual flow of information (in the form of retweets) is heavily influ-
enced by the network of follower relations. Using role-based similarity,
we have classified the users in the care data debate according to the role
they play in propagating information across the network. The information
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uncovered by these methods could be of great value to policy makers, who,
in order to target the largest possible audience, need to understand the dif-
ferent communities and the different roles played by the individuals within
them.

References

1. NHS England (2015). The care.data programme — collecting information for the
health of the nation. Available at: www.england.nhs.uk/ourwork/tsd/care-data/. Last
accessed date 26 May 2015.

2. W. Raghupathi and V. Raghupathi (2014). Big data analytics in healthcare: Promise
and potential, Health Information Science and Systems. 2(1), 3.

3. Darzi, Ara. Care.data will close the gap between outsiders and those in the
loop. Available at: http://www.hsj.co.uk/comment/darzi-caredata-will-close-the-gap-
between-outsiders-and-those-in-the-loop/5067686.article. Last accessed date 26 May
2015.

4. C. Vallance (2014). Adults ‘unaware of NHS data plans’. Available at: http://www.
bbc.co.uk/news/health-26187980. Last accessed date 26 May 2015.

5. Nature Editorial Team (2014). Power to the people, Nature. 505 (7483).
6. N. Triggle (2014). Giant NHS database rollout delayed. Available at: http://www.bbc.

co.uk/news/health-26239532. Last accessed date 26 May 2015.
7. C. Honey and S. C. Herring (2009). Beyond microblogging: Conversation and collab-

oration via twitter. In System Sciences, 2009. HICSS’09. 42nd Hawaii International
Conference on, pp. 1–10.

8. S. Wu, J. M. Hofman, W. A. Mason, and D. J. Watts (2011). Who says what to whom
on twitter. In Proceedings of the 20th International Conference on World Wide Web,
pp. 705–714.

9. K. Lerman and R. Ghosh (2010). Information contagion: An empirical study of the
spread of news on digg and twitter social networks, ICWSM. 10, 90–97.

10. D. M. Romero, B. Meeder, and J. Kleinberg (2011). Differences in the mechanics of
information diffusion across topics: Idioms, political hashtags, and complex contagion
on twitter. In Proceedings of the 20th International Conference on World Wide Web,
pp. 695–704.

11. S. Fortunato and C. Castellano (2012). Community structure in graphs. In Computa-
tional Complexity, pp. 490–512. Springer, New York.
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Anomaly detection for cyber security
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In this chapter, we outline a general modus operandi under which to perform
intrusion detection at scale. The over-arching principle is this: A network mon-
itoring tool has access to large stores of data on which it can learn ‘normal’
network behaviour. On the other hand, data on intrusions are relatively rare. This
imbalance invites us to frame intrusion detection as an anomaly detection prob-
lem where, under the null hypothesis that there is no intrusion, the data follow a
machine-learnt model of behaviour, and, under the alternative that there is some
form of intrusion, certain anomalies in that model will be apparent. This approach
to cyber security poses some important statistical challenges. One is simply mod-
elling and doing inference with such large-scale and heterogeneous data. Another
is performing anomaly detection when the null hypothesis comprises a complex
model. Finally, a key problem is combining different anomalies through time and
across the network.

1. Introduction

Traditionally, cyber security has been the remit of computer science and
software engineering, contributing well-known types of protection such as
firewalls and antivirus software. These direct approaches to cyber security,
whilst indispensable, are facing great challenges. One is coping with the
proliferation of attack surfaces that come with the huge variety of ways
we can now communicate and control devices remotely, and the growth
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of the Internet of Things.1, 2 At the same time, progresses in statistical and
machine learning, and the computational power and infrastructure to run
sophisticated analyses at scale, may offer a new form of protection based
on statistics, machine learning and data science.

At the time of writing there are between 100 million and 1 billion web-
sites (depending on definitions). The digital economy is predicted to be
worth $4 trillion by 2016.3 There are almost 300 million Twitter users.
A large-scale cyber-attack could be a major world problem. The United
Kingdom (U.K.) National Security Strategy, as of 2010, recognises ‘hostile
attacks upon U.K. cyber-space by other states and large-scale cyber-crime’
as one of the four priority risks facing the country, on par with international
terrorism, a major accident/natural hazard/pandemic and an international
military crisis.4

In fact, cyber-crime is already a heavy burden on society. The global
cost of cyber-crime is currently estimated to be $400 billion per year,5

commensurate with the Gross Domestic Product of a country such as Nor-
way. In 2014 in the U.K., 81% of large organisations and 60% of small
businesses had a security breach. The worst breach of the year cost on
average between £600 thousand and £1 million, for large organisations,
and between £65 thousand and £115 thousand for small businesses.6 There
is another point, that is well illustrated by the following example.7 The
Rustock botnet was responsible for around a third of the spam generated
in 2010, earning its owners $2.7 million. On the other hand, spam preven-
tion probably cost around $1 billion worldwide. Cyber-crime is econom-
ically extremely inefficient. That imbalance, in the physical world, would
be roughly equivalent, proportionally, to destroying a small car to steal a
packet of cigarettes.

There are many directions of improvement, for example, secure tech-
nologies, increasing cyber-awareness and so on. The purpose of this chap-
ter is to motivate and describe a statistical approach to cyber security.

The framework that we propose is motivated by a simple observation.
In many network monitoring scenarios, we have a large store of data avail-
able, from which we can learn ‘normal’ network behaviour. On the other
hand, data recording intrusions are comparatively rare. As a result, most
of the power to detect intrusion is likely to come from being able to learn
sophisticated models of normal behaviour, rather than sophisticated models
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of intrusion. Therefore, we will frame intrusion detection as anomaly
detection problem, where ‘anomalies’ are patterns of behaviour in the data
that are unusual with respect to the model of normal behaviour and loosely
suggestive of intrusion.

The remainder of this chapter is structured as follows. In Section 2, we
give a short example of how statistics can help intrusion detection. Next, in
Section 3, we introduce different forms of cyber data, review behavioural
modelling approaches, and present some of the ‘Big Data’ challenges that
arise. In Section 4, we discuss anomaly detection for cyber security appli-
cations.

2. Cyber Security as a Statistical Problem:
A Motivating Example

To fix ideas, we briefly describe a typical attack pattern which would con-
cern a large corporate network.8 A user inside the network is duped into
opening a ‘phishing’ email. With some probability, depending on specifics
about the operating system, how recently it was updated and so on, the
computer becomes infected. If this happens, an external attacker now has
control of a machine on the network, and has effectively bypassed the cor-
poration’s firewall. An important point, however, is that the attacker will
often send the phishing email en masse, and is unable to control which
user and machine will be compromised. As a result, the infected machine is
rarely the intended target, but rather a random computer on the network. In
order to get to the target, the attacker must somehow traverse the network,
hopping from machine to machine using a variety of techniques. It may
be impossible to detect this behaviour using signature-based methods as,
for example, the attacker could be using valid credentials harvested from
the machine (see the ‘pass-the-hash’ exploit9). On the other hand, from a
statistical perspective, many anomalies might be present. These could be in
the pattern of connections made, or the types of services used, inconsistent
timings or geo-locations and so on.

A major challenge of applying a data-oriented approach to this prob-
lem is coping with the massive data scales involved. For example, Imperial
College London, a leading university in the U.K., generates about 14 TB of
network flow data in a month. The figure is roughly similar at Los Alamos
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National Laboratory, a major U.S. research institution specialising in sci-
ence and technology for nuclear deterrence, or about 30 GB a day.10 There
are at least three reasons why large data scales in cyber security pose a
challenge. First, performing distributed inference over a large network, in
close to real-time, is a substantial computational undertaking. Second, the
huge variety of protocols and network behaviours present a very serious
modelling challenge. Finally, there is the problem of finding a ‘needle in a
haystack’: Only a tiny proportion of anomalies are expected to be informa-
tive, with the rest swamping the signal.

3. Behavioural Modelling

3.1. A look at the data

3.1.1. Making sense of NetFlow

The Open Systems Interconnection model (OSI model)11 provides a
description computer networking in several layers of abstraction. The low-
est level deals with the actual physics of signal transmission. The second
level is about error-free transmission of data between two points. Then,
very loosely speaking, the third is concerned with traffic routing and the
fourth with reliable data transport between two arbitrary computers on the
network. Network flow data, such as Cisco’s NetFlow, are data collected by
routers that record activity at this fourth level of abstraction. Each network
flow record is a tuple (IP1, IP2, time, port1, port2, . . .), denoting respec-
tively the source and destination internet protocol addresses (IP addresses),
the time of the communication, the source and destination ports and more.

The destination port can give rich information about the type of service
being used. For example, ports 80 (HTTP) and 443 (HTTPS) are associated
with web-browsing, and port 25 with email.

Figure 1 shows network flow data generated by a computer on the Impe-
rial College London network. The data record communications made over
five minutes around the middle of a week day. The Y-axis shows which
other computer is involved and on which destination port. Hereafter, those
computers are referred to as servers. For anonymity, the actual IP addresses
of the servers were removed, and they are simply referred to by numbers
from 1 to 11. Thus, 10:53 means server number 10, communicating on
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Fig. 1. Five minutes of network flow data, generated by a computer on the Imperial
College London network.

destination port 53. The stars represent communication times, with time
evolving on the X -axis and the tuple server:port on the Y -axis.

The data may seem inpenetrable to a non-expert. However, with a little
experience of network flow data and internet protocols, the figure becomes
very readable. For example, port 2049 usually operates Network File Sys-
tem. The routine activity on the 7:2049 is simply due to regular network
file accesses. About one minute in, there is a burst of activity involving,
amongst others, servers 1, 2, 3 and 4 on ports 80, 80, 80 and 443 respec-
tively, and server 10 on port 53. The following probably occurred: The
user accessed a website, on server 443, which drew adverts from servers 1,
2 and 3. All browsing activity will involve repeated Domain Name System
requests, which go to server 10, on port 53.

The point of this example is to give a flavour of type of data encoun-
tered in cyber security applications. If it can somehow be decoded, there is
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rich information to be exploited. However, it is a great challenge to model
the data systematically, i.e. without hard-coding expert knowledge about
protocols, the web and so on. In some sense, the problem is analogous to
natural language processing, an old and unresolved problem in artificial
intelligence. An ambitious vision would be for computers to be able to
extract meaning from network flow data as humans extract meaning from
text.

3.1.2. Other data

Long-term, it would possibly be a mistake to fixate on network flow data,
as it is neither always available nor relevant. For example, at the time of
writing, Los Alamos National Laboratory have just released a potentially
much richer data source.12 This includes a large store of user authentication
data collected on their network.

More generally, with the growth of the Internet of Things,1, 2 it can be
expected that cyber data will come in all forms, and it is unclear whether
there will be unified standards that will be adhered to.

For all these reasons, long-term statistical solutions to cyber security
may benefit from taking a more abstract view and not restrict to a single
data source. Still, network flow data and the like give some idea of features
to expect in cyber data:

• A ‘network’-like topology: The data either are, or contain, records of
interactions or associations between entities.
• Highly structured data: Many sorts of dependencies are present typically

making simple models, such as the Poisson process or the Erdös–Rényi
graph, hugely inadequate.
• Distributed data: Different devices and computers all operate semi-

independently and generate data locally. Making use of parallelism
opportunities is key.
• Large data scales.

It is said that there are three (or more) v’s to Big Data: High volume, veloc-
ity and variety. Cyber data is a good example.
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3.2. The point process network view

Central to reasoning about large dynamic networks is the concept of a
graph with marked point processes occurring on every edge. To define
these mathematical constructs briefly, a graph, sometimes called a network,
is a set of entities, often called nodes, connected by links, often called
edges. The nodes, here, represent IP addresses. In an ordinary graph, the
edges are a set of pairs of nodes. Instead, it is useful to think about a time-
line of “events” occurring between every active pair of computers. These
are called point processes (in higher dimensions they would be random
points on a space), and if to each event there corresponds additional infor-
mation (for example, the ports used, number of bytes sent, and so on), they
are called marked point processes.13 We call a collection of such processes
a point process network (PPN).

Statistical methods to model and analyse PPNs are in their infancy, as
is our probabilistic understanding of the abstract object. For example, how
do we measure and characterise dependence between edges? What is the
typical length of a time-respecting path? What are the influential nodes?
How can we measure information flow, or the spread of a virus?

Jointly modelling the dynamics of point processes arranged in a net-
work is a difficult problem. One published attempt14 looks just at the
sequence of edges, rather than their actual timing, in the spirit of Cox’s pro-
portional hazards model.15 Another uses very simple conjugate Bayesian
models on edges and nodes.16 Finally, multivariate point process models,
such as the multivariate Hawkes process,17, 18 have been used to model tem-
poral dependence between point processes on networks19 (e.g. to model an
incoming edge triggering an outgoing edge).

3.3. Point process modelling

Point processes that occur on computer networks tend to exhibit three char-
acteristic features:

(1) Seasonality: Human routine causes cyclical patterns in activity, in
mostly daily, weekly and yearly cycles.

(2) ‘Burstiness’: A connection between two computers will often ‘come to
life’ and generate many events in small space of time.
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(3) Automated polling behaviour: Many services running on a computer
are automatic, which often implies that events occur at equally-spaced
time intervals.

From a modelling perspective, the third effect can be a nuisance. An impor-
tant preprocessing step might be to remove edges with this characteristic,
e.g. by Fourier analysis.20

The second effect is evident in Figure 1. As was previously described,
when a user goes to a webpage (after about one minute in the figure), a
number of network flow events are generated. From a semantic perspective,
however, it could be more natural to think of the collection of records as
corresponding to a single event. Temporal clustering can help tackle this
problem.10

In Figure 2, an agglomerative clustering algorithm21 was used to group
network flow data into sessions. Only temporal information is used, i.e. the
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Fig. 2. Five minutes of network flow data generated by a computer on the Imperial
College London network. Bayesian clustering. Further details in the main text.
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method looks to group together points that are close in time, irrespective
of whether they originate from the same server:port pair. The algorithm
is based on a simple but full (Bayesian) generative model for the data.10

A Bayesian approach allows us to circumvent the need for any tunable
parameters, such as the number of clusters (although prior distributions are
needed). The boxes show which points have been estimated to be part of
the same cluster.

Finally, seasonality patterns are ubiquitous in cyber data. A difference
between this sort of effect and the automated polling behaviour already
mentioned is its somewhat less predictable nature, and the timescales
involved (e.g. days or months rather than seconds). Again, a variety of
statistical techniques are available to model such effects. In principle there
could be key advantages to incorporating seasonalities in models for cyber
security, as non-automated activity occurring in a computer while a user
is normally away could be a clear indication of an intrusion. At the same
time, when modelling seasonality one encounters a number of annoying
technical exceptions (e.g. bank holidays or time change).

An important technical point to consider, when modelling point pro-
cesses that originate from cyber data, is the sort of dependence that is
posited to exist between event times. There is a fundamental type of point
process, called the Cox process (also called the doubly stochastic process),
which has the following probabilistic structure.22 First, a random inten-
sity function is generated over the period of observation. Then, the points
are drawn independently over the period according to that intensity. It is
our opinion that much of the dependence structure in point processes that
arise in cyber security can be captured by the doubly stochastic process.
More complicated point processes, for example the Hawkes process,17, 18

also allow for causal dependence between points but are too often used to
capture latent variation.

3.4. Network modelling

Although the theory of random graphs is well studied, statistical methodol-
ogy for learning about graphs is surprisingly scarce. Simple network mod-
els, for instance the Erdos–Renyi graph, are inadequate because they fail to
capture the temporal dynamics, the structure in the connectivity patterns,
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and all of the additional information present in these data. For example, a
computer network is largely (but not completely) bipartite: most computers
spend most of their time in one role, either client or server — ignoring this
is perilous.

To many statisticians, De Finetti’s representation theorem provides a
fundamental basis for applying Bayesian inference to exchangeable data.
A sequence of binary random variables X1, . . . , Xn that is a subsequence
of an infinite exchangeable sequence has the representation,

P(X1, . . . , Xn) =
∫

[0,1]
p

∑
Xi (1− p)n−∑

Xi dF(p),

where F is a distribution function on [0, 1]. In words, if we can permute
the indices of the random variables without changing the probability of
the sequence, then the random variables are independent Bernoulli random
variables conditional on a random, but fixed throughout, success probabil-
ity — we are tossing the same, random, coin. The theorem extends to more
complex data.

A similar theorem, due to Aldous23 and Hoover,24 applies to exchange-
able random graphs, i.e. random graphs whose probability is unchanged if
the nodes are relabelled. For a graph of size n, we need:

(1) A random function f : [0, 1]2 �→ [0, 1] whose probability is invariant
to measure-preserving transformations.

(2) A sequence of independent and identically distributed uniform random
variables on the unit interval u1, . . . , un .

The theorem then says that any random exchangeable graph (technically, a
subgraph of an infinite exchangeable graph) can be constructed by letting
an edge between i and j occur independently with probability f (ui , u j ).
The function f is sometimes called a graphon.25 Statistical methodology
for modelling and estimating f is a relatively new and exciting subject of
research, spawning many unsolved questions.

An interesting feature of the Aldous–Hoover representation is its link
to the stochastic block model.26 Suppose we approximate the graphon in
the following manner, illustrated in Figure 3, we first choose a number of
points between [0, 1]. These points are placed on the X and Y axes, and
then we draw horizontal and vertical lines from each, forming an irregular
grid. The approximation of the graphon is constant within each rectangle,
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Fig. 3. A graphon and its approximation as a stochastic block model.

with height the mean value of the graphon in that area. By forming an
increasingly fine grid, we can approximate the graphon arbitrarily well.
The approximation is a well-known model for random graphs, called the
stochastic block model. In this model, there are m communities (the num-
ber of intervals created), and a member of one community has an edge with
a member of another with a probability that is only dependent on the two
communities involved (or the one if both members are in the same com-
munity). In this block approximation to the graphon, the communities are
the intervals between the points, i.e. [0, 0.05], [0.05, 0.4], and so on in the
figure. The probability that a node belongs to a given community is the size
of the corresponding interval, e.g. 5%, for the first community in the fig-
ure (as ordered by the X -axis). The edge probability is given by the block
height.

Another point is that there seems to be an intuitive link between the
Aldous–Hoover graph and the doubly stochastic process, mentioned in the
previous section. In both cases, the structures are generated by first gener-
ating a form of random intensity, and then placing points (event times in
one case, edges in the other) at random according to this intensity. It would
be interesting to pursue this connection further.

Finally, note that, like the doubly stochastic process, the Aldous–
Hoover representation is not universal. A main issue is that it does not
generate sparse graphs, which are often encountered in practice.27
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4. Anomaly Detection with Complex Models

Anomaly detection is the problem of identifying data points or features
which do not conform with a posited model. In essence, the problem is very
similar to hypothesis testing and classification. The difference between
these tasks is how clearly the alternative hypothesis is formulated. If it is
not well specified and/or vague, the problem is often described as anomaly
detection.

To fix ideas, we will refer to normal network behaviour as the null
hypothesis, denoted H0. The alternative hypothesis is denoted H1. Under
this hypothesis, there is departure, in some vague sense, from normal
behaviour that is symptomatic of a network intrusion and worthy of atten-
tion. We are envisaging a network monitoring framework where anomalous
patterns with respect to H0 are flagged and then brought to an analyst’s
attention. Hence, an important part of the problem is to control the number
of false positives.

Consider a test statistic, T , for which large values are considered
anomalous. For example, a very simple statistic might be the number of
network flow records generated by an edge over an interval of time. How
anomalous T is with respect to the null hypothesis is usually represented
by a p-value,

p = P0(T ∗ ≥ T ),

where T ∗ is a hypothetical replicate of T under the null hypothesis, with
probability measure P0. In other words, p is the probability of observing
a test statistic as extreme as T under the null hypothesis. A very small
p is considered anomalous. Under the null hypothesis, if T is absolutely
continuous, then p is distributed as uniform random variable on the unit
interval. Hence, the probability of p being smaller than 1%, say, is exactly
1%, making interpretation straightforward.

4.1. Anomaly detection with unknowns

A feature that makes the cyber security anomaly detection problem special
is the potential complexity of the null model. As mentioned in the intro-
duction, one of the key features of cyber data is the imbalance between
the amount of data from H0 (normal network behaviour) and data from H1
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(intrusion). This makes it a sensible idea to invest an unusually high effort
into modelling the null hypothesis.

An unavoidable property of sophisticated models is that they tend to
feature large numbers of unknown parameters. This usually means that T ,
above, does not have a known distribution under H0, because this distribu-
tion depends on unknowns. In this case, the most classical recommendation
is to take the supremum over all parameter values,28

p+ = sup
θ∈�

P0,θ (T ∗ ≥ T ), (1)

where θ is the vector of unknown parameters, which is confined to a set �

under H0, T ∗ is a replicate of T under H0, and P0,θ is the distribution of T
for a given parameter value θ .

The idea behind taking the supremum in (1) is to ensure that p+ is
stochastically larger than uniform28 under H0, that is, the probability that
p+ should be smaller than any α ∈ [0, 1] does not exceed α under the null
hypothesis. p-values with this property are said to be conservative, because
they at worst understate the evidence against the null hypothesis.

Although theoretically justified, the p-value in (1) can perform very
poorly in practice. When the vector of unknowns becomes large, the con-
servativeness of the procedure (1) can be too severe to be useful, often
returning 1. Obviously, this completely defeats the purpose of using a
sophisticated model under H0.

One way of dealing with this issue is to be Bayesian about θ .29 If the
parameters have a posterior distribution, p(θ | D), where D is the data,
then the p-value can be averaged across this distribution.

In fact, in many scenarios we want the test statistic itself to be a function
of unknowns. For example, if we were to use the stochastic block model to
model a network, we might want our test of a particular node to be depen-
dent on our posterior belief about its community membership. Therefore,
instead of a test statistic, T , we consider a discrepancy function, f (D, θ),
and compute

p̄ = P{ f (D∗, θ) ≥ f (D, θ) | D},
where D is the observed data-set, D∗ is a hypothetical replicated data-
set generated from the model with parameters θ and P(· | D) is the joint
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posterior distribution of (θ, D∗) given D. The bar notation is used because
p̄ can be interpreted as a mean p-value.30

A variable p̄ of the above form is known as a posterior predictive p-
value.30, 31 It is not without controversy as, for example, using the pos-
terior distribution can induce some ‘revisionist’ properties. Intuitively, it
could seem that p̄ should be ‘self-fulfilling’, with a distribution concen-
trated about 1/2 under the null hypothesis.

In fact, this is not quite true. In repeated experiments where the param-
eters are drawn from the prior and the model holds, the distribution of the
posterior predictive p-value is related to the uniform distribution in the fol-
lowing manner. For any convex function h, we have E{h( p̄)} ≤ E{h(U )}
under the null hypothesis, where U is a uniform random variable.30 This
relationship is known as the convex order,32 and the distribution of p̄ is
said to be sub-uniform.29

A consequence is that the probability that p̄ should be smaller than α

can be as high as 2α.29, 30 Hence, contrary to intuition, p̄ is not always
conservative. However, simply doubling p̄ leads to a conservative quantity,
if this is desired.

4.2. Combining p-values: the ideal case

We envisage distributed network analytics generating vast quantities of
anomaly scores from a wide variety of sources. Clearly this can only be
useful if there is also methodology to use these scores together.

When presented with a sequence of p-values, p1, . . . , pn corresponding
to n null/alternative hypothesis pairs, there are two canonical tasks that we
might want to accomplish. The first is to sub-select a set of interest, perhaps
with some constraint on the number of false discoveries. The second is to
combine them into a single, global anomaly score. On the first point, the
false discovery rate is defined as33:

R =
{

0 if no hypothesis is rejected,
#incorrect rejections

#total rejections otherwise.

Procedures controlling the false discovery rate, R, have received
widespread attention in the last two decades. Arguably the simplest pro-
cedure is the original33:
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(1) Let p(1) ≤ · · · ≤ p(n) denote the ordered p-values.
(2) Let k be the largest i such that p(i) ≤ i

n α.
(3) Reject hypotheses corresponding to p(1), . . . , p(k).

Then, if the p-values corresponding to the null hypotheses that are true are
independent and uniformly distributed, E(R) ≤ α.

The second task has a long history in statistics. One of the earliest meth-
ods is due to one R.A. Fisher.34 The solution proposed, now simply called
Fisher’s method, calculates

F = −2
n∑

i = 1

log(pi ),

which has a χ2 distribution with 2n degrees of freedom if all of the p-
values are independent and uniformly distributed on the unit interval. The
use of the logarithm automatically balances how sensitive we are to e.g.
one tiny p-value compared to two small ones. To convert a sequence of
p-values into a single anomaly score, we compute the upper tail probability
of the relevant χ2 distribution, from the observed value of F up to infinity,
a computation that is trivial in most statistical packages.

Another very tractable procedure is due to Simes,35 who discovered the
surprising identity

min
i∈1,...,n

{np(i)

i

}
∼ Uniform[0, 1],

if p1, . . . , pn are independent uniform random variables. Here, we do not
even need to recalibrate the score (as in Fisher’s method, where we looked
up the χ2 tail probability); the output of this calculation is the p-value.
Another advantage of the method is that it was theoretically36 and empir-
ically35 shown to be robust to various forms of dependence between the
p-values.

Something that both Fisher’s method and Simes’ method to some
degree fail to address is the ‘needle-in-haystack’ character of our problem.
Over a computer network, the overwhelming majority of anomaly scores
come from the null hypothesis. The footprint of an intruder is more likely
to take the shape of a few very significant p-values, rather than a large
number of slightly shifted p-values. A procedure that is better suited to
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this type of scenario, theoretically, is37

max
0≤α≤α0

√
n{[(Fraction significant at α)− α]/

√
α(1− α)},

where α0 is a user-supplied constant.

4.3. Impure p-values

We have already mentioned two types of p-value, the supremum p-value,
p+, and the posterior predictive p-value, p̄, which are not uniformly dis-
tributed under the null hypothesis. To add to those, a very common property
of cyber data is that it generates tests with discrete distributions. One factor
at play is simply that the systems being monitored are digital; inherently,
these tend to generate categorical data. Revisiting the definition of an ordi-
nary p-value, in (4), we find that if T has a discrete distribution, then p
is again stochastically larger than a uniform random variable on the unit
interval, under the null hypothesis.

Conservativeness, when spread across many statistics, can cause huge
losses in performance, both in theory and practice. A solution that has been
proposed for discrete p-values is to instead use the mid-p-value,38

pm = 1

2
P0(T ∗ ≥ T )+ 1

2
P0(T ∗ > T ).

Until relatively recently, only ad hoc descriptions of the null distribution
of this quantity were available. However, it was recently found that, like
the posterior predictive p-value, this quantity is sub-uniform under the null
hypothesis.39 This property has been used to construct conservative mech-
anisms for combining mid-p-values that can vastly outperform some of the
classical methods, mentioned above, when they are naı̈vely implemented,
without correction, on discrete data.39

It is also common for the p-value not to be available exactly, because
the probability measure, P0, is intractable. Sometimes, it is not possible
to rely on precomputation, because the probability measure conditions on
some aspect of the data. The most common example of this is the permu-
tation test. Let A and B be two groups of data, for example Netflow data
on either side of a proposed changepoint, and suppose we want to deter-
mine whether the mean of A is significantly larger than the mean of B. The
classical approach would be to use the t-test, which assumes the groups are
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Gaussian under the null hypothesis. A much more robust approach assumes
only that the data are exchangeable under the null hypothesis. In this case,
the test statistic Ā− B̄ can be compared to same test statistic computed on
randomly reshuffled data. Given a sequence of these resampled statistics,
T ∗1 , . . . , T ∗N , the p-value can be estimated via

p̂ = 1

N

N∑
i = 1

I(T ∗ ≥ T ),

where I denotes the indicator function. Some methods are available to con-
trol the simulation error.40 Again, we are faced with a p-value whose dis-
tribution is not exactly uniform under the null hypothesis, but is still part of
a family of distributions that have a quantifiable similarity to the uniform
distribution.

Aside from the references given, methodology for treating multiple p-
values, when they are not exactly uniform under the null hypothesis, is
generally scarce. For example, at the time of writing there is no non-trivial
procedure to control the false discovery rate when the p-values are sub-
uniform. Similarly, it is not clear whether Simes’ test, when applied to
mid-p-values, can be made conservative.

5. Conclusion

We have outlined a modus operandi, methodology and a number of
research questions that underpin the potential success of a statistical
approach to cyber security.

A number of very important techniques have not been mentioned,
notably machine learning tools such as deep learning41 and random
forests.42 These too have an important part to play. It seems increasingly the
case that statistical solutions to cyber security will involve many different
types of statistical inference, including for Bayesian inference, hypothesis
testing and machine learning.

Cyber security is an archetypal Big Data problem. Often, we know what
we would like to do, or even what is theoretically optimal, but the data
scales and rates make this infeasible. A recurring research theme is find-
ing ways of sacrificing precision, or other forms of statistical efficiency, in
favour of practical and reliable answers.
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Exponential random graph models (ERGMs) are a class of widely used expo-
nential family models for analysing social network data. The topological struc-
ture of an observed network is modelled by the relative prevalence of network
statistics which are regarded as random variables. Estimating ERGMs is a very
challenging problem due to the intractability of the normalising constant of the
likelihood. In dynamic networks, the creation or deletion of ties between nodes
are subject to both endogenous network dependencies as well as dependencies
stemming from the temporal embedding of nodes. In this context, ERGM-based
modelling approaches allow to provide a flexible framework for capturing cross-
temporal dependencies. In this chapter, we present a review of the most advanced
approaches for both cross-sectional and dynamic social networks.

1. Introduction

Social networks pose particular challenges as far as statistical modelling
is concerned.1 Unlike observations on a set of independent variables, rela-
tional observations are regarded as dependent. The development of prob-
abilistic social network models began with simple independent relational
ties, but further improvements have led to the elaboration of new classes of
complex network models able to deal with relational dependence. Expo-
nential random graph models (ERGMs) for social networks are a very
flexible class of models to represent relational dependencies in static or
cross-sectional2, 3 and dynamic networks (first described by Robins and
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Pattinson, 2001). However for many years, the application of the ERGM
framework had focused to cross-sectional problems proposing various
modelling extensions.5, 6 Recent developments have extended the ERGM
framework to deal with dynamic networks. These modelling approaches
include temporal ERGMs,7 separable temporal ERGMs8 and longitudinal
ERGMs.9–11 Moreover, important developments in terms of computational
methods have allowed the resolution of many inferential issues caused by
the intractability of likelihood of ERGM-based models.

In this chapter, we review some of the basic features of ERGM-based
modelling of static and dynamic social networks. In Section 3, we intro-
duce the definition of ERGM and the issues related to model degeneracy.
We also discuss model estimation from both classical and Bayesian point
of views and generalisations of the ERGM modelling approach in order to
deal with valued networks and to alleviate model degeneracy are described.
In Section 4, we focus on dynamic networks describing the main features
of the temporal ERGMs, separable temporal ERGMs, and Longitudinal
ERGMs. In Section 5, we include a list of software commonly used to
carry out ERGM inference. We conclude with a discussion of the potential
and future direction of ERGM-based modelling in Section 6.

2. Notation

A social network is a structure of relational variables encoding the pres-
ence or absence of ties between nodes or social actors. Social networks
can be represented as mathematical graphs consisting of a set of n nodes
and a set of m ties which define some sort of relationships between pair of
nodes called dyads. The connectivity structure of a network graph can be
described by an n×n adjacency matrix y encoding the presence or absence
of a tie between node i and j :

yi j =
{

1 if (i, j) are connected;
0 otherwise.

Two nodes are adjacent or neighbours if there is a tie between them. If
yi j = y j i,∀i, j then the adjacency matrix is symmetric and the graph is
undirected, otherwise the graph is directed and it is often called digraph.
Ties connecting a node to itself (self-loops) are generally not allowed in
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many applications and will not be considered in this context. The nature of
the ties between nodes can take a range of values indicating the strength,
frequency, intensity, etc. of the relation between a dyad. According to the
generally used notation, y will be used to indicate both a random graph and
its adjacency matrix.

3. ERGMs

Introduced by Holland and Leinhardt12 to model individual heterogeneity
of nodes and reciprocity of their ties, the family of ERGMs was gener-
alised by Frank and Strauss,13 Snijders et al.14 ERGMs constitute a broad
class of network models15, 16 that assume that the topological structure of
an observed network y can be explained in terms of the relative preva-
lence of a set of overlapping subgraph configurations s(y) called network
statistics:

p(y|θ) = exp{θ t s(y)}
z(θ)

,

The ERGM likelihood states that the probability that an observed network
y given the set of parameters θ is equal to the exponent of an observed vec-
tor of network statistics s(y) multiplied by its associated vector of unknown
parameters θ divided by a normalising constant z(θ) to make all probabil-
ities sum to one. The latter is calculated as the sum over all possible net-
work configurations on the same set of n nodes of the observed network. In
practice, z(θ) is computationally infeasible to calculate for non-trivially-
small networks. Social networks are characterised by a number of rela-
tional dependencies which have been found empirically as well as the-
oretically. These dependencies are described by network statistics s(y).
The most common network statistics concern the density, reciprocation,
homophily and transitivity of social network graphs.

3.1. Model degeneracy

A basic property of ERGMs is that the useful statistical models should
place a significant proportion of probability mass on network graphs that
have high probability of being produced by the underlying social process.
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Handcock17 and Rinaldo et al.18 conducted very wide studies on degener-
acy for ERGMs and considered that degeneracy occurs when a probability
model, defined by a certain value of θ , places most of its mass on just one
or a few possible graph relational topologies. In most cases of degeneracy,
disproportionate probability mass is placed either on full (fully connected)
or empty (entirely unconnected) networks. Many of the models proposed
in the literature and used for representing real social networks suffer from
degeneracy and poor fitting. This problem can be mitigated by using the
social network models based on recently developed statistics14 which are
more robust and effective in representing real network data.

3.2. Simulating from ERGMs

The simulation of graphs from ERGMs can be generally provided by
Markov chain Monte Carlo (MCMC) algorithms. One of the convenient
ways to generate random graphs is by the Metropolis–Hastings algo-
rithm applied to an initial adjacency matrix y(0) whose elements dyads are
stochastically updated so that at each iteration t , the procedure implies that
y(t−1) and y(t) differs in only one dyad. This mechanism cycles through the
whole matrix so as to produce a distribution y(T ) tends asymptotically to
the desired random graph distribution. It is important to note that MCMC
offers an approximate simulation method which represents a pragmatic
alternative to perfect sampling which is often possible for Markov random
field models.19

3.3. Classical inference

ERGMs are statistical models aiming at describing the global topological
features by a low number of local structures. To do this we need to esti-
mate the unknown parameters θ of a set of network statistics s(y) and then
interpret them. The estimation procedure starts assuming that the observed
network is just one realisation of a set of many possible networks that
could have been formed by the same underlying structural processes. Each
network statistics is conceptualised as having a particular probability of
occurring which is incorporated into the model as a parameter vector. The
aim of classical estimation is to find accurately a parameter value so that
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the observed graph has the highest possible likelihood of being simulated
by the given model. In practice, an exact solution for ERGMs is actually
impossible to calculate directly due to the intractability of the normalising
constant. For this reason, Equation (3) must be solved through simulation
procedures. Methods for solving the problem of parameter estimation have
been developed. In particular, the idea of Monte Carlo maximum likeli-
hood estimation (MCMLE)20, 21 consists of randomly sampling a set of
graphs from a starting set of estimated parameter values and then refining
progressively until convergence the parameter values by measuring how
closely these graphs match the observed graph.

The key identity of the MCMLE method is the following:

z(θ)

z(θ0)
= Ey|θ0

[
q(y|θ)

q(y|θ0)

]
≈ 1

m

m∑
i = 1

exp
{
(θ − θ0)

t s(yi )
}
,

where q(·) is the unnormalised likelihood, θ0 is fixed vector of parameter
values and Ey|θ0 denotes an expectation taken with respect to the likelihood
distribution p(y|θ0).

In practice this ratio of normalising constants is approximated using
graphs y1, . . . , ym sampled via MCMC from p(y|θ0) and importance sam-
pling. This yields the following approximated log likelihood ratio:

log

{
p(y|θ)

p(y|θ0)

}
≈ (θ − θ0)

t s(y)− log

[
1

m

m∑
i = 1

exp
{
(θ − θ0)

t s(yi )
}]

,

whose maximum value serves as a Monte Carlo estimate of the MLE.
A crucial aspect of this algorithm is the choice of θ0. Ideally θ0 should
be very close to the maximum likelihood estimator of θ .

3.4. Bayesian inference

The target distribution of interest in Bayesian analysis is the posterior dis-
tribution p(θ |y). The major problem is that the posterior density is doubly-
intractable22 because the normalising constant z(θ) in Equation (3), and the
model evidence p(y) are both intractable. For this reason, standard MCMC
methods cannot be used. The problematic nature of the naive approach has
led to the development of a body of MCMC methods that by design, gen-
erate samples from doubly intractable posterior density. Most of them are
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based on augmenting the posterior density so that the augmented poste-
rior probability distribution is easy to sample from. The most attractive
approaches are based on auxiliary-variable MCMC methods proposed by
Caimo and Friel,23, 24 Caimo and Mira,25 Koskinen et al.,26 Alquier et al.27

The exchange algorithm of Murray et al.22 can be summarised as fol-
lows:

1. Gibbs update of (θ ′, y′):
i. Sample θ ′ ∼ h(·|θ)

ii. Simulate y′ ∼ p(·|θ ′)

2. Accept/reject θ ′ with probability:

min

(
1,

q(y′|θ) p(θ ′) h(θ |θ ′) q(y|θ ′)
q(y|θ) p(θ) h(θ ′|θ) q(y′|θ ′)

)
.

Unfortunately, exact sampling from the ERGM likelihood is not feasible.
For this reason, Caimo and Friel23 proposed to approximate the exact sim-
ulation of y′ from p(·|θ ′) using MCMC procedures (see Section 3.2). A
theoretical justification for the validity of this approach has been given by
Everitt.28

3.5. Goodness-of-fit diagnostics

Good statistical models should be adequate to describe the connectivity
structure of the observed network. In order to assess model adequacy it
is possible to compare the observed network y with networks generated
by the likelihood or posterior distribution in terms of network configura-
tions that are not necessarily included in the model.29 These configurations
capture the the distribution of nodal degrees, the degree of clustering and
transitivity, and the path structures represented by the geodesic distance
distribution.

3.6. ERGMs for valued networks

A generalisation of ERGMs able to deal with valued networks has been
proposed by Krivitsky.5 The likelihood of this class of ERGMs can be
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written as follows:

p(y|θ) = h(y)
exp{θ t s(y)}

z(θ)
,

where h(y) specifies the distribution relative to which the exponential form
is specified and which determines the support and the basic shape of the
model probability distribution. For modelling count data, the natural choice
is a Poisson-reference ERGM where h(y) = ∏

i, j
1

yi j ! . A class of gener-
alised ERGMs (GERGMs) for inference on networks with continuous tie
values has been proposed by Desmarais and Cranmer30 where the analysis
is carried out by using the simple transformation able to capture marginal
features of the observed network.

3.7. Hierarchical ERGMs (HERGMs)

The class of HERGMs introduced by Schweinberger and Handcock6 with
the primary purpose of addressing the model degeneracy and striking
lack of fit of some ERGMs. These models are based on two fundamental
assumptions. It is worth noting that, in line with convention, we consider
the set of nodes to be fixed and the graph to be random. The first assump-
tion states that there is an underlying local neighbourhood structure. The
set of nodes is partitioned into K local neighbourhoods, indexed by inte-
gers 1, . . . , K . The membership of each node i to local neighbourhoods
are governed by a multinomial distribution, induces a partition of nodes
N1, . . . , Nk into K network subgraphs ykl = {yi j : i ∈ Nk, j ∈ Nl}. The
second assumption is that conditional on x , ties within local neighbour-
hoods are dependent, while ties between local neighbourhoods are inde-
pendent. The conditional probability distribution of the network graph y
given x can be factorised as follows:

p(y|x) =
∏

k

p(yW,(kk)|x)
∏
k<l

p(yB,(kl)|x),

where p(yW,(kk)|x) and p(yB,(kl)|x) represent the within- and between-
neighbourhood probability distributions respectively. A Bayesian approach
adopting auxiliary-variable MCMC methods to perform posterior compu-
tation is proposed by Schweinberger and Handcock.6
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4. ERGMs for Dynamic Networks

In such dynamic settings, a time-series of network observations is avail-
able, several formalisms have been proposed to model the dynamics of
topological changes of such networks over time. Family of models of net-
work dynamics over discrete- and continuous-time steps were first pro-
posed by Robins and Pattison4 and Snijders,31 respectively. The latter is
based on the assumption that each observed event represents a single actor
or node altering their outgoing ties to optimise an objective function based
on local neighbourhood structures.

4.1. Temporal ERGMs (TERGMs)

TERGMs of Ref. 7 consider a discrete-time dynamic ERGM in which the
network at time t is a single draw from an ERGM conditional on the net-
work observed at time t − 1:

p(y(t), y(t+1), . . . , y(T )|y(t−1))

= p(y(t)|y(t−1)) p(y(t+1)|y(t)) . . . p(y(T )|y(T−1)),

where each conditional probability distribution admits an ERGM represen-
tation that can be written as:

p(y(t)|y(t−1), θ) = exp{θ t s(y(t), y(t−1))}
z(θ, y(t−1))

,

where s(y(t), y(t−1)) is a vector of network statistics measuring the amount
of change between consecutive network realisations. Commonly used tem-
poral statistics s(y(t), y(t−1)) concern the network effects of:

• density, number of ties in the network;
• stability, the tendency of a dyad to keep its value at time t ;
• reciprocity, the tendency to reciprocate ties at next time steps;
• transitivity, the tendency to create transitive closures at next time steps.

TERGMs is not affected by degeneracy problems if the dependence of
network y(t) on the previous network y(t−1) is not too strong. Maximum
likelihood estimation can be carried out using modifications of MCMLE
algorithms discussed in Section 3.3.
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4.2. Separable temporal ERGMs (STERGMs)

STERGMs of Ref. 8 consider a generalisation of the TERGM approach
where the evolution of a network y from t − 1 to t is defined by two inter-
mediate networks called the formation network y+, consisting of the initial
network y(t−1) with ties formed during the time step added, and the disso-
lution network y−, consisting of y(t−1) with ties dissolved during the time
step removed. This type of parametrisation adopted in this approach allows
to separately account for the information about cross-sectional and longitu-
dinal network topology properties enabling a straightforward interpretation
of the incidence and duration of ties over short time intervals. STERGM
models assume that y+ is conditionally independent of y− given y(t−1) and
they can be written as:

p(y(t)|y(t−1), θ) = p(y+|y(t−1), θ) p(y−|y(t−1), θ).

STERGMs represent a subclass of a first-order Markov TERGM of Ref. 7
which lead to an improved tractability and interpretability despite the
loss of interaction between the formation and dissolution processes within
time steps. The separability paradigm can be applied to continuous-time
ERGMs such as longitudinal ERGMs described in Section 4.3.

4.3. Longitudinal ERGMs (LERGMs)

LERGMs is a process on y for which the limiting distribution is an
ERGM defined in Equation (3). The LERGM process may be defined as
a continuous-time Markov chain process y(t) that evolves through incre-
mental changes consisting in toggles of tie-variables.10, 32, 33 The ERGM
process has intensity matrix Q whose elements are defined as:

qi j = ρ p(yi j |y−i j ),

where ρ is the rate measuring the amount of change between two con-
secutive networks and p(yi j |y−i j ) is the conditional probability of a dyad
yi j according to the ERGM framework. The interpretation is that if ran-
domly chosen tie-variables are updated using the Gibbs sampler with the
conditional probabilities defined above, then the limiting distribution is
an ERGM defined as in Equation (3). The Bayesian data-augmentation
scheme for LERGMs involves an MCMC algorithm that alternates between
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sampling from the conditional posterior distribution of the parameters
and sampling paths connecting the networks observed in discrete time.
The model may be estimated using similar estimation techniques such as
stochastic approximation33 or Bayesian data augmentation scheme.9 The
LERGM augmented data likelihood given a sample path v is given by the
expression

p(v, y0, . . . , y(M−1))|θ, ρ ∝ ϑ(R|ρ)
∏

r

p(vr |vr−1, θ),

where R is the length of the sample path sequence v = (v0, . . . , vR), the
transition probabilities p(vr |vr−1, θ) are given by (4.3), and ϑ(R|ρ) is a
function relating the rate parameter ρ to the number of steps in the sample
path v .

The posterior variates are updated in three blocks:

• updating of sample paths v via Metropolis–Hastings iterations34;
• updating of the LERGM parameters θ (Metropolis updating);
• updating of the rate parameters ρ (Gibbs updating).

4.4. Hierarchical LERGMs (HLERGMs)

Recent modelling extensions to LERGMs have been proposed by Kosk-
inen et al.11 where advanced Bayesian estimation methods for doubly-
intractable distributions are used to estimate HLERGM framework. The
model can be written as follows:

p(yt0 |θt0)

T∏
t=1

p(yt |yt+1, θt ) p(θt0, . . . , θT−1|η) p(η|γ0),

where p(yt0 |θt0) is an ERGM for the initial state t0,
∏T

t=1 p(yt |yt+1, θt ) is a
product of time-interval based LERGMs, and p(θt0 , . . . , θT−1|η) is the dis-
tribution through which all the parameters included in the HLERGM are
coupled and p(η|γ0) is the prior distribution for η. The approach addresses
the creation and deletion of ties due to both endogenous network dependen-
cies and spatial embedding, tackling the problem of initial conditions and
relaxing the assumption of time-homogeneity in order to capture changes
in network dynamics.
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5. Software

Statistical social network analysis software consists of either packages
based on GUIs, or packages built for programming languages. In partic-
ular, R35 represents a useful tool for applied researchers attracted by the
ease of the programming language as well as the significant number of
libraries contributed to the Comprehensive R Archive Network (CRAN).

Commonly used and well-documented scripting tools used for ERGM
analysis include:

• The statnet suite of packages for R36 includes packages for analysing
static, valued37 and longitudinal networks.38

• The Bergm package for R39 implements Bayesian procedures for
ERGMs.
• The hergm package for R40 implements HERGMs.
• The blkergm41 and xergm packages for R42 include ERGM exten-

sions for various modelling settings.
• PNet43 is a Java based software for fitting exponential random graph

models which includes versions for analysing two-mode, bivariate, lon-
gitudinal and multilevel networks.

6. Conclusions

During the last decades, important developments have taken place in sta-
tistical social network modelling and estimation. The class of exponential
random graph models, reviewed in this chapter, have been applied fruitfully
in several diverse scientific fields as they allow for better understanding of
the relational structure of complex data.

In this chapter, we briefly discussed some of the main static and
dynamic modelling approaches based by describing the main features of
the generalisations and extensions to the standard cross-sectional ERGM
framework and by dividing the category of dynamic ERGM approaches
into discrete-time and continuous-time Markov models.

The chapter contains a broad list of references which serve as a guide
to the information currently available in the literature.
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However, despite the many advances in social network modelling made,
there are many unresolved issues. These include asymptotics, network
sampling, missing data and computability. The latter concerns the chal-
lenge of dealing with complex network dependencies and dynamics and
it has become a timely research objective in data science. Computa-
tional methods based on Monte Carlo algorithms and approximations have
become increasingly efficient but they are still unable to work for big social
networks on thousands of nodes.
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Chapter 8

Hierarchical dynamic walks
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For a static network, a walk between distinct nodes is any traversal that makes
use of available edges. This concept has proved to be extremely useful in social
network analysis for two key reasons. First, it gives a natural quantification of
the manner in which information can diffuse around the network. Second, the
combinatorics of walk-counting can be treated very efficiently for large systems
with sparse interactions. This classical idea, which dates back to the 1950s, has
more recently been extended to the case of a time-ordered sequence of interac-
tions between nodes, leading to the concept of dynamic communicability. In this
work, we consider a setting where there is a “chain of command,” with nodes in
the network regulated through an externally-imposed ordering; for example, in
studying email interactions within a company, the employees may have varying
levels of seniority. It is then of interest to test whether the observed interactions
respect the external ordering, so that, for example, outlier nodes can be detected.
This task is also an important sub-problem in the inverse problem where the node
ordering is to be inferred from the interactions. We formalise these ideas by con-
sidering dynamic walks that either (a) respect or (b) violate the node hierarchy.
We then show that the combinatorics of both types of walk can be summarised via
an iteration based on matrix multiplication, leading to an efficient computational
algorithm for quantifying the hierarchy of dynamic interactions with respect to a
given node ordering. The usefulness of this approach for summarising the inher-
ent hierarchy in a dynamic network is demonstrated α computationally.

1. Background and Motivation

A common underlying theme in network science is to understand patterns
that may be hidden in a complex set of interactions.1, 2 We may wish to
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compute local measures that characterise important nodes, edges or com-
munities,3–8 or more global measures that characterise the overall network
structure.9–15 Blurring together these concepts, we may attempt to put the
network components in some sort of order that also reveals global struc-
ture.16–18 Moreover, these issues can also be addressed in a time-dependent
setting, where interactions (for example, emails, voicemails, text messages,
tweets, online purchases) have well-defined timestamps.19–22

We are interested here in the idea of network hierarchy in the sense
of a node ordering that concerns propensity to impact the network.
Here “impact” loosely means ability to create or propagate information
flow, measured via dynamic walks around the network. This idea can be
motivated in the static case from the work in Ref. 23. Such hierarchy may
be hard-wired into a network through an engineered chain of command, as
in business or military organisations, or through a self-organising process
of the type observed in social or criminal networks.24 In the case of online
gaming,25 hierarchical status may arise from a demonstration of skill or
sheer accumulation of game time. From a social science perspective, there
is empirical evidence to support the existence of discussion catalysts26 and
online leaders27 who can shape the flow of information around a network.

In Ref. 28, an explanatory mechanistic model for network hierarchy
was developed and tested. Here we take a more data-driven approach
and design an algorithm that can quantify the level of hierarchy associ-
ated with a given node ordering within a time-order sequence of network
interactions.

2. A New Matrix Iteration

The computational tool that we develop here is designed to test the overall
level of hierarchy associated with a given node ordering. Our motivation is
that the task forms the key step in

• judging whether interactions in a network are consistent with a known
hierarchy; for example, does the flow of emails in a company reflect the
management structure?
• discovering hidden hierarchies by maximising the measure over all pos-

sible node orderings; for example, who are the key players in the Twitter
activity around a forthcoming political election?
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In either case, there are clear applications in network monitoring, security
and control, for example via the identification of aberrant or undesirable
behaviour.

We therefore begin by assuming that a putative node ordering is avail-
able. We regard node 1 as the “boss,” so that information (edges) are
expected to flow from this node. At the other extreme, node N occupies the
lowest position, and is least capable of generating interactions. To keep our
descriptions simple, we will use the terms good and bad to denote interac-
tions that adhere to or violate the given node ordering, respectively. Hence,
starting from a simple, directed, unweighted graph and a given ordering,
we may form the adjacency matrix for an associated signed network as

• ai j = 1 means there is a good connection from i to j , that is, an edge
exists and we have i < j ,
• ai j = −1 means there is a bad connection from i to j , that is, an edge

exists and we have i > j ,
• ai j = 0 means there is no connection from i to j .

We now introduce time-dependency through a superscript. So, over a
discrete set of timepoints t0 < t1 < · · · < tM+1, we let A[k] denote the
signed adjacency matrix at timepoint tk . For example, if we are studying
text messaging activity, (A[k])i j may reflect whether person i has texted
person j at least once in the time window (tk, tk+1).

Following Ref. 19, we consider traversals around the network that
respect the arrow of time. In particular, we focus on dynamic walks that
make use of either zero or one edge at every time point. In the case of an
unsigned dynamic network sequence, the matrix product

(I + αA[0])(I + αA[1]) · · · (I + αA[M]),

has an i, j element that sums the number of such dynamic walks from
i to j , where walks using w edges are discounted by the factor αw.
(Here, α plays an analogous role to the Katz parameter in static network
analysis.2, 29)

In the general case where we have a signed dynamic network sequence,
we introduce notation that splits each A[k] into its positive and negative
parts, A[k]

+ and A[k]
− , so that

(A[k]
+ )i j = max

(
(A[k])i j , 0

)
, (A[k]

− )i j = −max
(−(A[k])i j , 0

)
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and hence

A[k] = A[k]
+ + A[k]

− .

Also, by construction, |A[k]| = A[k]
+ − A[k]

− .
We now introduce a new iteration that computes two (non-negative)

communicability matrices such that, for i �= j ,

• G[k]
i j is the weighted sum of all good dynamic walks from i to j up to

time k, where walks of length k are weighted by αk .
• B[k]

i j is a weighted sum of all bad dynamic walks from i to j up to time
k, where walks of length k are weighted by αk .

We use the term good dynamic walk to mean a dynamic walk where every
edge is good. Similarly, a bad dynamic walk is one where at least one edge
is bad.

Here is the iteration,

G[k+1] = G[k]
(
I + αA[k+1]

+
)
, (1)

B[k+1] = B[k]
(
I + α(A[k+1]

+ − A[k+1]
− )

)− G[k]αA[k+1]
− , (2)

with G[−1] = I and B[−1] = I . To understand this iteration, note that in (1)
we are updating the current count G[k] by allowing for all good walks that
use an edge at time k + 1. In (2), there are two terms. The first term in (2)
takes account of walks that are already bad (at least one edge in the walk is
negative) and become one edge longer through the use of either a good or
bad edge. The second term in (2) takes account of good walks up to time k
that now involve a bad edge at time k + 1. Note that we are creating non-
negative communicability matrices; that is, G[k]

i j ≥ 0 and B[k]
i j ≥ 0. It then

makes sense to use G[k] − B[k] as an overall dynamic hierarchy measure.
This new iteration generalises the unsigned case, in the sense that if all

edges are positive G[k] reduces to the communicability matrix in (2) and
B[k] remains at I . It also generalises the unsigned case in the sense that
between them, G[k] and B[k] keep track of all walks, both good and bad:

G[k+1] + B[k+1] = (G[k] + B[k])(I + α|A[k+1]|).
This is the overall communicability matrix we would get if we ignore the
signs and use |A[k]|. This result follows because from (1) and (2)

G[k+1] + B[k+1] = (G[k] + B[k]
)(

I + α(A[k+1]
+ − A[k+1]

− )
)
.
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3. Computational Experiments

Now we generate synthetic data representing message passing between
nodes in a network. Directed edges are created to represent communication
in a way that respects an underlying, given, hierarchy. With the synthetic
data produced from this model of communication we will test whether the
iteration in (1)–(2) can be used to quantify the hierarchy.

The procedure we use to create synthetic data is shown as Algorithm 1.
It builds a hierarchy into the data by simulating a cascade/flow of infor-
mation between nodes over time. As discussed in Section 2, a predefined
hierarchy is imposed on the nodes in a linear manner. The data is designed
so that the underlying hierarchy cannot be identified by simply examining
the nodal in and out degrees. We will show that the temporal dependencies
can be discovered via the combinatorics of good and bad dynamic walks.

The algorithm produces a time-ordered sequence of directed, signed
edges. The adjacency matrix sequence is generated by moving forward in
time. At time point t , if there are no edges, |A[t ]| = 0, there is a basal
probability at which any node can produce an edge to any other node in the
network. The sign of any such edge from i to k is set to +1 if j > i and to
−1 if j < i . If |A[t ]| �= 0, for source node i and destination node j at time
t , then node j responds by sending out a directed, positively signed link at
time t + 1. The destination node for this edge is chosen uniformly from a
contiguous set of nodes at the next few levels down the hierarchy; that is
from the set {j + 1, j + 2, . . . , j + LOCALITY}, where LOCALITY is
a positive integer; here chosen to be 4. This hierarchy respecting continu-
ation of the message progresses down until node N is reached, where the
message cascade terminates. (Overshoots are mapped to node N .) We note
that with this construction, bad walks can only arise from basal edges that
were randomly chosen to violate the ordering. Overall, we have cascades of
positive, hierarchy respecting edges mixed in with some noisy unstructured
connections.

For each pair of nodes, i and j , we measure the difference between
their relative placings in the hierarchy, as indicated by the good and bad
dynamic walk counts, (1) and (2), through the matrix GB, where

(GB)i j =
(G[M] − B[M])

i j
.

||||||||||||||||||||

https://technet24.ir
https://technet24.ir
https://technet24.ir


February 25, 2016 8:33 Dynamic Networks and Cyber Security 9in x 6in b2273-ch08 page 176

176 A. V. Mantzaris, P. Grindrod & D. J. Higham

Algorithm 1. Algorithm for generating hierarchical Temporal adjacency
matrices.
(Here, the number of nodes is represented by NN, the number of nodes
reached when sending messages in a cascade is LOC and the basal rate by
BR)

function SYNTHDATALOCALITY(NN,BR,T END)
LOC
A← zeros((NN, NN), T END) � time indexed adjacency matrices
tt ← 2
while tt ≤ T END do

if isempty(Att−1) then � no current message cascades
if rand < (1− (1− BR)NN) then � new message condition

nodeorig, nodedest = rand([1, NN], nodeNum = 2)
if nodeorig < nodedest then

Att(nodeorig, nodedest) = 1
else

Att(nodeorig, nodedest) = −1
end if

end if
else

[nodeorig, nodedest ] = find(Att > 0)
if nodeorig < nodedest&nodedest = NN then

if rand < ((NN − jj)/NN) then
if (NN − jj) >= LOC then

nodenew ← nodedest + rand([1, LOC], nodeNum =
1)

Att(nodedest, nodenew) = 1
end if

end if
end if

end if
tt ← t + 1

end while
return A

end function
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A more positive value for (GB)i j indicates more evidence that i is operating
above j . In order to obtain a hierarchy measure for a general node i , we
sum along the i th row, to give

(H1)i =
N∑

j=1

GBij .

We may then view the vector H1 as an indicator of the rank of node i , a
higher (more positive) value indicating a more senior level.

As a comparison, we also compute the aggregate out degrees; that is,
the total number of edges, ignoring signs, emanating from each node.

Figure 1 displays the results. The upper figure shows the H1 value
for each node, averaged over 1,000 independent runs of the experiment.
We used 100 nodes over 500 time points, with a basal edge rate of 0.5.
We see that H1 is able to recover accurately the underlying hierarchy. The

Fig. 1. Comparison of the nodal measure H1 and the aggregate out degree. Upper: raw
H1 score against node index. Middle: aggregate out degree against node index. Lower: ratio
of H1 score to aggregate out degree against node index.
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middle picture shows the aggregate out degrees. By construction, nodes in
the centre of the hierarchy have been more busy — they were prime targets
for receiving edges from the cascades. The lower picture shows that the
ratio of H1 score to aggregate out degree is also an excellent indicator of
hierarchical position.

4. Conclusion

In this work, we gave a natural, computable, generalisation of the dynamic
walk concept from Ref. 19 that allows us to keep track of oriented walks
that either respect or violate a given nodal hierarchy. We believe that this
initial study can open the way for

• algorithms that discover nodal hierarchy hidden in temporal networks,
• algorithms that reveal outliers within a putative hierarchy — e.g. an indi-

vidual with an unexpectedly low or high level of influence,
• new measures that quantify and compare the level of hierarchy across

different network sequences, allowing us, for example, to characterise
different social communities or business organisations,
• real-time, local or global summarises the current network hierarchy sta-

tus, as a means to determine aberrant or suspicious behaviour.
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Chapter 9

Temporal reachability in dynamic networks
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We construct random temporal graph models using Markov chains that preserve
the random graph structure and have tunable dynamic properties. We analyse
these models to determine the time it takes when starting from a random vertex
to reach a large fraction of the other vertices by traversing temporal edges. The
models we study are chosen for their simplicity and ability to be generalised for
more complex models of threats in cyber security authentication systems.

1. Introduction

Dynamic network processes appear in many contexts such as spreading of
infectious disease,1 synchronisation of electric power generators,2 learning
in the brain3 and computer communication systems.4 The most commonly
studied case is when the network itself is not changing, or only chang-
ing slowly, in time so that a static network topology is a good approxima-
tion. Given the static network the primary challenge is to discover how the
dynamics, such as an epidemic outbreak, proceeds over time. Many tools
and techniques have been developed to address such dynamical systems on
networks.5 A particularly important task is to relate structural properties
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of the network to the dynamical system progress. The opposite problem,
inferring the structure of the network from a specified dynamical process,
is also being addressed.6, 7

In some situations the dynamics on the network are slower than any
dynamics of the network topology, or the network process itself is best
viewed as a time series of edges. In this case, referred to as temporal net-
works, the topological changes in the network become the primary focus.
Some examples of temporal networks are mobile device routing,8 airline
transportation systems9 and connectivity patterns in enterprise computer
networks.10 A recent survey on modelling and analysis for temporal net-
works can be found in the review by Holme and Saramäki.11

Our focus is on models for temporal networks inspired by the time
series of events in centralised computer authentication systems such as
those typically found in mid-size to large-size organisations.12 Centralised
computer authentication systems allow users convenient access to shared
resources and applications such as printers, email and file servers. Users
request credentials with passwords, temporary pass codes, or other secu-
rity methods and then use those credentials to access networked services.
The credentials are typically cached on those resources so the users can
have access for some time period until the credentials are no longer valid
and must be reauthorised. The credential caching is convenient for the users
but it creates the risk of misuse by other users who may steal the cached
credentials and use them to access parts of the network for which they are
not authorised.13, 14

The authentication system creates a stream of events of users authen-
ticating on computers that can be represented as a temporal network. The
events in which we are interested are the use of authentication credentials
to connect from one computer to another. Some user authentication activi-
ties such as logins or starting a local process only involve a single computer
and a different modelling approach is required.15 These events form time
series of connections between computers and thus temporal edges in the
graph of all computers in the network. The dynamical structure of con-
nections changes rapidly on the timescale of seconds to minutes, while
potential credential misuse in exploration of unauthorised parts of the net-
work could happen on a much longer timescale of days to weeks. Thus
the important dynamics are the changes in the network topology and the
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problem of studying the structure of authentication connections is in the
category of temporal networks.

We construct and analyse two models of temporal networks with the
goal of computing how the times to reach a large fraction of the vertices by
traversing temporal edges changes with the structure and rate of change of
the networks. Modelling the security risk of centralised computer authen-
tication systems motivates this analysis. Although in this work we do not
address fitting specific data to models, we studied the data collected in
the Los Alamos National Laboratory (LANL) centralised authentication
system as a basis for dynamical properties and structure for our graph
modelling.16, 17 Some of the structural and dynamical properties of this
data were analysed using a graph representation.18, 19 One of the notable,
and perhaps not surprising, features of the data is that the distribution of
the vertex degrees is highly skewed both for the users and computers; a
few users and computers have many authentication and many users and
computers have few authentications. In the network of computer connec-
tions, this translates to the observation that a few computers are highly
connected with authentication activity and most computers are weakly
connected.

A more surprising finding was that some statistical properties of the
authentication graphs are stable over time even though the topological
dynamics are changing rapidly. For example, the distribution of the vertex
degrees is highly stable over aggregated time periods of a day even though
many of the edges are changing between days. On the first 16 regular work-
ing days (Monday–Thursday are regular work days) of our example data
set16 the degree distribution is almost unchanging even though only about
60% of the edges appear on consecutive days. A similar type of dynam-
ical network has been observed in the U.S. air transportation route graph
where the overall statistics of the network change very little even though
the microdynamics are changing rapidly.9

To capture this type of dynamics, we study and analyse two ran-
dom temporal network models each based on a well-known static ran-
dom graph model. The first is a temporal version of the Erdős–Rényi ran-
dom graph which has been studied in the literature as “edge-Markovian
dynamic graphs.”20, 21 The second is a generalisation of that model to
the Chung–Lu expected degree random graph.22 In both cases, temporal
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dynamics are introduced through a Markov process that preserves the
random structure but changes the graph over time with an adjustable rate
parameter.

The Markov condition is unlikely to be a good match for all authentica-
tion systems. The assumption ignores any burstiness that is typically seen
in computer networks and that might be found on shorter time scales than
the day-long time bins considered above. More detailed temporal mod-
els would need to be considered to capture those dynamics.23 The Erdős–
Rényi graph structure is clearly not a good model for the authentication
data since it cannot produce graphs with skew degree distributions (the
degree distribution is Poisson for large sparse graphs). However, the sim-
plicity of the model allows us to more clearly present analysis techniques
which we then apply to the temporal Chung–Lu model. The Chung–Lu
model is more appropriate for the authentication data since the degree dis-
tribution is adjustable by parameters.

For these models, we address the question of how long it would take for
an attacker using stolen authentication credentials to reach a large fraction
of the network. We assume that when a credential is stored on a compro-
mised computer it may be stolen and used for unauthorised access to any
computer where that credential was used at some current or future time.
Then from those computers other credentials can be stolen and used to
reach the entire connected component of the graph containing the com-
promised computer. We study the impact of the structure and dynamics
of the network models on the time to traverse the network. First we com-
pute the mixing time of the induced Markov chain to show the timescales of
the graph correlations in relation to the model parameters. Then we eval-
uate the time it would take to reach the entire network by traversing the
temporal edges. Our results are asymptotic; we prove bounds for the times
as the number of vertices approaches infinity.

2. Random Temporal Graphs

We begin with some basic definitions for temporal graphs. We consider
discrete time for ease of exposition. Most of the material can easily be
considered in a continuous time setting as well.
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2.1. Basic definitions

Let Kn denote the complete graph on n vertices.

Definition 1 (Random temporal graph). A random temporal graph on n
vertices is a probability distribution on the space {Gt}t≥0 where Gt ⊂ Kn

for each t .

Definition 2 (edge-Markovian). A random temporal graph {Gt} on n ver-
tices is called edge-Markovian if there exist maps P, Q : E(Kn)→ [0, 1]
such that for all t ≥ 0, each edge e of Gt+1 is determined independently
with probability

P[e ∈ Gt+1] =
{

P(e) if e �∈ Gt ,

1− Q(e) if e ∈ Gt .

Such models create a natural Markov chain, which we call the induced
Markov chain, defined on the space of graphs on n vertices where the tran-
sition probability of moving from Ga to Gb is given by P[Gt+1 = Gb|Gt =
Ga]. Let P be the matrix of transition probabilities between graphs on n
vertices. A distribution π on all such graphs is called stationary if

π = π P.

Definition 3 (Mixing Time). Let M be a Markov chain defined on the state
space X . Let π be the stationary distribution of M . The distance d(t)
between the distribution of states in the chain after t steps and the sta-
tionary distribution is given by

d(t) = max
x
||Xt − π ||T V ,

where x ∈ X , and Xt denotes the distribution of states after the chain
runs for t steps with an initial start of X0 = x . The mixing time tmix (ε) is
given by

tmix (ε) = min{t : d(t) ≤ ε}.
Definition 4 (Reachability). The vertices v1, v2, . . . , vk form a temporal
path in G = {Gt} if there exist times t1, t2, . . . , tk−1 such that

(1) for each i, ti ≤ ti+1, and
(2) for each i, (vi , vi+1) ∈ Gti .
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If such a path exists, we say vk is reachable from v1 within time tk−1.

Note that more than one edge can be traversed at each time step so this defi-
nition allows reaching the entire connected component at time t containing
a vertex visited at time t .

Given a random temporal graph Gt , a vertex u and δ ∈ [0, 1], what is
the expected time necessary before a linear fraction δn vertices are reach-
able from u? To our knowledge this problem has not been studied before,
and we consider it in the following sections.

There has, however, been much research into the question of “flood-
ing times” for temporal graphs. Consider the following flow of information
through a temporal graph. At time 0, one vertex is “informed.” At each sub-
sequent time, all informed vertices inform each of their current neighbours.
The process stops when every vertex has been informed. The flooding time
is the minimum time necessary for every vertex to be informed. Note that
the flooding time in a static graph is simply the graph diameter, while the
set of vertices reachable from a vertex v in a static graph is simply the
connected component containing v .

2.2. Random temporal graph models

Most existing results are for Erdős–Rényi random temporal graphs20, 21

or, random geometric temporal graphs.24 Erdős–Rényi random tempo-
ral graphs have appeared in the literature as “edge-Markovian” random
graphs. For instance, the flooding time is computed for a definition in
which the starting graph G0 can have any arbitrary edge set.25 Fur-
ther research considered an extension of the flooding time when ver-
tices can only inform their neighbours in the k subsequent time steps
after being themselves informed26 and to graphs with arbitrary degree
sequences.27

We now define a general version of this model based on the random
graph structure G(n, p), the Erdős–Rényi random graph on n vertices
where each edge occurs independently with probability p.

Definition 5 (Erdős–Rényi random temporal graph). An Erdős–Rényi
random temporal graph, G = G(n, p, α), is an edge-Markovian random
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graph on n vertices defined by the parameters p = p(n) and α ∈ [0, 1]
such that

• P(e) = αp,
• Q(e) = α(1− p) and
• G0 is distributed as G(n, p).

As we will see, at each step in time the Erdős–Rényi temporal graph is
distributed as an Erdős–Rényi random (static) graph G(n, p). However,
the parameter α allows for the graphs Gt to be correlated in time. When
α = 0 edges are not added or removed; the graphs Gt are all equal to G0.
At the other extreme, when α = 1, each time step is a complete resampling
from G(n, p).

Definition 6 (Chung–Lu random graphs). A Chung–Lu random temporal
graph G(n, W, α) on n vertices is defined by a distribution W on the
positive reals and a function α : R → (0, 1). Let W1, W2, . . . , Wn be
i.i.d. sampled from the distribution W . Let pi j = Wi W j/(nE[W ]) and
αi = α(Wi). Then the temporal Chung–Lu model is defined as an edge-
Markovian model with

• P(vi , v j ) = √αiα j pi j ,
• Q(vi , v j ) = √αiα j (1− pi j ) and
• G0 is distributed as C L(n, {Wi}), the static Chung–Lu model on n ver-

tices with each edge (vi , v j ) present independently with probability pi j .

We assume W is bounded to ensure the pi j ’s are probabilities for large
enough n. Our results should also apply in the more general case when
asymptotically almost surely the pi j ’s are probabilities. However, we have
not worked through those details. Our definition of static Chung–Lu graphs
is slightly different from that in the original paper of Chung and Lu22; we
normalise the probabilities by nE[W ] instead of

∑
Wi . For large n, the

difference is small and this normalisation is slightly more convenient in
the following technical results.

The Chung–Lu model produces graphs with expected degrees given by
the Wi values. The Erdős–Rényi model is a special case of the Chung–Lu
model which is realised when the distribution W has all probability mass
centred at one value.
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3. Mixing Times

The mixing time of the induced Markov chains for a random temporal
graph show how the model parameters affect the time scale of correlations.
After waiting for the length of the mixing time the graphs have little cor-
relation with the starting state. The mixing is rapid, O(log n), but it can be
extended to arbitrarily long times if the parameter α→ 0.

3.1. Erdős–Rényi random temporal graphs

First note that each Gt is distributed as G(n, p). The stationary distribution
of the natural induced Markov chain is also G(n, p).

Theorem 1. Let M be the Markov chain associated with the Erdős–Rényi
random temporal graph G(n, p, α). Suppose p ≤ 1/2. Then for every
ε > 0 there exists a C such that the mixing time is

tmix (ε) ≤ log n − 1
2 log p + C

− log(1− α)
.

Moreover, this is asymptotically best possible as for every ε, 0 < ε < 1/2
there exists a D such that

tmix (ε) ≥ log n − 1
2 log p − D

− log(1− α)
.

This theorem holds for p < 1/2, but we are mainly interested in the sparse
case, i.e. when p = c/n for some constant c.

We will use the following lemma.

Lemma 1. Let Xt denote the distribution of the chain M after t steps given
that X0 is the complete graph. Then

d(t) = ||Xt − π ||T V .

Moreover, we have that Xt = G(n, pt ) where

pt = (1− α)t(1− p)+ p.

Proof. The first statement is immediate from the definition of d(t). The
second statement follows from induction on t . Suppose that Xt−1 is
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distributed as G(n, pt−1). Then by definition, Xt is distributed as G(n, q)

where

q = [1− α(1− p)] pt−1 + (1− pt−1)αp ,

= (1− α) (pt−1 − p)+ p ,

= (1− α)
(
[1− α]t−1)+ p ,

= (1− α)t(1− p)+ p .

Proof of Theorem 1. To prove the upper bound set

t = log n − 1
2 log p + ω(1)

− log(1− α)
.

From Lemma 1 we have that pt = (1− α)t(1− p)+ p and

d(t) ≤ ||G(n, pt )− G(n, p)||T V .

Janson (in Corollary 2.12),28 proved that if

n2 (p − pt )
2

p
= o(1) ,

holds then ||G(n, pt )− G(n, p)||T V = o(1). By definition,

pt =
√

p

ω(n)
(1− p)+ p

and thus

n2 (p − pt )
2

p
= o(1),

as desired. This proves the upper bound.
To prove the lower bound, let

t = log n − 1
2 log p − ω(1)

− log(1− α)
.

Let G be distributed as G(n, p) and Gt as Xt , the distribution of states
(graphs) after t steps when starting from the complete graph. Consider the
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random variables e(G) and e(Gt ). By definition,

E[e(G)] =
(

n

2

)
p,

while Lemma 1 implies that

E [e(Gt )] =
(

n

2

) [
(1− α)t(1− p)+ p

] ≥ n2

5
(1− α)t + E [e(G)] .

Thus while P[e(G)] ≤ p
(n

2

) = 1/2, using the Chernoff bounds and the
fact that p ≥ (1− α)t(1− p), we have that

P

[
e(Gt ) ≤ p

(
n

2

)]
≤ P

[
e(Gt ) ≤ E[e(Gt )]− n

5
(1− α)t

]
,

≤ exp

(
−

(
n2(1− α)t

)2

25n2 ((1− α)t(1− p)+ p)

)
,

≤ exp

(
−n2(1− α)2t

50p

)
,

≤ exp (−ω(1)),

≤ o(1) .

Thus ||Xt − π ||T V ≥ 1/2− o(1) as desired.

3.2. Chung–Lu random temporal graphs

We can use similar tools to analyse mixing times in Chung–Lu random
temporal graphs. To avoid confusion we point out that each choice of
weights W1, W2, . . . , Wn defines a Markov chain on the space of n-vertex
graphs. In the model G(n, W, α), these weights are chosen randomly from
the common distribution W . Thus the model defines not only a distribution
on the graphs of order n, but also a distribution on the collection of Markov
chains which act on the space of n-vertex graphs. For ease of exposition,
we analyse the Markov chain obtained by conditioning on the values of
the Wi .

Theorem 2. For every 0 < ε < 1 there exists a C = C(ε) and a D = D(ε)

such that if G = G(n, W, α) is a Chung–Lu temporal graph with vertex
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weights W1, W2, . . . , Wn, then the mixing time of the associated Markov
chain satisfies

tmix (ε) ≤ log n + 1
2 log

〈
p−1

〉+ C

− log(1− m)
and

tmix (ε) ≥ log n − 1
2 log 〈p〉 − D

− log(1− 〈α〉) ,

where

〈
p−1〉 = 1(n

2

) ∑
i< j

p−1
i j ,

m = min αi ,

〈α〉 =
∑

i< j
√

αiα j(n
2

) and

〈p〉 =
∑

i< j pi j(n
2

) .

Lemma 2. Let Xt denote the distribution of the chain M after t steps given
that X0 is the complete graph. Then

d(t) = ||Xt − π ||T V .

Moreover Xt , is the random graph distribution where each edge (vi , v j ) is
chosen independently with probability

pi j,t := (1−√αiα j )
t
(
1− pi j

)+ pi j .

Proof. The proof is analogous to the proof of Lemma 1.

Proof of Theorem 2. Set

t = log n + 1
2 log 〈p〉 + ω(1)

− log(1− m)
.

We again use the work of Janson28 which states that∑
i, j

(pi j − pi j,t )
2/pi j = o(1) ⇒ ||Xt − π ||T V = o(1) .
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This can be easily verified,

∑
i< j

(
pi j − pi j,t

)2

pi j
=

∑
i< j

(1−√αiα j )
2t

(
1− pi j

)2

pi j
,

≤ (1− m)2t
∑
i< j

1

pi j
,

=
(

n

2

)
exp

(
2t log(1− m)+ log

〈
p−1

〉)
.

To prove the lower bound, let

t = log n − 1
2 log 〈p〉 − ω(1)

log(1− 〈α〉) .

Let G be distributed as G(n, pi j ), the Chung–Lu graph defined by the
weights W1, . . . , Wn . Let Gt be according to the law Xt : the distribution of
states (graphs) after t steps when starting from the complete graph. Con-
sider the random variables e(G) and e(Gt). By definition,

E[e(G)] =
∑
i< j

pi j ,

while Lemma 1 implies that

E[e(Gt )] =
∑
i< j

(
(1−√αiα j )

t(1− pi j )
)+ E[e(G)] .

Thus using the convexity of f (x) = (1− x)t we have that

E[e(Gt)]− E[e(G)] =
∑
i< j

(
(1−√αiα j )

t(1− pi j )
)
,

≥
(

n

2

) (
1−

∑
i< j (1− pi j )

√
αiα j(n

2

)
)t

,

≥
(

n

2

)
(1− 〈α〉)t .

Define

γ � 1

2

(
n

2

)
(1− 〈α〉)t .
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Using the Chernoff large deviation inequality again we have that

P [e(G) ≥ E[e(G)]+ γ ] = P

[
e(G) ≥ E[e(G)]+ 1

2

(
n

2

)
(1− 〈α〉)t

]

≤ exp

(
−

1
4

(n
2

)2
(1− 〈α〉)2t

2
(n

2

) 〈p〉 + 1
3

(n
2

)
(1− 〈α〉)t

)

≤ exp

(
−

(n
2

)
(1− 〈α〉)2t

12 〈p〉

)

≤ exp (−ω(1))

≤ o(1).

On the other hand, using the Chernoff large deviation inequality in the other
direction,

P [e(Gt ) ≥ E[e(G)]+ γ ] = 1− P [e(Gt ) ≤ E[e(G)]+ γ ]

≥ 1− P [e(Gt) ≤ E[e(Gt )]− γ ]

≥ 1− o(1).

Thus ||Xt − π ||T V ≥ 1− o(1) as desired.

4. Reachability

Reachability measures how long it would take to traverse a large fraction
of the graph starting from a given vertex. In the following, we give asymp-
totic results for the reachability time for the Erdős–Rényi and Chung–Lu
random temporal graph models. The reachability measure in Definition(4)
allows traversal to the entire connected component of the graph at a given
time so the analysis hinges on the sizes of the connected components in
the graph. In the static versions of the models, we consider there are two
regimes for the connected component sizes which depend on the model
parameters. In the “subcritical case”, the components are all small; the
reachability in the graph is controlled by connecting pathways between
the components over time. In the “supercritical case”, the graph has a com-
ponent of size O(n) and the reachability time is fast, o(log n).
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4.1. Erdős–Rényi random temporal graphs

Theorem 3 (Subcritical case; c < 1). Let p = c/n with c < 1 a constant.
Let G = T G(n, p, α) be an Erdős–Rényi random temporal graph and v ,
a vertex of G. Then there exists a constant ρ depending only on c and α

such that for any 0 < ε < 1, asymptotically almost surely the time it takes
to reach (1− ε)n vertices is ρ log n + o(log n).

Theorem 4 (Supercritical case; c > 1). Let p = c/n with c > 1. Then
for any 0 < ε < 1, asymptotically almost surely the time it takes to reach
(1− ε)n vertices is o(log n).

An upper bound on the order of magnitude in Theorem 4 has already
appeared in the literature.25 We supply an independent proof and determine
the exact value of ρ.

Define the random variables Xt , t ≥ 0 such that Xt is the number of
vertices reachable from v within time t . We remark that for all t, Xt ≥ Xt−1

and that X0 is the size of the component of G0 containing v . To bound
the Xt , we first consider a truncated version of Xt that will be useful for
technical reasons in the subsequent analysis. Fix a constant ε0 > 0 and
define

X̂t � min{ε0n, Xt }.
To analyse the growth of X̂t , we construct a growth process B =
B(N, p, α) described as follows. The process starts with one individual
and the number of individuals at time t of this process is given by Zt . Sup-
pose vi is one of the Zt individuals at time t . At each time step t , every
such individual vi gives birth to Yt ; i children where the Yt ; i are i.i.d. from
Bin(N, αp). Then each of the new progeny have further progeny Zt ; i; j
sampled i.i.d. from C = CG(N, p) — the distribution of component sizes
in G(N, p). Formally for each of the Yt ; i progeny of vi sample Zt ; i; j i.i.d.
from C = CG(N, p) where j = 1, 2, . . . Yt ; i . Each such sampling is con-
sidered independently over all realisations of G(N, p). The process starts
with Z0 = 1. Note that as individuals do not die we have

Zt =
Zt−1∑
i=1


1+

Yt;i∑
j=1

(
Zt ; i; j

) .
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The growth process B(N, p, α) described above is designed to mimic
the growth process associated with the reachability set as stated in the fol-
lowing lemma.

Lemma 3. Fix ε0 > 0. Let X̂t be the truncated process defined in (4.1).
Let Zt (n) be the number population size at level t in B(n, p, α) and let
Zt (n(1− ε0)) be the same quantity in B(n(1− ε0), p, α). Define Ẑt (n(1−
ε0)) = min{ε0n, Zt(n(1− ε0))}. Then X̂t is stochastically bounded below
by Ẑt(n(1− ε0)) and stochastically bounded above by Zt (n).

We expect the process B to grow roughly at the rate of (1+η) for some
positive η at each time step. We also expect that for large t, Zt should be
close to (1+η)t . However, this does not hold for small t . Define the random
variable

W =
Yt;i∑
j=1

Zt ; i; j

and let

η � E[W ] = α
np

1− np
be its mean. Note that Equation (4.1) describes the evolution of the num-
ber of individuals at depth t in a Galton–Watson branching process T with
offspring distribution described by the random variable 1 + W . With this
equivalence, we can now use the well-studied theory of Galton–Watson
branching process to analyse the number of individuals Zt in the growth
process B. We first state the following results from branching process
theory.

Lemma 4. Let m � 1+ E[W ] = 1+ η be the mean number of offsprings
in the branching process T . Let YN denote the number of vertices at depth
N in T . Then there exists a random variable Y such that

lim
N→∞

m−N YN = Y with probability 1 .

Additionally, we have

P [YN = 0] = pext + oN (1), (1)

where pext is the extinction probability of the branching process T and

P
[
0 < YN < yN

] ≤ P
[
0 < Y < (y/m)N

]
(1+ oN (1)), (2)

where oN (1) is a term that converges to 0 as N →∞.
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Proof. The statement in lemma 4 is a well-known result in branching pro-
cess theory.29 Both Equations (1) and (2) can be proved directly by using
KN = yN (using the notation in the reference) in Corollary 5 in Fleis-
chmann and Wachtel30 and observing that E[(1+W ) log(1+W )] <∞.

Now we can define the quantity ρ in the statement of Theorem 3 as

ρ = 1

log(1+ η)
.

In view of Lemma 3, we first prove the statements in Theorem 3 for the
growth process B before proceeding to prove the theorem itself.

Lemma 5. Let 0 < ε̄ < ε0. Let T = inf{t : Bt(n, p) ≥ ε̄n}. Then for any
0 < γ < ρ, we have asymptotically almost surely

(ρ − γ ) log n ≤ T ≤ (ρ + γ ) log n.

Proof. From the previously stated equivalence between the growth process
B and the branching process T , we have Zt = Yt . Note that E[Zt ] =
(1+ η)t . Using the Markov inequality, we have

P[Z(ρ−γ ) log n > ε̄n] ≤ (1+ η)(ρ−γ ) log n

ε̄n
= (1+ η)−γ log n

ε̄
= o(1).

This shows that asymptotically almost surely T ≥ (ρ − γ ) log n.
To obtain a bound from the other direction,

P
[
Z(ρ+γ ) log n < ε̄n

] = P
[
Y(ρ+γ ) logn = 0

]+ P
[
0 < Y(ρ+γ ) log n < ε̄n

]

≤ pext + P

[
Y ∈

(
0,

ε̄n

(1+ η)(ρ+γ ) logn

)]
(1+ o(1))

= P
[
Y ∈ (

0, ε̄(1+ η)−γ log n
)]

(1+ o(1))

= o(1).

It remains to prove Lemma 3.

Proof of Lemma 3. To analyse the growth of Xt observe that when mov-
ing from time t to t + 1 the deletion of edges present in time t does not
have any effect on the reachable vertices. The only part that increases the
size of the reachable set is the addition of previously absent edges, which
happens with probability αp independently. The newly reachable vertices
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are those vertices which are now adjacent to at least one of the previous Xt

vertices and the components of these newly adjacent vertices in Gt+1. The
number of newly adjacent vertices is distributed as B(n− Xt, αp) which is
stochastically dominated by B(n, αp). Further, the size of the components
of the new neighbours are distributed as the component size distribution
in G(n − Xt , p) and the total number of vertices in these components is
bounded above using the union bound by the sum of the component sizes.
This proves that Xt is stochastically bounded above by the population at
time t in B(n, p). Since we have X̂t ≤ Xt , the stochastic dominance rela-
tion also holds for X̂t .

To show the lower bound, we observe that since X̂t ≤ ε0n by definition
the component sizes of the newly adjacent vertices stochastically domi-
nates the component sizes in G(n(1 − ε0), p). However, there might be
intersection between the newly added components which makes it unclear
whether X̂t stochastically dominates B̂. To get past this issue, we reveal
each of the newly added components sequentially. Let C1, . . . , CX̂t

be the

newly added components at time t for X̂t . Let D1, . . . , DZt be the newly
added number of children at time t in B̂(n(1−ε0), t). We can assume as an
induction hypothesis that X̂t stochastically dominates B̂(n(1− ε0), t). We

need to prove that
∣∣ ⋃X̂t

i=1 Ci

∣∣ stochastically dominates
∣∣⋃B̂(n(1−ε0),t)

i=1 Di

∣∣.
We can write ∣∣∣∣∣∣

X̂t⋃
i=1

Ci

∣∣∣∣∣∣ =
X̂t∑

i=1

∣∣∣∣∣∣Ci \

 i−1⋃

j=1

C j




∣∣∣∣∣∣ .

Note that the quantity
∣∣Ci \ (

⋃i−1
j=1 C j )

∣∣ is distributed as component sizes

in G(n − X̂t , p) which stochastically dominates the component sizes in
B(n(1− ε0), p), which is in turn identical to |Di |. The proof then follows
by induction.

We next state another result which says that it takes a small amount of
additional time to reach (almost) all vertices once we have reached a linear
fraction of them.

Lemma 6. Let 0 < ε, ε̄ < 1. Suppose that Xt0 ≥ ε̄n. Let Tε̄,1−ε be the
additional time it takes to reach at least (1− ε)n vertices. Then asymptot-
ically almost surely we have Tε̄,1−ε = o(log n).
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Proof. Let Rt be the number of unreached vertices at time t0 + t , i.e.
Rt = n − Xt0+t . Let v be any vertex among the Rt unreached vertices.
Then the probability that v will be reached at time t0 + t + 1 is at least
1−(1−cα/n)ε̄n ≥ 1−0.5e−cαε̄ � δ̄ > 0. Hence, the number of unreached
vertices at time t0 + t + 1 is stochastically dominated by Bin(Rt , 1 − δ̄).
This allows us to recursively define an overestimating process for the num-
ber of unreached vertices at any time t0 + t . Let R̂0 = (1 − ε̄)n, and let
R̂t+1 = Bin(R̂t , δ̄). From the previous discussion, for any t ≥ 0 by induc-
tion R̂t stochastically dominates Rt . Also by induction, R̂t is distributed as
Bin(1 − ε̄n, (1 − δ̄)t). Let f (n) → ∞ be such that f (n) = o(log n). By
Markov inequality

P
[
]R f (n) > εn

] ≤ P

[
R̂ f (n) > εn

]
≤ (1− ε̄)

ε
(1− δ̄) f (n) = o(1).

This shows that Tε̄,1−ε = o(log n).

We now have all the results required to complete the proof of Theorem 3.

Proof of Theorem 3. Fix ε0 > 0 and let 0 < ε̄ = ε0/2. Let Tε0/2 = inf{t :
Bt(n, p) ≥ ε̄n}. Let γ > 0 be arbitrary. From Lemma 3, we have that Xt

is stochastically bounded above by Zt(n). Combined with Lemma 5, we
conclude that asymptotically almost surely Tε0/2 ≥ (ρ − γ ) log n.

Let η(ε0) ≤ η be the quantity corresponding to η in G(n(1− ε0), αp).
Note that limε0→0 η(ε0) = η. Let

ρ ≤ ρ(ε0) �
1

log(1+ η(ε0))
.

Again from Lemma 3, we have that Xt is stochastically bounded below by
Zt (n(1− ε0)). Combining with Lemma 5, we conclude that asymptotically
almost surely Tε0/2 ≤ (ρ(ε0) + γ ) log n. Restating, asymptotically almost
surely, T satisfies

(ρ − γ ) log n ≤ Tε0/2 ≤ (ρ(ε0)+ γ ) log n.

Let T1−ε be the time it takes to reach at least (1 − ε)n vertices. Then
T1−ε = Tε0/2 + Tε0/2,1−ε. Then combining (4.1) and Lemma 6 we have that

(ρ − γ ) log n + o(log n) ≤ T1−ε ≤ (ρ(ε0)+ γ ) log n + o(log n).
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Notice that (4.1) holds for all γ > 0 and all ε0 > 0. So letting both γ

and ε0 tend to zero and using the fact that limε0→0 ρ(ε0) = ρ we have that
T1−ε = ρ log n + o(log n).

We devote the rest of this section to the proof of Theorem 4 in the
supercritical case. First, we state a well-known fact regarding the giant
component in Erdős–Rényi random graphs.

Lemma 7. Let G(n, p) be an Erdős–Rényi random graph with p = c/n
and c > 1. Then there exist constants δ1 > 0 and δ2 > 0 depending on
c such that, there is a connected component of size at least δ1n in G with
probability at least 1− e−δ2n.

Proof of Theorem 4. Let f (n) be such that f (n) → ∞ and f (n) =
o(log n). The probability that G0, . . . , G f (n) all have a connected com-
ponent of size at least δ1n is greater than 1 − f (n)e−δ2n = 1 − o(1). For
0 ≤ t ≤ f (n), the probability that in Gt the vertex v is not connected to the
giant component is less than (1− αc/n)δ1n ≤ e−αcδ1 . Thus, the probability
that the size of the reachable set at time t = f (n) is smaller than δ2n is
bounded above by the probability that the vertex v does not belong to the
giant component in any of G1, . . . , G f (n), which in turn is bounded above
by e−cαδ1 f (n) = o(1).

Additionally, by Lemma 6, the time it takes to reach 1 − ε̄n vertices
starting from δ1n vertices is o(log n). Together this completes the proof.

4.2. Chung–Lu random temporal graphs

Theorem 5 (Subcritical case). Let G = G(n, W, α) be a Chung–Lu ran-
dom temporal graph with E[W 2] < E[W ]. Let v be a vertex of G. Then
there exists a constant ρ such that for each ε > 0, asymptotically almost
surely

T1−ε ≤ ρ log n + o(log n),

where T1−ε is the time required to reach (1− ε)n vertices from v and

ρ =
(

1+ E
[
α(W )W 2

]
E[W ]

+ E
[√

α(W )W 2
]2

E[W ]2(1− E[W 2]/E[W ])

)−1

.
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We conjecture that, just as in the Erdős–Rényi case, the value of ρ is
exact. However, we do not prove the lower bound here as the technical
details are more complex.

Theorem 6 (Supercritical case). Let G = G(n, W, α) be a Chung–Lu ran-
dom temporal graph with E[W 2] > E[W ]. Suppose that the support of W
and α(W ) do not contain 0. Let v be a vertex of G. Then asymptotically
almost surely

T1−ε = o(log n),

where T1−ε is the time required to reach (1− ε)n vertices from v .

The proofs of the two theorems follow the same general outlines of the
proofs in the Erdős–Rényi case. Many of the steps are even exactly the
same. Thus we often refer to the Erdős–Rényi case and leave out those
details which are same. Instead we devote our attention to outlining and
explaining the differences in the two sets of proofs.

It is well known that when E[W 2] < E[W ], asymptotically almost
surely, the Chung–Lu random graph C L(n, W ) has no giant component
while when E[W 2] > E[W ] there is a unique component of size linear
in n.22 When E[W 2] < E[W ] the graph is called subcritical. Janson and
Riordan have shown31 that in this regime the average component has size is

E[|C(v)|] = 1+ E[W ]

1− E
[
W 2

]
/E[W ]

,

where C(v) denotes the component containing the vertex v . The above
result is obtained by averaging over the vertices uniformly. We will need a
related result in which the initial vertex is chosen with probability propor-
tional to its weight.

We now proceed in a similar manner as in the proof of Theorem 3.
Define the growth process B = B(n, W, α) as follows. The process starts
with one individual; the number of individuals at time t in of the process is
given by Zt . The individuals in the process are distinguished by their types:
vi has type Wi . Each time step t consists of two parts, denoted (a) and (b).

In part (a) of time step t , every individual vi in the process gives
birth to Yt ; i = ∑n

j=1 Xt ; i, j children where the Xt ; i, j are Bernoulli ran-
dom variables chosen independently with probability

√
αiα j pi j . Let µW
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be the probability measure of the distribution W . Then we can write∫
dµW (x) = 1. Note that the collection of children at time t have types

which are distributed according to law αW defined by the probability mea-
sure xα(x)dµW (x)/E[αW ] since a child of type Wi is chosen with proba-
bility proportional to Wiα(Wi).

In part (b) of a time step each of the Yt ; i children at time t have further
progeny. We define, for each type W j , C = CG(n, W ; W j ), the distribution
of the random variable |C(v)|−1 defined over all realisations of the random
graph C L(n, W ) in which v is given the weight W j .

Now in part (b) of the process a child v j of type W j has Zt ; i; j further
progeny sampled independently from C = CG(n, W ; W j ). Note that types
of these Zt ; i; j further progeny are selected randomly with probabilities pro-
portional to value of their type Wk . In other words, the types of the Zt ; i; j
individuals are distributed according to the law W defined by the proba-
bility measure xdµW (x)/E[W ]. Importantly, as v j was born in part (a),
its type is distributed according to the law αW defined by the probability
measure x

√
α(x)dµW (x)/E[αW ]. This is because by the definition of part

(a), the type W j is selected with probability proportional to
√

α(W j )W j .
As before we can inductively define the Zt ,

Zt =
Zt−1∑
i=1


1+

Yt;i∑
j=1

Zt ; i; j


.

In the sum above we assume, for ease of exposition, that the indices cor-
respond to the types of the respective individuals in the process. We have
described the number of Zt of individuals at each step in the process. Let
the distribution of their types at time t be Dt .

Lemma 8. Let v be a vertex chosen at uniform in the random temporal
graph G = G(n, W, α). For t ≥ 0, define Xt to be the number of vertices
reachable from v within time t. Let Zt be the population size of the process
B(n, W, α). Then Xt is stochastically bounded from above by Zt .

The proof is essentially the same as the first part of the proof of Lemma 3
and is left as an exercise for the interested reader.

The proof of Theorem 5 is similar to the proof of the upper bound
for Theorem 3. In particular, the process B is transformed into a

||||||||||||||||||||

https://technet24.ir
https://technet24.ir
https://technet24.ir


February 25, 2016 8:33 Dynamic Networks and Cyber Security 9in x 6in b2273-ch09 page 202

202 A. Hagberg, N. Lemons & S. Misra

Galton–Watson branching process. Equation (4.2) describes the evolution
of the number of individuals in a multi-type branching process at depth t
with offspring distributed as Dt and the number of offspring described by
the random variable Qt + 1 where

Qt =
Yt;i∑
j=1

Zt ; i; j .

Let η(t) be the expected value of Qt . A technical result32 states that if mt is
the number of individuals in such a multi-type branching process at time t
then mt/

∏
t(1+ η(t)) will converge to a random variable U which is zero

with probability zero. This is because the branching cannot die out.
To determine the rate of growth of mt , it is convenient to split it into

two parts.

Lemma 9. Let At and Bt be the expected number of individuals whose
types are distributed according to the laws αW and W , respectively. Then

mt − 1 = At + Bt .

Furthermore, there exist constants η and λ such that

At = (1+ η)t and

Bt = λAt .

Lemma 10. Let 0 < ε̄, ε < 1. Suppose that Xt0 ≥ ε̄n. Let Tε̄,1−ε be the
additional time it takes to reach at least (1− ε)n vertices. Then asymptot-
ically almost surely we have Tε̄,1−ε = o(log n).

Proof of Theorem 5. By Lemma 8, we know that the graph reachability
process Xt is stochastically dominated by Zt . We also have that Zt in
expectation grows exponentially.

We can use a large deviation inequality as in Inequality (4.1) to show
that the time for the process B to reach at least εn vertices is asymptotically
almost surely no more than ρ + γ where

ρ = 1

1+ η

and 0 < γ < ρ.
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||||||||||||||||||||

Hiva-Network.Com

https://technet24.ir
https://technet24.ir
http://www.hiva-network.com/


February 25, 2016 8:33 Dynamic Networks and Cyber Security 9in x 6in b2273-ch09 page 203

Temporal reachability in dynamic networks 203

As γ can be chosen arbitrarily small and as the number of discovered
individuals in B at time t stochastically dominates Xt we have in the limit
that asymptotically almost surely Tε ≤ ρ log n.

Finally, Lemma 10 states that once ε̄n vertices are reachable from v ,
the set of reachable vertices starts to grow very quickly. At this point only
o(log n) more time steps are necessary for all (1− ε)n vertices to be reach-
able from v .

Proof of Lemma 10. Let R be the set of vertices reachable from v in time t0
so |R| ≥ ε̄n. Let U be the rest of the vertices. Since α ≥ 0 and W is defined
on the positive reals, there exist mW , mα , and δ such that asymptotically
almost surely the set Ū = {vi ∈ U : Wi ≥ mW and αi ≥ mα} satisfies
|U\Ū | ≤ εn/2. Indeed we can choose mα small enough that there exist a
δ such that the set R̄ = {vi ∈ R : αi ≥ mα} satisfies∑

vi∈R̄

Wi ≥ δn.

Let Ūt be the number of unreached vertices of Ū at time t0+t . Let vi be any
vertex in Ut . Then the probability that vi will be reached at time t0 + t + 1
is at least

1−
∏
v j∈R̄

(1−√αiα j pi j ) ≥ 1− exp


∑

v j∈R̄

−√αiα j pi j




≥ 1− exp


−
√

αi Wi

nE[W ]

∑
v j∈R̄

√
α j W j




≥ 1− exp

(
−
√

mαmW

nE[W ]

√
mαδn

)
.

Letting δ̄ � 1 − exp (−mαmWδ/E[W ]) we have that Ūt is stochastically
dominated by Ût distributed as Bin(n(1− ε/2), (1− δ)t). Let f (n)→∞
with f (n) = o(log n). By the Markov inequality,

P[U f (n) > εn] ≤ P[Ū f (n) > εn/2] ,

≤ P[Û f (n) > εn/2]

≤ (1− ε̄)

ε/2
(1− δ̄) f (n) = o(1) .

This shows that Tε̄,1−ε = o(log n).
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Lemma 11. Let v be an individual in the process B(n, W, α) discovered
(born) at time t with weight (i.e. type) distributed according to the prob-
ability measure ν. Let Yτ ;v denote the number of children of v in the first
part of time step τ for τ > t . Then

E[Yt+1;v] =
∫ √

α(x)α(y)xy

E[W ]
dµW (x)dν(y).

If u was discovered in part (a) of time step t and is distributed according
to ν1, then in part (b) of that time step u has Zt,u further progeny with

E[Zt,v] =
∫

x dν1(x)

1− E[W 2]/E[W ]
,

many further progeny.

As the new progeny in part (b) of the process correspond to vertices in
a sampled component, the second part of the lemma is thus equivalent to
claiming that the sampled component containing v has size in expectation

1+
∫

x dν(x)

1− E[W 2]/E[W ]
.

Proof. The first part of the lemma follows from the fact that a new neigh-
bour v j in part (a) of the process are discovered with probability

√
αiα j Wi W j/nE[W ] ,

when v has type Wi .
The second part of the lemma follows from results on the average com-

ponent sizes in inhomogeneous random graphs.31

Proof of Lemma 9. From Lemma 11, there exist constants γ1, γ2 and γ3

such that

At = (γ1 + 1)At−1 + γ2 Bt−1,

Bt = γ3(At − At−1)+ Bt−1.

Using the fact that B1 = γ3 A1, and solving we have η = γ1 + γ2γ3.
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The values of the constants γ1, γ2 and γ3 can be directly computed using
Lemma 11. The values are as follows:

γ1 =
∫

xy
√

α(x)α(y)

E[W ]

x
√

α(x)dµW (x)dµW (y)

E[
√

α(W )W ]

= E[α(W )W 2]

E[W ]
,

γ2 =
∫

xy
√

α(x)α(y)

E[W ]

xdµW (x)dµW (y)

E[W ]

= E[
√

α(W )W 2]E[
√

α(W )W ]

E[W ]2
,

γ3 =
∫

x
√

α(x)xdµW (x)/E[
√

α(W )W ]

1− E[W 2]/E[W ]

= E[
√

α(W )W 2]

E[
√

α(W )W ]
(
1− E[W 2]/E[W ]

) .

This concludes the proof of Theorem 5.
To prove Theorem 6, we will use the following well-known result.

Lemma 12. Let G = C L(n, W ) be a Chung–Lu random graph with
E[W 2] ≥ E[W ]. Then there exist constants δ1 > 0 and δ2 > 0, depend-
ing only on W, such that there is a connected component in G with vertex
weights that sum to at least δ1n with probability at least 1− exp(−δ2n).

Proof of Theorem 6. As the supports of W and α(W ) do not contain 0,
there exist a non-zero mW and mα such that each vertex in the graph has
weight at least mW and each αi ≥ mα. By Lemma 12, there exist non-
zero δ1, δ2 such that with probability at least 1 − exp(−δ2n), there is a
connected component, C1, in Gt such that

∑
vi∈C1

Wi ≥ δ1n. Let v be a
vertex. Then the conditioning on the existence of a giant component in Gt ,
the probability v is not connected to the giant component in step t is at
most (1− mαmW δ2)/E[W ]) which is a constant independent of n.

The rest of the proof is the same as in Theorem 4.
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